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Summary. The functioning of a multimodal integration system requires metadata,
such as ontologies, that describe media resources and media components. Such meta-
data are generally application and domain dependent, which causes difficulties when
media need to be shared across domains. Thus, there is a need for a mechanism that
can relate the key terms and/or media components in data from different sources.
In this chapter, we present an approach for mining and automatically discovering
mappings in hierarchical media data, meta-data, and ontologies, using the structural
information inherent in hierarchical data. This approach is applicable even when the
mappings are imperfect, fuzzy and many-to-many. We show that structure based
mining of relationships provides high degrees of precision.

13.1 Introduction

Semantic networks of media, wherein different applications can exchange in-
formation and integrate multimodal data, require information about each
medium to be represented in a detailed and structured manner. To enable
such information exchanges various hierarchical metadata frameworks have
been proposed. Furthermore, many multimedia standards define objects as
structured or hierarchical collections of media data components. Examples
include virtual reality modeling languages (e.g., X3D) and media content de-
scription frameworks (e.g., MPEG7 [9]). For example, X3D [10], a file format
and related access services for describing interactive 3D objects and worlds,
uses a hierarchical structure to describe a scenegraph. When integrating data
from different sources, a mechanism to mine and relate semantically simi-
lar but syntactically different data and metadata is needed. In this chapter,
we present algorithms to automatically mine mappings in hierarchical media
data, metadata, and ontologies.
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Fig. 13.1. Two similar hierarchical namespaces

13.1.1 Integration of RDF described Media Resources

If application and media content experts could easily associate metadata with
each resource they create, then this metadata could be used by integration
engines to increase efficiency and precision. In order to enable this, the meta-
data format used by different applications must be compatible. Ontologies,
formalisms that define the relationships among terms in a given application,
describe the context in which metadata is applied. They are used to link, com-
pare, and differentiate information provided by various application resources.

RDF, for instance, provides a rich data model where entities and relation-
ships can be described. RDF uniquely identifies property names by using the
Namespace mechanism [8]. A namespace can be thought of as a context or an
ontology that gives a specific meaning to what might otherwise be a general
term. It provides a method for unambiguously identifying the semantics and
conventions governing the particular use of property names by uniquely iden-
tifying the governing authority of the vocabulary. Although with the help of
namespaces, we can uniquely identify and relate the metadata to a particular
governing authority or a community, there is no straightforward way to map
and relate terms or properties among different communities. Consider the two
hierarchical namespaces provided in Figure 13.1 (the hierarchy usually cor-
responds to the concept/class hierarchy) of the underlying domains. As it is
implied by the similar structures of these namespace hierarchies, the terms
shot and sequence are semantically related. Therefore, if the user integrates
two data domains each using one of these two namespaces, whenever a query
is issued using the property name shot, the content having the property name
sequence should also be retrieved.

Automatic mapping of the semantically similar but syntactically different
terms from the different namespaces necessitates the integration of content
from independently created data sources. An automated mechanism that re-
lates the common and uncommon terms (components) of various metadata
communities is needed.

13.1.2 Matching Hierarchical Media Objects

Figure 13.2 shows an example hierarchical scenegraph which can be repre-
sented in X3D [10]. X3D nodes are expressed as XML [11] elements, i.e.,
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Fig. 13.2. An example X3D document and the corresponding 3D world

tagged names. The hierarchical structure and the nodes in this hierarchy give
information about the relationships between the tags: the document structure
corresponds to the structure of the scenegraph of the 3D world. Consequently,
given two similar multimedia object hierarchies (i.e., two similar worlds), it
should be possible to identify associations between these nodes using an analy-
sis of the hierarchical document structures themselves.

13.1.3 Problem Statement

The problem we address in this chapter is to mine mappings between the nodes
of hierarchical media data, metadata, and ontologies. The main observation
is that the structural similarity between two given trees (such as hierarchical
media objects, XML documents, or name spaces) can provide clues about the
semantic relationships between their nodes.

In general, the nodes in the two trees can be divided into common and
uncommon nodes. The common nodes are those shared by both trees and
can either have the same labels or (in the case of multimedia data) they may
have application dependent features that provide non-zero or greater-than-a
threshold degrees of similarities [12]. In other words, common nodes are those
nodes in the two trees that are known to be related, whereas the uncommon
nodes are those nodes in the two trees that are not known whether (and how)
they relate to the nodes in the other tree. In many works [13, 14, 15], it is
assumed that the mapping between the two input trees relates each one node
of one schema to only one node of the other; thus, the initial partial mapping is
1-to-1. Furthermore, these works assume that the input mapping is non-fuzzy
(i.e., a given node perfectly maps to the other one or does not map to that
node at all). We also used these assumptions in our earlier work [16, 17]. These
assumptions might be valid when the two tree structures represent metadata,
such as schemas, where the mapping is naturally 1-to-1 and binary. However,
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when the two input trees being compared are media trees (such as MPEG7 [9]
or X3D [10]), two complications arise:

• First, the known mappings between the nodes may be 1-to-many or many-
to-many; i.e., a given node may correspond to multiple nodes in the other
tree.

• Second, the correspondence between the object nodes may be imperfect;
i.e., fuzzy or similarity-based.

Therefore, the many-to-many and fuzzy nature of the known correspondences
need to be considered while matching the nodes of the input trees.

In this chapter, we do not focus on how common nodes are discovered, as
this is a domain specific task. Our aim is to relate the uncommon nodes of
two given hierarchical structures, based on the information provided by the
structural relationships between the common nodes. Therefore, formally, we
can state the problem as follows:

Given

• two trees, T 1(V 1, E1) and T 2(V 2, E2), where V denotes the set of nodes
in a tree and E denotes the set of edges between the nodes, and

• a partially known mapping (or correspondence) function, µ : V 1 × V 2 →
[0, 1] ∪ {⊥}, between the nodes in V 1 and V 2.
If µ(vi, vj) = ⊥, it is not known whether vi is related to vj ; i.e., vi and vj

are unmapped.

Estimate the degree of mapping for vi and vj , where µ(vi, vj) = ⊥, using the
structural information embedded in T 1 and T 2.

13.1.4 Our Approach

We introduce a multi-stage algorithm which mines mappings in hierarchical
media data, metadata, and ontologies using the inherently available struc-
tural information. This algorithm uses Multidimensional Scaling [2, 3, 4, 5]
to map the nodes of two different but similar structures (multimedia hierar-
chies, ontologies, or namespaces) into their private spaces and then exploits
the weighted Procrustes [6, 7] technique to align the two private spaces and
their nodes within such that the syntactically different but semantically sim-
ilar components are mapped to each other.

13.2 RELATED WORK

Matching has been recognized as an important problem in diverse application
domains. For instance, automated schema or model matching, which takes
two schemas as input and produces a mapping between elements of the two
schemas that correspond semantically to each other, has been investigated
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in various data management contexts, including scientific, business, and web
data integration [18, 19, 20, 13]. A survey of the techniques, for the automated
schema matching problem, presented in [21], classifies these based on various
dimensions, including whether data instances are used for schema matching,
whether linguistic information, key constraints, or other auxiliary information
are used for matching, and whether the match is performed for individual
elements (such as attributes) or for complex structures. Using the approach we
presented in this chapter, both data instances and hierarchical schemas can be
matched. The approach does not need additional linguistic information or key
constraints, though these can certainly help improving the overall precision.
The proposed approach uses not only the individual elements, but the entire
structures to produce the required mappings between the elements of the two
schemas.

Clio [22] accepts XML and RDF documents, a name matcher provides ini-
tial element-level mapping, and a structural matcher provides the final map-
ping. LSD [13] uses machine-learning techniques to match a new data source
against a previously determined global schema, thus it needs a user-supplied
mapping as well as a training process to discover characteristic instance pat-
terns and matching rules. SKAT [20, 23] uses first-order logic rules to express
match and mismatch relationships between two ontologies. Name and struc-
tural matching is performed based on the is-a relationships between the in-
tersection (or articulation) ontology and source ontologies. The work in [14]
uses structures (schema graphs) for matching; matching is performed node
by node starting at the top; thus this approach presumes a high degree of
similarity (i.e., low structural difference) between the schemas. Furthermore,
unlike our approach, if no match is found for a given node, user intervention
is required to select a match candidate. After performing linguistic matching
of the nodes, Cupid [24] transforms the original schema into a tree and then
performs bottom-up structure matching, based on the similarity of the leaf
sets of pairs of elements. As in our work, the DIKE system [15] uses the dis-
tance of the nodes in the schemas to compute the mappings; while computing
the similarity of a given pair of objects, other objects that are closely related
to both count more heavily than those that are reachable only via long paths
of relationships. Similar approaches, where closer entities in a given graph
add more to the overall similarity than farther entities have also been used
while mining web document associations [25, 26, 27] as well as for finding
similarities between terms in a natural language [28, 29, 30, 31].

Recently there has been a large body of relevant work for efficient in-
dexing and retrieval of tree-structured data [32, 33, 34, 35, 36, 37, 38, 39].
Most of these works focus on indexing and exact matching of paths and path-
expressions on trees. The problem of inexact matches of trees and graphs,
on the other hand is significantly harder. Structural matching techniques be-
tween two labeled trees with potential ”rename” mismatches and other dif-
ferences are used in [40, 41, 42]. These works use the tree edit-distance con-
cept [43, 44, 45, 46] to measure how similar two trees are. A good survey



6 K. Selçuk Candan et al

of approaches to tree edit- and alignment-distance problems can be found
in [47]. Unfortunately, the general unordered edit-distance problem has been
shown to be NP-complete [40]. Certain special cases can be solved efficiently
if appropriate local edit costs are available. In [40, 43], for instance, postorder
traversalbased algorithms are provided for calculating the editing distance
between ordered, nodelabeled trees. [42] extends the work to connected, undi-
rected, acyclic, graphs where only edges are labeled. They first show that
the problem is, as expected, NPhard and then they provide an algorithm for
computing the edit distance between graphs where each node has at most
two neighbors. Chawhate et al. [48, 49] provide alternative, and more flex-
ible, algorithms to calculate the edit distance between ordered nodelabeled
trees. Schlieder [50, 51] introduces a query language, approXQL, for retrieval
of approximate matches in hierarchical data. ApproXQL relies on an edit-
distance based approach, where the cost of a sequence of transformations
provides the similarity between a query and a result. In order to deal with
the NP-complete nature of the edit-distance based approaches and render
similarity-based search applicable in large databases, [52] introduces a set
of filter methods (e.g., filtering based on heights and degrees of the nodes)
for structural and content-based information in tree-structured data. [53] in-
troduces the concept of graph histograms, where given a graph, a histogram
representing the entire graph is obtained by calculating the degree of each
vertex of the graph. Each vertex corresponds to a different histogram bin and
the bins are sorted in the decreasing order. The difference between two graphs,
then, is computed as the L1 distance between their corresponding histogram
vectors. The concept of graph probes, which are essentially filters invariant
across graph or subgraph isomorphisms, are introduced in [54, 55]. Other re-
search in tree and graph similarity can be found in [56, 57, 58, 59, 60, 61].
Unlike our approach where the structural match between the nodes is cap-
tured holistically in the multi-dimensional space obtained through the MDS
transformation, the edit-distance based approaches associate explicit costs to
each one of the local tree edit operations of deleting, inserting, and relabeling
of the nodes and aim finding a minimum-cost sequence of such edit operations
that would transform one of the input trees into the other. Thus, in addition
to being costly in terms of execution time, these approaches need appropriate
local edit costs to function. Furthermore, unlike our approach which evalu-
ates similarities between individual nodes, these approaches generally evaluate
similarities between entire trees and graphs.

13.3 STRUCTURAL MATCHING

The use of structural information for mining of semantic relationships is an
established technique. We used structural information available on the web
for mining web document associations, summarizing web sites, and answering
web queries [25, 26, 27]. The language taxonomies and IS-A hierarchies [28,
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Fig. 13.3. MDS mapping of four data points onto a two dimensional space

29, 30, 31] are used to define the similarity and distance between terms in
natural language. Other techniques are discussed in the related work section
(Section 13.2). These mainly rely on the observation that given a tree, T (V, E)
and two nodes, a and b, in the tree, we can compute a distance, d(a, b), between
the nodes by considering the structure of the tree, for instance by counting
the number of edges between them. The main challenge we address in this
chapter is to find the degree of mapping (or similarity) between two nodes
in two different trees, where there may be no common structure to compare
these two nodes. This is because the two trees may have arbitrarily different
structures, finding a mapping between the nodes is not trivial.

In order to match two nodes in two different trees, we need to find a
mapping such that the distance values in two trees between the common nodes
are preserved as much as possible. In this chapter, we present an approach
which addresses this challenge by mapping the two trees into a shared space
using the matched common nodes and comparing the unmapped nodes in this
shared space. The proposed solution can be broken down into four steps:

1. Map the nodes of T 1 and T 2 into their private multi-dimensional spaces,
S1 and S2, both with the same number (k) of dimensions.

2. Identify transformations required to align the space S1 with the space S2
such that the common nodes of the two trees are mapped as close to each
other as possible in the resulting aligned space.

3. Use the same transformations to map the uncommon nodes in S1 onto
S2.

4. Now that the nodes of the two trees are mapped into the same space,
compute their similarity or distance in this space and/or use clustering
and nearest-neighbor algorithms to find the related in the two trees.

In this section, we will describe each step in greater detail.
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13.3.1 Step I: Map Both Trees into Multi-Dimensional Spaces

Multi-Dimensional Scaling (MDS) is a family of data analysis methods, all of
which portray the structure of the data in a spatial fashion [2, 3, 4, 5]. MDS
is used to discover the underlying spatial structure of a set of data items from
the distance information among them. We employ MDS to map two trees T 1
and T 2 into two private k-dimensional spaces S1 and S2, respectively.

MDS works as follows: given as inputs (1) a set of N objects, (2) a matrix
of size N ×N containing pairwise distance values, and (3) the desired dimen-
sionality k, MDS tries to map each object into a point in the k-dimensional
space (Figure 3). The criterion for the mapping is to minimize a stress value
defined as

stress =

√√√√∑
i,j

(d′i,j − di,j)2∑
i,j d2

i,j

where dij is the actual distance between two nodes vi and vj and d′ij is
the distance between the corresponding points pi and pj in the k-dimensional
space. If for all such pairs, dij is equal to d′ij , then the overall stress would be 0,
i.e., minimum. MDS starts with some, possibly random, initial configuration
of points in the desired space. It then applies some steepest descent algorithm,
which modifies the locations of the points in the space iteratively, to minimize
the stress. Steepest descent algorithms, at each iteration, identify a point
location modification that will give the largest reduction in stress, and move
the point in space accordingly.

In general, the more dimensions (i.e., larger k) is used, the better is the final
fit that can be achieved. Since multi-dimensional index structures do not work
well at high number of dimensions, it is important to keep the dimensionality
as low as possible. One method to select the appropriate value of k is known
as the scree test where stress is plotted against the dimensionality, and the
point in the plot where the stress stops substantially reducing is selected.

MDS places objects in the space based on their distances: objects that are
closer in the original distance measure are mapped closer to each other in the
k-dimensional space; those that have large distance values are mapped away
from each other. Therefore, in order to be able to use MDS to map a given
tree into a k-dimensional space, we need a distance function between the nodes
of the tree. The distance function should capture the structural relationships
of the nodes in the tree. One way to achieve this is to define the distance
of a pair of nodes in a given tree as the number of edges between them. In
tree-structured data, for example, in a namespace, similar or related nodes
are closer to each other and have a fewer number of edges between them than
the dissimilar nodes. Other methods [28, 29, 30, 31], which consider the depth
of the nodes in the tree or the density of the tree neighborhoods from which
the pair of nodes are taken, can also be applied to define a distance measure.
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13.3.2 Step II: Compute Transformations to Align the Common
Nodes of the Two Trees in a Shared Space

In the previous step, the two trees are mapped to their own private k-
dimensional spaces. In this step, we align these spaces such that related nodes
are co-located in the new shared space. The information available to us for the
alignment process is the common nodes, known to denote similar concepts.

Once both trees are mapped onto their private k-dimensional spaces, we
need to relate the common nodes of the two trees. To achieve this, we need to
identify transformations required to map the common nodes from both trees
to each other as close as possible in the shared space. In order to match the
common nodes, we use the Procrustes alignment algorithm [62, 63, 64].

Using Procrustes for 1-to-1, Non-Fuzzy Correspondences

Given two sets of points, the Procrustes algorithm uses linear transformations
to map one set of points onto the other set of points. Procrustes has been
applied in various diverse domains including psychology [63] and photogram-
metry [6], where alignment of related but different data sets are required. The
orthogonal Procrustes problem [62] aims finding an orthogonal transformation
of a given matrix into another one in a way to minimize the sum of squares
of the residual matrix. Given matrices A and B, both of which are n× k, the
solution to the orthogonal Procrustes problem is an orthogonal transforma-
tion T , such that the sum of squares of the residual matrix E = AT − B is
minimized. In other words, given the k×k square matrix S = ETE (note that
M T denotes the transpose of matrix M)

trace(S) =
k∑

i=1

sii =
n∑

i=1

k∑
j=1

e2
ij is minimized.

The extended Procrustes algorithm builds on this by flexibly redefining
the residual matrix as E = cAT + [11 . . . 1]TtT − B, where c is a scale factor,
T is a k × k orthogonal transformation matrix, and t is a k × 1 translation
vector [65]. The general Procrustes problem [63], further extends these by
aiming to finding a least-squares correspondence (with translation, orthogonal
transformation, and scaling) between more than two matrices.

Note that the orthogonal or the extended Procrustes algorithms above
can be used for aligning two k-dimensional spaces given a set of common
points in each space. In our case, the inputs to the algorithm are the common
of nodes of two trees, T 1 and T 2, mapped to their private k-dimensional
spaces. Therefore, orthogonal or the extended Procrustes algorithms may be
applicable when T 1 and T 2 are tree structures represent metadata, such as
schemas, where the mapping of the common nodes is naturally 1-to-1 and
binary. However, when the two input trees being compared are media trees
(such as MPEG7 [9] or X3D [10]), two complications arise. First, the mapping
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between the nodes may be many-to-many; i.e., a given node may correspond
to multiple nodes in the other tree. Second, the correspondence between the
object nodes may be fuzzy. Therefore, in this second step of the algorithm,
where we identify transformations required to align the two input spaces such
that the common nodes of the two trees are as close to each other, we need to
consider the many-to-many and fuzzy nature of the common nodes.

One intuitive solution to this problem is to eliminate the many-to-many
and fuzzy nature of the mappings by (1) not considering the mappings below
a certain quality of match, (2) for each node in one of the trees, selecting the
best mapping node as the corresponding peer, and (3) eliminating the rest of
the low ranking mappings from further consideration. Although simple, this
approach would result in loss of information and errors in mapping. An alter-
native approach is to use, instead of orthogonal or the extended Procrustes,
an alignment algorithm which takes the many-to-many and fuzzy nature of
the mappings while identifying the appropriate transformations to map one
set of points on the other set of points. In this chapter, we focus on this second
approach.

Weighted Procrustes for Dealing with Fuzzy Correspondences

Weighted Extended Orthogonal Procrustes [7] is similar to Extended Or-
thogonal Procrustes in that it uses an orthogonal transformation, scaling,
and translation to map points in one space onto the points in the other.
However, unless the original algorithm, it introduces weights between the
points in the two space. Given two n × k matrices A and B, while the Ex-
tended Orthogonal Procrustes, minimizes the trace of the term ETE, where
E = cAT + [11 . . . 1]TtT − B, the Weighted Extended Orthogonal Procrustes
minimizes the trace of the term Sw = ETWE, where W is an n × n weight
matrix: i.e.,

trace(Sw) =
k∑

i=1

swii =
n∑

i=1

n∑
h=1

k∑
j=1

wiheijehj

is minimum. Note that if the weight matrix, W , is such that ∀i wii = 1
and ∀h∀i �= h wih = 0 (i.e., if the mapping is one-to-one and non-fuzzy),
then this is equivalent to the non-weighted Extended Orthogonal Procrustes
mapping. On the other hand, when ∀i wii ∈ [0, 1] and ∀h∀i �= h wih = 0,
then we get

trace(Sw) =
k∑

i=1

swii =
n∑

i=1

k∑
j=1

wiie
2
ij .

In other words, the mapping errors are weighted in the process. Consequently,
those points which have large weights (close to 1.0) will likely to have smaller
mapping errors than those points which have lower weights (close to 0.0).

Let us assume that we are given the mapping function, µ, between the
nodes of the two input trees, T 1 and T 2; let us further assume µ(vi, vj) ∈ [0, 1]
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Fig. 13.4. Handling many-to-many node correspondences: (a) Many-to-many cor-
respondence between the nodes in two spaces; (b) evaluating each alternative 1-to-1
mapping to choose the one with the best match; and (c) virtual point-based trans-
formation from many-to-many to 1-to-1 correspondence

and µ is 1-to-1. Then, µ can be used to construct a weight matrix, W , such
that ∀i wii ∈ [0, 1] and ∀h∀i �= h wih = 0. This weight matrix can then
be used to align the matrices A and B, corresponding to the trees 1 and T 2,
using the weighted Extended Orthogonal Procrustes technique.

Weighted Procrustes for Dealing with Many-to-Many
Correspondences

Procrustes assumes that there is a 1-to-1 correspondence between the points
in the two k-dimensional spaces. Therefore, when the known correspondence
between the nodes of the two trees, T 1 and T 2, is also 1-to-1, the application
of Procrustes for alignment of the two trees is natural.

However, when the known correspondence between the nodes of the two
trees is not 1-to-1 but many-to-many, we cannot directly apply Procrustes; we
need a different approach to alignment. In the section, we discuss two possible
alternative approaches, depicted in Figure 13.4:
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• Evaluate each possible 1-to-1 combination independently and choose the
best mapping: Let us assume that m points in the first space correspond to
m points in the second space. This, for instance, would occur if m objects
in one tree are similar to m objects in the other. One way to find a suitable
mapping in this case is to
1. enumerate all possible 1-to-1 mappings,
2. compute the trace for each Procrustes trace for each combination, and
3. pick the overall smallest one as the best transformation (Figure 13.4(b)).
Note that there would be m! different 1-to-1 mapping combinations to
consider. Therefore, this approach can have a significantly large cost, es-
pecially if the number, m, of related points (or nodes in the tree) is large.

• Create virtual points, each corresponding to a single alignment alternative:
Let us assume that a single point, ag, in the first space, A, is known to cor-
respond to m points in the second space, B. To accommodate the multiple
alternative mappings of ag, we generate m virtual points, ag[1], . . . , ag[m],
in the first space (in lieu of ag) and m corresponding virtual points,
bg[1], . . . , bg[m], in the second space for each ag[i]. After this transforma-
tion, there is a 1-to-1 mapping between the virtual points created. Thus,
the W matrix becomes larger, but it is still diagonal and we can minimize

trace(Sw) =
∑

i∈{1,...,k}−{g}

k∑
j=1

wiie
2
ij +

1
m

m∑
i=1

wgg [i]egg[i]2,

where wgg [i] is the degree similarity between ag and its ith alternative
mapping and egg[i] is the alignment error between them.
It is easy to expand this to the cases where there are more points in the
first space mapped to multiple points in the second space. Figure 13.4(c),
where all three points in the first space are mapped to all three points in the
second space (through virtual points), illustrates this. The virtual point
based approach requires extending the matrices such that there exists one
row for each alternative mapping. Consequently, if there are many to many
mappings, the cost of this approach is a quadratic increase in the number
of points that need to be considered.

The virtual point-based approach is significantly cheaper than the enumera-
tion approach. However, since each 1-to-1 mapping is not explicitly consid-
ered, the final transformation does not provide a discreet mapping, but a
weighted mapping which can introduce errors as shown in Figure 13.5: If, in
this figure, a1 was mapped to b1 (or b2), the total error would be |b1 − b2|2;
however, mapping to a point in the middle of b1 and b2 gives a total error of
( |b1−b2|

2 )2 + ( |b2−b1|
2 )2 = |b1−b2|2

2 , which is less than |b1 − b2|2.
In fact, this problem exists even when there are more than one points in the

many-to-many correspondence cluster. Figure 13.6(a) shows a scenario where
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Fig. 13.6. Alignments errors are possible even when there are multiple candidate
nodes in each space: (a) there is a 2-to-2 alignment problem; (b) the desired align-
ment, where one node from each space is mapped to one node from the other, while
maintaining the distance relationships in the original space; (c) a potential misalign-
ment due to over-eager scaling, in this arrangement, the total mean square error may
be smaller than (b).

there is a 2-to-2 correspondence and Figure 13.6(b) shows a desirable, distance
preserving, alignment. Note that the total error for this desirable solution is
2×|b1−b2|2, as two correspondences are not satisfied (shown in dotted arrows
in Figure 13.6(b)). On the other hand, since Procrustes allows scaling during
the alignment, it can instead lead to the configuration in Figure 13.6(c), where
the distance between the two nodes, a1 and a2, is scaled down to almost zero
and both a1 and a2 are mapped to a region in the middle of b1 and b2. The
total error in this configuration is 2×( |b1−b2|

2 )2+( |b2−b1|
2 )2 = |b1−b2|, which is

less than the error in the desired alignment of Figure 13.6(b). Thus, Procrustes
will choose this undesirable mapping. We call this over-eager scaling.

Note that this misalignment problem is likely to be less sever when there
are multiple clusters of many-to-many correspondence of nodes. In general,
it is not likely that the same erroneous center point will be suitable for all
clusters (Figure 13.7). Since a single scaling and transformation can not map
all of the many-to-many correspondence clusters to their erroneous, but trace-
minimizing, centers, over-eager scaling is not as likely to occur. When they



14 K. Selçuk Candan et al

b4

b1

b2

a1

a2

a3

a4

b3

b1

b2

a1

a2

a3

a4

b3

b4

b1

b2

a1

a2

a3

a4

b3

b4

(a) (b) (c)

Fig. 13.7. Misalignment is not likely to occur when there are multiple clusters of
many-to-many correspondences: (a) a scenario where there are two such clusters, (b)
misalignment configuration (each cluster is mapped to its own center after scaling),
and (c) such over-eager scaling based misalignment is not likely to occur when there
are multiple clusters; after scaling, (unless the cluster centers overlap) it is not
possible that the nodes of both clusters will be mapped to their own cluster centers.

occur, however, it is possible to recognize such errors by studying the scaling
factor chosen by Procrustes. If the scaling factor is smaller than expected,
then it is likely that the Procrustes algorithm minimized the overall error rate
by mapping clusters to their centers. If that is the case, we can correct the
error, by fixing the scaling factor c in the Procrustes algorithm. Procrustes will
need to find a transformation and translation using the scaling factor fixed in
advance. In general, the scale of the data can be compared by computing the
spread of the data points in the two spaces (especially those that are known
to map to each other) and picking a scaling factor which will equalize the
spreads of the points in their spaces. This is not a loss of generalization as the
initial MDS algorithm which maps the tree nodes to the k-dimensional spaces
will try to protect the original distances between the nodes and those will not
introduce any scaling variances in the different dimensions of these spaces.

13.3.3 Step III: Use the Identified Transformations to Position the
Uncommon Nodes in the Shared Space

The previous step returns the transformations (rotation, scaling, and trans-
lation) required to modify the given spaces such that the common nodes of
both trees are aligned with each other as much as possible. Using the transfor-
mations identified in the previous step, the uncommon nodes in two trees are
mapped into the space in terms of their distances from the common nodes in
respective trees. The uncommon nodes of both trees that are approximately
at the same distance or at the same distance range from the common nodes
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Table 13.1. Parameters for tree generation

Number of nodes in the tree 25 and 200
Fan out (degree) 2 and 8

in their respective trees are likely to be similar and will be mapped close to
each other in the shared k-dimensional space.

13.3.4 Step IV: Relate the Nodes from the Two Trees in the
Shared Space

At this point we have two trees whose nodes are mapped onto a shared k-
dimensional space such that the common nodes are close to each other in the
space. Furthermore, more similar nodes are more likely to be mapped closer to
each other, whenever there are trade-offs. In other words, the point distances
in the common space correspond to the distance between the objects. Thus,
we can compute the similarity between the objects using the distances in this
space or use clustering and nearest-neighbor approaches to identify related
uncommon nodes.

13.4 EXPERIMENTAL EVALUATION

In this section, we provide an experimental evaluation of the proposed ap-
proach for mining mappings between the nodes of hierarchical data. In order
to properly evaluate the proposed approach and to observe the effects of var-
ious data parameters (like the number of nodes in the two trees and their
degrees or fanouts), we need a large number of trees. Furthermore, we need to
be able to vary these parameters in a controlled manner to observe the per-
formance under different conditions. Therefore, we systematically generated
a large number of tree-structured data (i.e., the ground truth) with varying
parameters and use these trees in our initial experimental evaluation. After
observing the effectiveness of our algorithm using this approach, we also used
real collections of data to verify our results.

13.4.1 Synthetic and Real Data

The challenge addressed in this chapter is to relate nodes of two trees based on
the information inherent in their structures. In general, trees can structurally
differ from each other in terms of the number and density of nodes, node
labels, and the degrees of similarity of the nodes in the trees. Therefore, to
systematically generated two related but different trees,

1. first we randomly generated an original tree (Figure 13.8 (a)); and
2. then distorted (i.e., differentiated from the original) a copy of this tree by
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Fig. 13.8. Tree differentiation process for ground truth generation (the ellipses
marked as “Dist.” stand for the distorted regions of the differentiated tree): (a)
Original tree (T1); (b) differentiated tree (T2); and (c) similarity annotations

• relabeling existing nodes,
• deleting nodes from,
• adding new nodes to the original tree, and
• varying the degrees of matches between the nodes
to generate a different tree (Figure 13.8 (b)).

The original and the differentiated trees act as two similar, but not identical
trees for our evaluations.

Synthetic Tree Generation for Controlled Experiments

The trees for the controlled experiments are created based on two parameters:
the number of nodes and the maximum fan out (degree). For the experiments
reported in this chapter, we generated original trees with the configuration
shown in Table 13.1. Each node of a given synthetic tree has a different label
as shown in Figure 13.8(a). For the experiments we are reporting here, we
created multiple trees for each combination of tree parameters and we are
reporting the average results.

Tree Differentiation Process

Given a synthetic tree, we applied various differentiation strategies to observe
the behavior of the algorithm under different matching scenarios:

• Exp. Synth1: The first set of experiments involved structurally identical
trees with mismatching labels. For these experiments, for each original
synthetic tree, we generated two classes of differentiated trees, with 5%
and 65% renaming, respectively.

• Exp. Synth2: To observe the impact of structural differences, we used com-
binations of addition, deletion, and rename operations to structurally dif-
ferentiate trees. To each input tree, we applied two different levels of struc-
tural distortion:
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– 15% (5% addition + 5% deletion + 5% rename),
– 45% (15% addition + 15% deletion + 15% rename).

• To observe the impact of imperfect matching of nodes, we modified the
degrees of matching between the nodes in the original tree and the differ-
entiated tree (Figure 13.8 (c)):
– Exp. Synth3: To observe the impact of imperfect matching between

the corresponding nodes, we downgraded the matching degree between
these nodes as follows:
· 40% have 1.0 ≥ match ≥ 0.8,
· 30% have 0.8 > match ≥ 0.6,
· 15% have 0.6 > match ≥ 0.4,
· 8% have 0.4 > match ≥ 0.2, and
· 7% have 0.2 > match ≥ 0.0.

– Exp. Synth4: To observe the impact of many-to-many, but fuzzy, cor-
respondences between the nodes of the two trees, we introduced fuzzy
matches between the non-corresponding nodes. We experimented with
two different distributions:
Synth4-low:
· 90% of the nodes do not match any other nodes except the one they

correspond to,
· the remaining 10% of the nodes match

· 25% of the others with 0 < match ≤ 0.2,
· 15% with 0.2 < match ≤ 0.4,
· 10% with 0.4 < match ≤ 0.6,
· 6% with 0.6 < match ≤ 0.8, and
· 4% with 0.9 < match ≤ 1.0.

Synth4-high:
· 10% of the nodes do not match any other nodes except the one they

correspond to,
· the remaining 90% of the nodes match other nodes with the same

distribution as above.

Experiments with Real Trees

In addition to synthetic trees, we also run our experiments with two sets of
real data:

• Exp. Real1: For experiments with non-fuzzy and 1-to-1 matching, we used
the Treebank data set [66], which has a deep recursive structure (whereas
our synthetic trees were mostly balanced). The data nodes themselves are
encrypted, therefore content-based similarity information is not available.

• Exp. Real2: For experiments with fuzzy and many-to-many matching, we
used data collected from the CNN web site[67]. For this purpose, we took
two snapshots of the cnn.com site, 12 hours apart. Two news categories
(and their subcategories) are selected from each snapshot. Top-two news
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stories are stored for each subcategory to obtain a total of 32 news entries
for each snapshot. The news items are first compared in terms of their
keyword similarities. The highly similar node pairs are then used as com-
mon nodes for mapping the rest of them using the structural information
inherent in the web site.

13.4.2 Evaluation Strategy

In our implementation, we use MDS and Procrustes transformations to map
the input tree nodes (from original and differentiated trees) into a shared
multidimensional space. Then, at the final phase of the algorithm, we used a
k-means [68] based clustering technique to retrieve the related nodes from the
two trees. We used the nodes of the original tree as the centroid for the k-
means clustering and we used the distance in the Euclidean space to perform
clustering. As a result, returned clusters contain a node from the original tree
as the centroid and one or more nodes from the differentiated tree as the
potential matches.

In the reported experiment results, the term number of nodes denotes
the number of nodes in the original tree. The total number of points in the
space is the number of nodes in the original tree plus the number of nodes in
the differentiated tree.

When a given query node of a given tree does not map to the corresponding
node of the other tree, then the mapping is said to be an erroneous mapping.
The types of erroneous mappings include

• mapping to a sibling of the correct node,
• mapping to the parent node of the correct node (when the correct node

does not have a sibling),
• mapping to the parent node of the correct node (when the correct node

has at least one sibling),
• mapping to the sibling of the parent,
• mapping to a distant node, and
• no mapping (this is also an erroneous mapping case)

Each such erroneous mapping corresponds to a different degree of structural
error. To account for the different degrees of structural errors, we defined a
structurally-weighted precision as

m1+m2+...+mk

k
where k is the number of nodes returned and mi is the degree of matching

of node vi in the result:

mi = 1
1+strerri

.

Note that a node with a lower degree of structural error (strerr) contributes
more to the precision. The degree of error is defined as follows for different
types of erroneous mappings:
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• mapping to a sibling of vj [strerr=1]
• mapping to the parent node of vj (vj does not have a sibling) [strerr=1]
• mapping to the parent node of vj (the vj has at least one sibling) [strerr=2]
• mapping to the sibling of the parent [strerr=3], and
• mapping to a distant node from vj [strerr=4].

If the algorithm does not return any matches, the corresponding structurally-
weighted precision is defined as 0.

In the following subsections, we present two groups of experiments. In Sub-
sections 4.3 - 4.6, we discuss experiment results of 1-to-1, non-fuzzy mappings;
and in Subsection 4.7 - 4.10, we report results of fuzzy and/or many-to-many
mappings.

13.4.3 Experiment Synth1 - Label Differences

First set of experiments show the performance of the proposed algorithm
when the structures of the trees that are being compared are identical, but
some of the nodes are labeled differently. This data set assumes that there are
no known similarity matches between the elements. Figure 13.9 provides the
following observations that are further discussed in subsections below.

• As the differentiation rate increases the error rate also increases. The error
pattern observed is similar in case of trees with a total number of nodes
25 and 200.

• As the fan out increases, the error also increases. For trees with fanout =
2, no errors are observed.

• The structurally-weighted precision is close to perfect (1.0) for low label
differences. For heavy (65%) levels of label differentiation, the weighted
precision can drop slightly for trees with large fanouts.

The effect of the amount of label mismatches

The higher the number of common nodes between the two trees, the easier is
to discover structural similarities between the two trees. An increase in the
rate of differentiation reduces the number of common nodes between the two
trees; as a result, the error rate increases.

The effect of fanout

For trees with maximum fanout = 2, when only one of the two siblings is
relabeled, there is still a high probability of correct mapping of the mislabeled
node. However, when the fanout is higher, the probability that siblings (espe-
cially those leaf siblings that are structurally identical to each other) will be
erroneously mapped to each other increases. Hence, as the fanout increases,
the rate of correct mapping decreases. We observed that, in most erroneous
cases, the label-differentiated nodes are simply mapped to a sibling of the
correct node.
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Fig. 13.10. Structurally-weighted precision in structurally differentiated trees

Structurally-Weighted Precision

The structurally-weighted precision is close to perfect (1.0) for low degrees
of renaming. In the case of heavy renaming (65%), on the other hand, the
weighted precision drops as the fanout increases. However, the degree of drop
(around 15%) in the precision is less significant than the degree of difference
(65%) between the trees, which means that even when the algorithm cannot
find a perfect match, it returns a node close to what was expected. More
importantly, the results show that as the number of nodes in the tree increases,
the weighted precision significantly improves. This shows that, as the number
of available nodes increases, distance-based mapping of nodes into the search
space becomes more robust and this leads into better matches.

13.4.4 Experiment Synth2- Structural Differences

Figure 13.10 provides the following observations. They are further elaborated
in subsections below.

• As the rate of structural differentiation increases, the error also increases.
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• Unlike the experiments with only label-differentiated trees, when the
fanout low, the error percentage is the highest. The error percent drops
sharply for higher fanouts.

The effect of structural difference

In this experiment, we used a combination of addition, deletion, and rename
operations to generate structural differentiation between trees. As expected,
the higher the rate of differentiation, the lower the number of common nodes
between the two trees; hence, the greater the probability of unsuccessful map-
pings.

The effect of fanout

In trees with lower fanouts, each node is close to only a few nodes. Therefore,
each of these nearby nodes is highly important in achieving a correct mapping.
If any of these nodes is deleted, then we loose important distance information.
Hence, it becomes difficult to achieve good mappings.

If the tree has a high fanout, each node has a large number of siblings
and nearby nodes. Even if one of these nodes is deleted, there are many
other nearby nodes to help with the mapping. Although, there is an increased
probability with which the given node wrongly maps to a sibling, there is still
a relatively high probability of correct mapping.

Structurally-Weighted Precision

Figure 13.10 shows the structurally-weighted precision obtained by the pro-
posed algorithm when trees are structurally-differentiated. From this figure,
it is clear that the result precision is high for large fanouts. An increase in the
number of nodes in the tree, on the other hand, has different effects depending
on the fanout of the nodes. If the fanout is low (say 2), a larger tree actually
means a bigger drop in precision:

• In label-differentiated trees, a smaller fanout means smaller chance of map-
ping a node to the sibling of the correct node. Hence, a smaller fanout
translates into a smaller error rate.

• In structurally-differentiated trees, on the other hand, when the fanout is
very low, the overall tree structure could be drastically changed by a small
amount of node deletions and additions. Since the proposed algorithm is
based on the structure of the tree, the resulting error rate is considerably
high in cases with a small fanout. For large fanouts, however, too much
renaming can still be highly detrimental.
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Fig. 13.11. Structurally-weighted precision in experiments with Treebank data; (a)
label- and (b)structural-differentiations

13.4.5 Experiment Real1: Treebank Collection

In addition to the synthetic trees we used in the first two sets of experiments,
we also run experiments with the Treebank data set available at [66]. The
deep recursive structure of this data set (maximum depth 36, average depth,
7.87), in contrast to the mostly balanced structures we used in experiments
with synthetic trees provides opportunities for additional observations. For
the experiments with real-world data, in order to observe the effects of differ-
entiation, we clustered the trees in the collection based on their numbers of
nodes. Therefore, for instance, if we wanted to observe the precision for trees
with 100 nodes, from the collection we selected trees that have around 100
nodes. Then, we applied various types of differentiations on these trees.

Effects of Label Differences on Treebank Data

Figure 13.11(a) shows the weighted precisions obtained by the proposed algo-
rithm in experiments with Treebank data (with only node relabelings). The
results show that the proposed algorithm is very robust with respect to label-
ing differences in real data. Even when 65% of the nodes are relabeled, the
approach is able to identify the correct node with up to 90% precision. When
we compare the results presented in this figure with the results obtained using
synthetic trees (Figure 13.9), we see that for large fanouts, the precision the
algorithm provides on real data is significantly higher (up to 90% precision
even with 65% relabelings) than the precision obtained on synthetic tree sets
(60% precision with 65% relabelings).

We observed that for trees with 200 nodes around 70% of the errors were
due to the nodes that did not match any other node. This is in contrast with
the results with synthetic data where the no-mapping errors were close to 0.
Nevertheless, the overall precision for the Treebank data is higher than the
case for synthetic data; i.e., when there were nodes that are returned in the
result set, the structural errors for these nodes were closer to 0.
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Table 13.2. Execution time for matching under label differentiation

Rate of differentiation 25 nodes 200 nodes
25% 0.079s 2.57s
65% 0.080s 3.10s

Table 13.3. Execution time for matching under structural differentiation

Rate of differentiation 25 nodes 200 nodes
(5+5+5) 15% 0.078s 2.66s
(15+15+15) 45% 0.083s 3.26s

Table 13.4. Distribution of the execution time among the individual steps

Diff. Total time MDS Proc. Trans. Cluster

25 Nodes
15% 0.078s 10.9% 2.6% 0.6% 85.9%
45% 0.083s 10.8% 2.4% 0.6% 86.2%

200 Nodes
15% 2.04s 22.2% 1.1% 0.1% 76.6%
45% 2.63s 18.3% 1.2% 0.0% 80.5%

Table 13.5. The effect of the fanout on the execution time of the algorithm

Fanout MDS Proc. Trans. Cluster Total
2 0.62s 0.01s 0.001s 0.61s 1.24s
8 0.59s 0.09s 0.003s 3.79s 4.47s

Effects of Structural Differences on Treebank Data

Figure 13.11(b) shows the weighted precisions obtained by the proposed algo-
rithm in experiments with Treebank data (all types of differentiations, includ-
ing additions and deletions of nodes, are allowed). From this figure, it is clear
that the precision pattern of the proposed algorithm using real data matches
the precision pattern using the synthetic tree sets in the previous experiments
(Figures 13.9 and 13.10). As expected, due to structural differentiations, the
weighted precisions are lower than the case for only relabelings, but they are
above 80% even with 45% structural differences.

13.4.6 Execution Time

Here, we report the execution times required by the proposed algorithm under
different matching scenarios for the Treebank data. Results are presented in
Tables 13.2 through 13.5. Experiments were performed on a PC with Pen-
tium M CPU 1400MHz and 512MB main memory running Windows XP. The
transformations were implemented using MatLab 6.5. Each value presented is
computed as the average of results from twenty runs.

Table 13.2 presents the case where the structures of the trees that are
being matched are similar, but a certain portion of the nodes are relabeled.
As shown in the table, the execution time increases with both the number of
nodes in the trees that are being matched and the amount of difference that
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has to be accounted for. Nevertheless, the algorithm scales well against the
amount of label differentiations, while the required time is quadratic in the
number of nodes in the trees that are being compared. Thus, the number of
nodes is a more important factor in total execution time than the amount of
difference. Table 13.3 presents the time needed for matching when the trees
are also structurally differentiated. Again, the execution time needed is similar
to (only very slightly higher than) the case with only label differences.

Table 13.4 shows how the execution time is split among the four individual
steps (mapping trees onto a space using MDS, finding transformations using
Procrustes, mapping uncommon nodes using these transformations, and find-
ing the appropriate matchings using k-means clustering) of the algorithm. As
shown in this table, 80-85% of the time is spent on the final (clustering) step
of the algorithm, while the first (MDS) step of the algorithm takes 10-20% of
the total time. As seen prominently for the 200 nodes case, when the amount
of differences increases, the major contributor to the corresponding increase
in the execution time is the clustering step of the algorithm. This is expected
as, due to differences between the trees, the precision drops; this causes more
matches to be found and returned, slightly increasing the execution time. On
the other hand, when we compare the two tables for 25 nodes and 200 nodes
respectively, we see that while the execution times for both first and last steps
of the algorithm increase in absolute terms, the major contributor to the large
increase in the overall execution time is the first step where MDS is used for
mapping trees onto multidimensional spaces.

Finally, Table 13.5 shows the effect of the tree fanout change on the ex-
ecution time of the algorithm. Here, we are reporting the results for the set
of experiments with trees of 200 nodes and an overall 30% structural differ-
entiation rate. Results for other scenarios are similar. The fanout affects the
execution time, especially of the clustering phase, significantly. Given a fixed
number of nodes, when the fanout is large, the distance between the nodes are
smaller (more nodes are siblings or close relatives of each other); this leads to
more work in the clustering and cluster-based retrieval phase of the algorithm,
thus increasing the total execution time significantly.

13.4.7 Synth3: When the Corresponding Nodes in the two Trees
Match Imperfectly

Figure 13.12 shows the results for the experiments where the degree of matches
between the corresponding nodes in the input trees are less than perfect. If
we compare the label- and structure-differentiated experiment results in Fig-
ure 13.12 to Figures 13.9 and 13.10 respectively, we see that the performance
of the proposed algorithm is largely unaffected by the loss of precision in
the matching of corresponding nodes. In other words, weighted Procrustes is
capable of aligning the corresponding nodes as long as the correspondence
between the nodes in the input trees is one-to-one.
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Fig. 13.12. Structurally-weighted precision in experiments with fuzzy matches be-
tween given nodes: (a) label-differentiation and (b) structural-differentiation

13.4.8 Synth4: Many-to-Many Correspondences between Nodes

Figures 13.13 and 13.14 show results for the experiments where nodes of input
trees have many-to-many correspondences.

The first observation is that, when Weighted Procrustes is applied with-
out taking care of the scale of the distances, the precision drops significantly
(Figure 13.13(a)). As discussed in Section 13.3.2, when no constraints are im-
posed on the scaling transformations, weighted Procrustes can over-eagerly
scale down the data to bring them closer to the cluster centers in the new
space. In fact, even though the distances of the nodes in the input trees in
our experiments are not of different scale, when the amount of many-to-many
mappings is high, we observed that Procrustes can return scaling factors as
low as 0.2. Once again, as expected, this problem is especially prominent when
the fanout (i.e., the number of nearby nodes, such as siblings) is low.

When the scale of the data is properly fixed in advance, however, the prob-
lem does not occur. Figure 13.13(b) shows the precision for label-differentiated
data with 10% of the nodes having many-to-many mappings. In this figure,
Procrustes is constrained such that data scaling is fixed at 1.0 (i.e., data is not
scaled). When we compare this with Figure 13.9, we see that the matching per-
formance is similar to the case with non fuzzy, one-to-one trees. In fact, even
when the ratio of the nodes with many-to-many mappings is heavily increased
to 90%, the overall performance degrades only slightly (Figure 13.13(c)).

Finally, Figure 13.14 shows the result when the input trees are structurally
different, as well as nodes have fuzzy and many-to-many matches. When we
compare Figure 13.14(a) with Figure 13.10, we see that the matching per-
formance is similar to non fuzzy, one-to-one trees, when the ratio of nodes
with many-to-many mappings is low. On the other hand, when both the rate
(65%) of structural difference as well as the ratio (90%) of nodes with many-
to-many mappings are high, the matching performance is expectedly low as
there is little structural information to help choose among various alternative
mappings (Figure 13.14(c)).
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Fig. 13.13. Structurally-weighted precision in experiments on fuzzy data with la-
beling differentiation: (a) 10% many-to-many corresp., Procrustes scaling; (b) 10%
many-to-many corresp., scaling fixed at 1.0; and (c) 90% many-to-many corresp.,
scaling fixed at 1.0

Table 13.6. Distribution of the execution time among the individual steps of the
algorithm, when 10% of the nodes in the trees have many-to-many mappings

Diff. Total time MDS Proc. Trans. Cluster

25 Nodes
45% 0.13s 5.33% 59.40% 0.08% 35.19%

200 Nodes
45% 6.74s 6.16% 76.41% 0.01% 17.42%

13.4.9 Execution Time with Fuzzy, Many-to-Many Mappings

Table 13.6 shows the execution times when 10% of the nodes have many-to-
many mappings. As discussed in Section 13.3.2, the complexity of the Pro-
crustes mapping stage of the algorithm is quadratic in the number of nodes
with many-to-many mappings. Indeed, as the number of nodes increase, the
total execution time as well as the share of the Procrustes algorithms’ execu-
tion time both increase. An 8 (= 200

25 ) fold increase in the number of nodes
results in an 67 (= 76.41×6.74

59.40×0.13 ) fold increase in the execution of the Procrustes
phase; i.e., very close to the 82 = 64, as we expect.
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Fig. 13.14. Structurally-weighted precision in experiments on fuzzy data with struc-
tural differentiations: 10% many-to-many corresp., no scaling and (b) 90% many-to-
many corresp., no scaling

13.4.10 Real2: Experiments with the CNN Data

Finally, we ran experiments to observe the performance for a real CNN data
set (with many-to-many and fuzzy mappings). Here two snapshots from CNN
web site are compared using two different ratios of known common nodes.
When the ratio of already known mappings is high (95%), the algorithm
provides very high precision (∼ 1.0). When only a small set (35%) of common
nodes are available to support the mapping, the precision obtained by the
algorithm presented in this chapter was still above 70%.

13.5 Conclusions

An automated multimodal media integration system requires mappings across
data and metadata. Therefore, a mapping mechanism is needed to mine and
relate the common and uncommon data and metadata components. In this
chapter, we introduced algorithms to automatically discover mappings in hi-
erarchical media data, metadata, and ontologies. The proposed algorithm uses
the inherent structural information to map semantically similar but syntac-
tically different terms and components. We extensively evaluated the perfor-
mance of the algorithm for various parameters and showed that the algorithm
is very effective in achieving high degrees of correct matches.
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