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ABSTRACT
Screen reader programs (such as JAWS for Windows) provide out-
put in a linear, either audio or Braille, format. Due to this linearity,
it is much easier for blind users to get disoriented in a complex
hypertext environment. iCare-Assistant attempts to address content
accessibility challenges for students without sight in accessing edu-
cational materials (as lecture notes, syllabi, assignments, project
descriptions, and announcements) from existing course servers. In
particular, in this paper we focus on the challenges associated with
accessing discussion boards, used by teachers, assistants, and stu-
dents, to exchange information. Threads of messages in discussion
boards evolve with new postings, thus just by investigating the sub-
ject headings or contents of earlier postings in a message thread, a
blind student may not be able to guess the contents of the postings
deeper in the hierarchy. We see that, in order to overcome the na-
vigation obstacle for users, especially those who are blind, it is es-
sential to develop techniques that help identify how the content of
a discussion board grows. In particular, we identify and implement
two complementary enabling techniques to help students naviga-
te effectively. The first technique is segmentation through genera-
lizations and specializations of messages. This process provides
knowledge that can be used in understanding the high-level flow
of the discussion threads. Then, a rule-based context-sensitive mes-
sage classification and annotation process enables enrichment of
the discussion structures with coherent annotations to guide users
through discussion segments relevant to their navigational goals.
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1. INTRODUCTION
In an online education setting, discussion boards and other interac-
tion tools improve the social presence and social interactions which
are key determining factors in learning [36]. In fact, the quality of
education through online sources largely depends on the levels of
interactivity provided by the system and opportunities provided by
the system for highly engaging, constructivist, learning [6]. Pro-
viding accessible interactive tools, such as discussion boards and
virtual classrooms, to students who are blind, however, introduces
new challenges.

Constructivist approaches to learning are shown to work well in
on-line education [22]. Hyperlinks allow individuals to explore the
content in any way desired based on their interests and goals at any
particular time. Hence, the learner is vigorously engaged in an ac-
tivity to create both meaning and structure. However, for students
to construct their knowledge effectively, ease of use and ease of ac-
cess are essential. Unfortunately, hypertext puts a greater cognitive
load on users [39]; therefore, the web navigation problem is alrea-
dy critical for users without sight who can access the web mainly
with the help of a screen reader program (such as Window Eyes
and JAWS for Windows). Due to the linear nature of the informati-
on flow through these tools, it is much easier for blind users to get
disoriented in a complex hypertext environment. With the passage
of the 508 web accessibility mandate, many companies and federal
government agencies are required to follow accessibility guidelines
when designing their web sites. Such guidelines might be effective
when designing mostly static and non-individualized information
outlets. However, when the material is information rich, when it
is dynamically generated through users’ preferences and annotati-
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buzz proj. Vander, Ryan Tue May 25, 2004 9:21 am
Re: buzz proj. True, Thomas Thu May 27, 2004 7:53 pm
Re: buzz proj. Vander, Ryan Sat May 29, 2004 2:08 pm
Re: buzz proj. Grain, Robert Sun May 30, 2004 6:10 pm
Re: buzz proj. Vander, Ryan Sun May 30, 2004 10:23 pm

Assignment 4 Rodriguez, Luisa Thu May 27, 2004 3:04 pm
Report for Assig. 4 True, Thomas Thu May 27, 2004 7:57 pm
Re: Report for Assig. 4 Candan, Kasim Mon May 31, 2004 12:07 am

Assignment #4 Atilla, John Fri May 28, 2004 10:41 pm
Re: Assignment #4 Candan, Kasim Mon May 31, 2004 12:19 am

Questions on #4 Roosewelt, Daniel Sat May 29, 2004 11:00 pm
Re: Questions on #4 Candan, Kasim Mon May 31, 2004 12:23 am
Re: Questions on #4 Ray, Luisa Mon May 31, 2004 10:34 pm

Re: Questions on #4 Home, Chris Tue Jun 1, 2004 12:23 am
Report Length True, Thomas Tue Jun 1, 2004 11:39 am
Re: Report Length Candan, Kasim Wed Jun 2, 2004 1:39 am

Assignment # 4 Bird, Sarah Tue Jun 1, 2004 9:14 pm

Figure 1: A hierarchy of messages at a course discussion board:
although the subject headers of the messages can give some idea
about what the postings are about, they provide little informa-
tion to help differentiate the actual contents of messages

ons, and when the users follow non-linear, individualized pathways
through this material (as would be the case where a student is study-
ing for an exam using her notes, multiple reference books, graded
assignments and reports), the challenge is compounded.

In educational systems such complex interactive information spaces
are highly common. For example, like many others, ASU’s educa-
tional web site1 hosts course home pages, containing lecture notes,
syllabi, assignments, project material, course related documents,
announcements, external links (links to materials residing in diffe-
rent hosts or different locations in the course server), grades, ca-
lendars, group pages, and discussion boards. Some of this content
is fixed, meaning that it does not change during a semester (e.g.
course syllabi), but majority of the content evolves (e.g. discussion
boards) through contributions of the instructors, teaching assistants,
and students. Our students without sight emphasized that, although
the screen reader software enables them to access the electronic ma-
terial, they still have to struggle when accessing richly-structured,
heterogeneous, and constantly growing content, such as discussion
boards (Figure 1).

With the aim of reducing the navigational load of blind students, we
are developing a software interface, called iCare-Assistant, which
provides context- and task-dependent navigational guidance when
accessing on-line educational materials that are already available
for the use of sighted students. State-of-the-art browser-based in-
terfaces and existing navigational helps, such as site maps and vi-
sual cues, alleviate this load for only sighted users and are generally
not applicable to dynamically growing content. Instead, we employ
transparent guidance and dynamic adaptation techniques [20,21] in
iCare-Assistant to help students without sight. Such dynamic adap-
tation and guidance requires an understanding of the inherent, yet
implicit, structures of the content at the educational web sites.

In this paper we focus on the challenges associated with accessing
discussion boards, used by teachers, assistants, and students, to ex-
change information. Thread hierarchies of messages in discussion
boards evolve with new postings. Unfortunately, unless a hierarchy
corresponds to a well-defined conceptual structure, it does not pre-
sent information effectively: if the structure is not self-revealing,
higher level nodes in the hierarchy cannot direct users to the in-

1myasucourses.asu.edu, implemented using the Black-
board software
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Figure 2: An example graph representation for a course seg-
ment in my.asu.edu

formation available at the lower levels. This is the case for mes-
sage hierarchies in discussion boards which grow freely through
postings of different users at different times: for instance, a posting
containing a question may lead to new postings that are not neces-
sarily directly related to the original question. Thus, just by looking
at the subject headings or contents of the first few postings in a mes-
sage hierarchy, one may not be able to guess the actual contents of
the replies deeper in the same thread (Figure 1). This complicates
navigation within message hierarchies in discussion boards.

The information space in a course server is rich, dynamic, and user
and task dependent: it contains explicit relationships (such as hy-
perlinks between pages), logical relationships (such as an announ-
cement referring to a homework question), and temporal relation-
ships (such as a presentation slide that comes after another slide)
between course materials (Figure 2). There are also implicit rela-
tionships between materials that may apply only to particular con-
texts, tasks [14], or users [24, 37]. For example, when a student is
trying to access postings on a particular topic, the relevant mate-
rial can be thought of as forming an implicit network of related
postings. As such implicit and explicit contexts change, the users’
navigation patterns through the course materials also change. Thus,
reducing the navigational load on students who are blind involves
various challenges:

• The system needs to establish, as precisely as possible, what
information is needed, based on the current content, current
context, access history, user preferences and information, and
the hyperlink structure, and present this information to the
student in the proper format.

• Logical relationships between various related content, such
as announcements that refer to assignments, are captured and
used in providing navigational help.

• A large list of alternative results is not desirable, as such lists
are hard to explore using a screen reader, which provides ac-
cess to information one piece or word at a time.

iCare-Assistant provides a transparent interface between the Black-
board environment and the blind student, and adds context and
keyword-based navigation (query) facilities to locate the desired
information with a few interactions only, reducing the navigational
load in accessing information (Figure 3).

1.1 Contributions of this Paper
In our previous work, we explored web indexing and mining of web
information units [28, 29], mining document associations [10–12],
structural mining of hierarchical content [9], and summarization of
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structural topic segmentation keyword inheritance and segment indexing contextual relevance augmentation

announ.

recomm. question
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Figure 4: Steps of the segmentation and annotation process. First the discussion hierarchy is segmented; then keywords are propaga-
ted among messages as well as segments to properly index each segment; finally, messages in segment are annotated to further help
with navigation within and across segments

Blind Students

Task Manager

Navigation Engine

Browser

Course pages in my.asu.edu

Course/User Profile

Sighted Students

Managers

User Interaction Module
iCare−Assistant

Figure 3: Overview of the iCare-Assistant architecture

web sites [12] for sighted people. In [26], we built on our earlier
work by developing segmentation (Figure 4(a)) techniques for dis-
covering the topic evolution structures of dynamic and hierarchical
web-content, such as discussion boards.

In this paper, we extend these results and discuss the application of
these techniques for adaptive navigation helps to students without
sight (Figure 4). We see that, in order to overcome the navigation
obstacle for blind as well as sighted users, it is essential to deve-
lop techniques that help identify how the content of a discussion
board grows. In particular, we identify two main complementary
techniques to help students who are blind navigate effectively in
discussion boards. The first technique is segmentation through ge-
neralizations and specializations of topics. This process provides
knowledge that can be used in understanding the high-level flow of
the discussion. Then, a rule-based context-sensitive classification
and annotation process enables enrichment of the discussion struc-
tures with coherent annotations that can be used in guiding users
through discussion segments relevant to their navigational goals.

2. RELATED WORK
In this section, we present the related work in the domains of adap-
tive hypermedia, adaptive and assistive web and educational tech-
nologies, and topic segmentation and distillation.

Accessible Educational Tools: Recently, there has been an incre-
ase in the Internet-based delivery of course materials, even when
courses themselves are delivered in classrooms. Blackboard, for
example, provides software and services to schools, colleges, uni-
versities, and other educational institutions. While it is involved

in various accessibility related projects, such as Web Accessibility
In Mind (WebAIM) and Standards For Accessible Learning Tech-
nologies (SALT), these attempts and projects do not directly ad-
dress the issue of navigational overload posed on students. Instead,
most current technologies aim to make a given single page acces-
sible. Technologies commonly relied upon by the users with visual
impairments include screen readers (JAWS, WindowEyes), screen
magnifiers (Magnum, ProVision32, ZoomText), voice recognition
software, hypermedia-to-hypertext transformers (DragonNS, IBM-
ViaVoice), and refreshable Braille displays (ALVA, PBraille).

Page-accessibility research includes [25, 32–34, 38]. [38] focusses
on segmentation and annotation of a given page based on accessible
layouts manually predefined using an annotation editor. [25] also
transforms a given page to render it more accessible. In particular,
the transformations may include splitting a single page into multi-
ple units guided through an index. [33] provides a contextual graph
for navigation within the segments of a given page. Bookmarking
and dialog-based navigation through page segments are supported
in [32, 34]. As opposed to these techniques, our goal is to provide
navigational assistance through a dynamically (i.e., by multiple aut-
hors) generated and diversely (i.e., unpredictably) linked collection
of information units, such as messages, course pages, and notes.

Adaptive Hypertext and Hypermedia: Adaptive hypermedia re-
lies on two different but complementary methods, namely adaptive
presentation and adaptive navigation [8]. Adaptive presentation is
manipulation of content fragments in a hypertext document. Or-
der of fragments can be changed, or fragments can be made invisi-
ble or less visible within a page. Adaptive navigation, on the other
hand, is the manipulation of links. Direct guidance, link sorting,
link hiding, link annotation, link generation, and map adaptation
are the techniques used. Detailed discussion of all these approa-
ches, both for adaptive presentation and adaptive navigation, can
be found in [7, 8, 15].

Researchers in the AI community have developed web navigati-
on tour guides, such as WebWatcher. WebWatcher utilizes user ac-
cess patterns in a particular web site to recommend users proper
navigation paths for a given topic. Adaptive hyperbooks, such as
KBS [24], and guidance systems, like TANGOW [14] and ML Tu-
tor [37], take into account tasks and user needs, profiles, and access
patterns while adapting for learners. [23] describes how intelligent
tutoring systems can benefit from hybrid knowledge representation
formalisms (neurules, which integrate symbolic rules with neural
networks based approaches) in classifying users, giving pedagogi-
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cal decisions, and adapting the teaching material. More specifically,
rule conditions are assigned significance factors, while rules are as-
signed bias factors. Both of these are parameters in the computation
of the activation value associated to the rule. In this paper, we also
benefit from a rule-based system for achieving modular, incremen-
tal classification and annotation of educational material.

Topic Segmentation, Distillation, and Tracking: The idea of to-
pic segmentation has been applied to full-text documents [13, 17,
18, 35]. The main difference between the text segmentation and
discussion board segmentation is that, while text documents usual-
ly present a coherent (authored) linear structure that can be ex-
ploited for segmentation, discussion boards evolve through (mostly
short) postings by many contributors. Thus, linear text segmentati-
on [17, 18] techniques are not directly applicable in this domain.

Various techniques have been proposed to use the web structure
in identifying document associations [19]. One approach to orga-
nizing web query results based on available web structure is topic
distillation proposed in [27]. This technique organizes topic spaces
as a smaller set of hub and authoritative pages. [3] improved the
basic topic distillation algorithm presented in [16] through addi-
tional heuristics. [5] further considers page fanout in propagating
scores. These techniques are usually general purpose and ignore
the special hierarchical and dynamic structure of the web content,
such as discussion boards. [40] creates a specialized ranking func-
tion for Usenet. This approach is based on metadata, such as prior
knowledge about the message author or the depth of the messa-
ge. [31] suggests a method to extract information from web discus-
sion boards by summarizing threads. To extract a thread summary,
they use quote and comment relationships, which indicate there are
topic bindings between messages.

Like the topic distillation work described above, topic detection and
tracking (TDT) research [1, 4], which mainly focuses on detecting
and tracking events in streaming news data, is related to the work
presented in this paper. However, the naturally evolving nature of
discussion threads and the need for fine-granularity segment boun-
dary identification render the problem of segmentation significantly
harder than the new-event detection problem.

3. SEGMENTATION THROUGH GENERALIZATIONS AND

SPECIALIZATIONS OF THREADS
Dynamic adaptation of the information space for navigation sup-
port requires an indexing system which can leverage the logical
relationships between various contents, such as messages that refer
to the same assignment within the same context. Most messages, on
the other hand, are too short to be meaningful by themselves, and
therefore, they obtain their context from their parents and ancestors.
As a discussion hierarchy grows through posting of new messages,
its content and context will also evolve and possibly diverge from
the original posting (Figure 5). Although not all postings will cause
a divergence from the initial theme, some of the postings will

• focus on a specific aspect of the original message,

• take the discussion to a more general platform, or

• diverge significantly from the original theme, introducing an
entirely new discussion theme.

In freely (and arbitrarily) evolving message hierarchies in discussi-
on boards, the challenge is not to identify how a document is aut-
hored, but to discover how the discussion topics have evolved and

Topic
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Figure 5: An example showing three types of topic divergences
in a message hierarchy: the original discussion theme of “web
segmentation” leads to a new discussion topic (“web privacy”),
a more general discussion on the topic of the “segmentation
problems”, and a more specific thread on the “topic segmen-
tation” issues

how they can be segmented to identify context (topic) boundaries
to facilitate indexing, retrieval, ranking, and presentation of appro-
priate information units (or segments) to the user without sight.
Thus, the segmentation problem within this context can be defi-
ned as searching for special nodes − which are the entry points to
new, general, or specific topics − within a single hierarchy of dy-
namically evolving web content (Figure 5). Once the segmentation
is achieved, as in Figure 4(a), each segment can be independently
indexed and users can be directed to the entry point of the most
relevant segment to their current context.

3.1 Segmenting a Single Message Chain
We utilize a two-step approach to segmentation: we process the
messages in a chain in a top-down manner; for each node,

• first, we perform a low-granularity segmentation to identify
whether the message is of an unrelated topic (relative to the
postings immediately before it in the same thread) or not;

• then, if the message is identified to be similar to the previous
messages, a higher-granularity segmentation process, which
tries to determine whether the message is more specific or
more general than the previous messages, is carried out.

In this section, we provide an overview of the underlying segmenta-
tion techniques [26]. These form the bases of keyword propagation
for effective link annotation discussed in detail in Section 4.

3.1.1 Step I: Identifying New Topic Boundaries
In this step, we identify whether the current message is sufficiently
different from the previous postings in the same thread to be mar-
ked as a new topic. Unlike in a stream of news documents [1, 4],
where different news may be interleaved in a given sequence, in
a given thread of a discussion board, there is a natural tendency
of maintaining the same topic because most postings are replies to
previous ones. Thus, a new node does not need to (and cannot) be
compared to all its ancestors, but has to be compared to its imme-
diate parent (or an immediate sequence of ancestors) as it is (they
are) causally closest to the current node. However, when segmen-
ting discussion threads, there are certain complications:

• First, consecutive messages of the same topic may be of dif-
ferent length, style, and content.
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• Secondly, in many messaging systems, original postings are
automatically included in replies as quotations; hence, unless
quotations are used by the author in a way to strengthen the
link between the original message and the reply, they may
not highlight a common context.

Thus, keywords in quotations should be treated differently based on
the relevance of the quotations as determined by their placement in
the message; in general, quotations selectively used within the body
of a message are more relevant than the quotations left (potential-
ly forgotten) as a bulk at the end of a message. Once a keyword
weight vector is computed for a message, the similarity between
this vector and the keyword vector of the parent message (or the
keyword vector representing the segment being computed so far)
can be used to classify the input message as having a new topic or
being of the same topic as that of the parent. Other similarity and
distance measures, such as Hellinger distance and Kullback-Leiber
divergence are also shown to work well in the TDT domain.

3.1.2 Step II: Segmentation
If a message on a given chain is identified to introduce a new topic
to the discussion, this message can be used as a segment bounda-
ry. On the other hand, if the difference between the message being
considered and the earlier messages is not large enough to trigger
segmentation, then an initial segmentation is not possible. Howe-
ver, even though a message may not diverge significantly from the
initial theme, it may

• focus on a specific aspect of the common theme or
• take the discussion to a more general platform.

Finding such boundaries is important because understanding when
a discussion topic diverges helps both with indexing (by choosing
the right keyword weights for the given segment) as well as gui-
ding the user (without sight) to the most appropriate entry point
within a discussion. Therefore, in this step, among the parent/child
messages that are identified to be of the same topic, we detect spe-
cialization and generalization boundaries.

One way to think of generalization and specialization is in terms of
constraints imposed by the keywords in messages. A message m1

being more general than m2 can be interpreted as m1 being less
constrained than m2 by the keywords they contain. Let us consider
two messages, m1 and m2, where m1 contains keywords, ka and
kb, and m2 only contains ka.

• If m1 is said be more general than m2, then the additional
keyword, kb of message m1 must render m1 less constrained
than m2. Therefore, the content of m1 can be interpreted as
(ka ∨ kb).

• If, on the other hand, m1 is said be more specific than m2,
then the additional keyword, kb must render m1 more cons-
trained than m2. Therefore, the content of m1 can be inter-
preted as (ka ∧ kb).

Note that, in the two-keyword space 〈ka, kb〉, m1 can be represen-
ted by a vector 〈am1 , bm1〉 and m2 can be represented by 〈am2 , 0〉.
The extreme point O = 〈0, 0〉 corresponds to the case where a
message does contain neither ka nor kb; in other words, O corre-
sponds to a message which can be interpreted as (¬ka ∧ ¬kb) ≡
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Reply by teaching assistant

to solve the question 5 in assignment 4?

What material do we need to read

Chapter 5.

BTW, please focus on the subsection

on join algorithms

Figure 6: A chain of three messages: The messages are too short
and incomplete for indexing: they obtain their context from
their relevant ancestors. Once it is identified that these three
messages are within the same context, keywords can be inheri-
ted between these messages for proper indexing.

¬(ka ∨ kb). Therefore, if m1 is said to be more general than m2,
∆m1 = dist(m1,O) should be greater than ∆m2 = dist(m2,O).
This gives a way to measure the degrees of generalization and spe-
cialization of two messages. Given two messages, m1 and m2,
of the same topic, they will have a common keyword base, while
both messages will also have their own content, different from their
common base. Let us denote the common part of m1 with mC

1 and
common part of m2 with mC

2 . Given these and the generalization
concept introduced above, we can define the degree of generaliza-
tion of m1 with respect to (the common base of m1 and) m2 as

Gm1m2 =
∆m1
∆

mC
2

.

The degree of specialization is similarly defined as
Sm1m2 =

∆m2
∆

mC
1

.

The relative specialization and generalization values can be used
for identifying segment boundaries. Unfortunately, in practice, iden-
tifying the common base of two messages is not a trivial task. We
use the quotations from previous messages to help us with this pro-
cess. Thus, we fragment each message on a discussion board into
zero or more anchored parts and a free part. An anchored part of
a message is composed of the quotation messages from the parent
and ancestors as well as the parts of the message identified to be
replies to these quotations. The free part of a message is the part
which is not immediately associated with the parent or ancestor
quotations. For the anchored parts of a message, if quotations from
the parent or ancestors are used as context-providing pointers, then
the degree of specialization or generalization should be defined wi-
thin the associated context.

3.2 Segmenting a Hierarchy of Messages
Since two separate replies to a single message are independently
created from each other, they cannot be marked to be of the sa-
me topic unless they are independently identified to be of the same
topic as that of their common parent. Thus, the two-step segmen-
tation process described above is repeated in a top-down fashion,
following each chain of the hierarchy independently. Finally, each
connected component of the tree, not split with segment boundari-
es, is marked as an atomic segment and indexed separately, while
the specialization and generalization information is used to identify
how keywords are inherited between ancestors and descendents.
The common ancestor of all nodes in a given segment is identified
as the entry point of the segment and used in guiding users.
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3.3 Keyword Propagation
Most messages, on the other hand, are too short to be meaningful
by themselves, and therefore, they obtain their context from their
parents and ancestors. Therefore, once the individual segments are
identified, aggregate keyword vectors are computed for each seg-
ment (Figure 6). This step is followed by propagation of keywords
in the specialization/generalization hierarchies to identify the most
suitable keywords to index each segment.

4. CONTEXT-SENSITIVE MESSAGE CLASSIFICATION AND

ANNOTATION FOR EFFECTIVE NAVIGATION
Once all the segments and the context for each segment are identi-
fied in the previous phase, we analyze the messages in each seg-
ment to identify annotations to help with the navigation for the
non-sighted user (Figure 4(c)). Suppose the user wants to know
if anybody knows the answer to a specific question or can suggest
any solution about a specific topic. The previous segmentation step
and the corresponding indexing process let the user access the seg-
ment where the specific subject is discussed. The challenge, at this
point, is to discover the nature of the relationships existing among
the messages within this segment. Messages within a segment are
clearly related to each other, but their relationships can be classi-
fied at a finer level of detail to help with navigation. For example,
given two messages, m1 and m2, the message m2 may contain the
answer to a question posed in message m1, or it may contain an
announcement about an event related to what has been discussed
in m1. Therefore, the goal of the context-sensitive message classi-
fication and annotation is to extract knowledge about the structural
inter-dependencies among messages in such a way that the extrac-
ted information can be used for informed navigation or can be di-
rectly queried (and thus queries about, for example, the existence
of the answer to a specific question can be issued and evaluated).

We classify messages within a thread into six major classes: Que-
stion (Q): postings containing one or more questions on a topic, a
request of information, or a request for a solution of a problem; Di-
rect Answer(DA): postings containing an answer to a previously
posted message in the thread; Indirect Answer (IA): postings con-
taining a reference to find an answer for a previously posted mes-
sage, in terms of pointers to information sources; Event Announ-
cement (EN): postings referring to an event (date time, location),
usually not related to a previous question; Recommendation (R):
postings containing a reference to an information source , usually
not related to a previous question. Messages that do not fit in any
of the previous classes are simply classified as Other (O).

It is important to note that the relevant class for a given message is
not always uniquely determined; in principle, a message can possi-
bly be associated with more than one such class. Thus, we employ
a fuzzy classification scheme, which associates to each message, a
list of pairs 〈tag, score〉, in which tag is the name of a class, and
score is a value representing the confidence associated to this tag.

4.1 The Message Classification Module
The classification module we use is a rule-based system, in which
IF-THEN rules are continuously fired (provided their IF conditions
is satisfied by the current working memory), until termination.

The input data structure for classification is the segment tree of
messages, i.e., a (non labeled) directed acyclic graph G = (M, E)
where M = {m1, m2, . . . , mn}, the set of vertices, represents sin-
gle postings populating the segment. E = {(mi, mj) | mi, mj ∈

M} is the set of edges, which connect different inter-related po-
stings. The tree structure of the graph comes from the fact that the
only inter-node relationships known at the beginning are the ones
induced by the discussion board: if a posting mj has been written
in reply to a previous message mi, then mi is the parent of mj .

The output of the classifier is a labeled tree, the enriched segment
tree, in which each node is classified as a QUESTION, a DIRECT
ANSWER, an INDIRECT ANSWER, an EVENT ANNOUNCE-
MENT, a RECOMMENDATION, or an OTHER posting. As we
already noted, in principle, the same message can belong to more
than one of the listed classes, with a different score, representing
the degree of membership to the class. During the classification
process all different membership degrees are considered and up-
dated. In the classifier module, each classifying rule contributes to
the definition/update of the score of the messages. In particular,
each rule considers a specific aspect (or a specific set of aspects) of
the posting structure. At the end of the classification process, each
message has six different scores, one for each class. Based on these
scores, one or more of the highest scoring classes are selected for
annotating the message.

The choice of a rule based system, as the classification engine, has
the important advantage of allowing a high degree of modularity
and ease of reflecting the updates to the message board content.
Addition of a new message can change the existing classification
as the whole context changes. The classification module acts in
two steps:

STEP1 : Content Based Classification: In this phase, the content
of the given messages is taken into account, to provide a prelimi-
nary classification. With this goal, a set of content based rules is
isolated from the overall set of rules of the classification engine.
Different content based rules can give different contribution in the
labeling process. A compact representation of the contribution that
each rule provide during the labeling process is described by a la-
beling contribution matrix, defined as follows.

Definition: Labeling contribution matrix. Given a set of rules
R = {r1, r2, . . . , rk} and a set of labels L = {l1, l2, . . . , lm}, a
labeling contribution matrix for R and L is a k×m matrix, ∆, such
that ∆[r, l] represents the (absolute or relative) amount that the ru-
le r will contribute to the score of label l when r fires. ∆[r, l] = 0
whenever the rule r is not contributing to the score of label l. �

For any posting, the existence of a positive score for a given class
will be guaranteed if at least one rule in the content based classifi-
cation module applies to the considered posting.

Intuitively, ∆[r, l] in the labeling contribution matrix can be seen
as a parameter that, when the rule r is fired, determines the new
score of the label l based on the previously existing score. There-
fore, given a segment and a set of rules R = {r1, r2, . . . , rk}, a
set of labels L = {l1, l2, . . . , lm}, and the corresponding labeling
contribution matrix ∆, the scoring function is defined as

Score(l)(mi, mj) = Σr∈R∆[r, l].Cr

where mi and mj are two postings connected with an edge. Here,
Cr ∈ {0, 1}, is used to distinguish the rules that have been fired
(Cr = 1) from the ones which have not been fired (Cr = 0). Table
1 provides a high-level illustration of the classification rules used
by the system. The first column of the table contains the properties
(condition elements) which are checked in the preconditions of the
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Table 1: A compact representation of the content-based classification rules used in STEP 1: � represents a contribution which
depends on the degree of satisfaction of the rule, whereas X represents a contribution which has a constant value. Note that the
context based classification rules are more complex and are explicitly described in the STEP 2 of the algorithm.

Rule Question Direct Answer Indirect Answer Recommendation Event Ann.
Number of the question marks (≥ 0) � 0 0 0 0
Existence of a URL link 0 0 X X X
Existence of a temporal reference 0 0 0 0 X
Similarity between the message and the keywords in the URL 0 0 � � 0
Short messages, containing ”special terms” like thanks I agree, yes, etc. 0 X 0 0 0
Similarity between the posting and the title of the web page linked by a URL link 0 0 � � 0
Use of the domain name of the URL 0 0 X X 0
Use of the URL path 0 0 X X 0
Presence of questioning terms X 0 X 0 0
Presence of shared text with a quotation 0 X 0 0 0

rules. The following columns are associated to the different class
labels. In the table, the presence of � in the cell (i,j) denotes that the
j-th rule contributes to the score of the i-th class, and the weight of
the contribution depends on the degree of matching, as the decision
may not be perfect in these cases. The presence of X in the cell
(i,j) denotes that the j-th rule contributes to the score of the i-th
class, and the weight of the contribution is a constant real value. To
compute the actual ∆ values used in the rules, the classifier goes
through a phase in which training messages are classified and the
∆ values are adjusted.

At the end of Step 1, the result is a partially labeled tree in which
only those postings which reach beyond a score threshold for a
class are labeled. This partially labeled tree is the input for the first
iteration of Step 2 and remaining postings will be labeled during
this second step.

STEP 2: Context Based Classification: based on the context given
by the labeled postings and the segments identified in the earlier
phase, messages that are not labeled based on content are classi-
fied. At each iteration, for each posting, the class with the highest
score is identified and considered as ”the current class” for the po-
sting. In the following iterations, the current classification of each
posting will possibly induce an update on the score of other po-
stings’ classifications, taking into account the context information.
For each posting m in the partially labeled graph

• If the posting m is currently classified as a QUESTION, its
descendants are analyzed, looking for a (direct or indirect)
ANSWER to the question. If any ANSWER is found, no fur-
ther action is taken, and the current classification for the con-
sidered message is confirmed.

If no posting classified as ANSWER exists among the de-
scendants of m, the system tries to find if any descendant,
mo, currently classified as OTHER exists and can be reco-
gnized as an ANSWER. If mo is found, the degree of simi-
larity between m and mo is computed to estimate how much
the two postings are related, and to which degree mo can be
seen as an answer to m. The similarity between postings is
calculated based on the term frequency/inverse document fre-
quency approach, on the sets of keywords previously extrac-
ted from the postings. Both the INDIRECT and the DIRECT
ANSWER scores for mo are augmented - the actual increase
depends on the degree of similarity between m and mo.

• If the posting m is classified as an ANSWER, whether indirect
(IA) or direct (DA), the system looks for an ancestor posting
that is classified as a QUESTION and might have m as its

answer. If found, the current classification for this message
is confirmed.

If no appropriate ancestor QUESTION is found, OTHER an-
cestor messages are considered, to check if any mo among
them could be a candidate as the ancestor QUESTION. If
mo is found, its QUESTION score is increased, depending
on the degree of similarity with m.

If no mo is found, the classification of m is updated by de-
creasing its ANSWER score, since the classification of the
posting as an ANSWER is not supported by the presence of
a corresponding QUESTION in the thread.

• If the posting m is classified as OTHER, the analysis is con-
ducted in both directions, looking for a candidate QUESTI-
ON among the ancestors and for a candidate ANSWER among
the descendants. If no question is found, the systems tries to
see if the message m can be related to some OTHER ancestor
as a RECOMMENDATION, based on their similarity.

Step 2 is iterated until there is no change in classification scores;
i.e., no further rules can be fired. This is the termination condition.
Each iteration of STEP 2 can modify the labels of the nodes in the
tree as a result of score changes: the update of a score can change
the candidate class, that is the class associated to the highest sco-
re. There is no commitment about the classification until the entire
process is ended. STEP 2 is iterated until a fix point is reached, in
which scores are not updated anymore. Such a fix point is guaran-
teed, because the above rules used in context-aware classification
do not lead into any circular dependence between classifications.

Postings of new messages in the discussion board result in an in-
cremental application of the rules to relate the new message to the
existing ones. The inferential engine underlying the classification
system has been developed using Jess, a rule engine and scripting
environment written in Sun’s Java TM language, inspired by the
CLIPS expert system shell. A preliminary version of the classifi-
cation algorithm has been discussed in [2]. The approach, included
in this paper, presents a number of major changes and improves
over the original approach. In particular, in [2], the classes used
were different from the current ones: all answers were clubbed to-
gether, without distinguishing between direct and indirect answers.
Furthermore, the semantics of event announcement and recommen-
dation were different and were not as clearly distinguished. Moreo-
ver, in the preliminary version of this algorithm, classification was
performed in one single step. We, however, found that this results
in lower classification performance. The two step, content- follo-
wed by context-based, classification scheme provides significantly
better classification precision. In this paper, we also discuss the in-
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tegration of the message classification scheme with the segmentati-
on approach to provide context-aware adaptation and annotation of
available information.

5. USAGE STRATEGIES
The segmentation and context-aware classification algorithms pre-
sented in this paper are used for reducing navigational load of the
users by adapting the information presentation appropriately. As
mentioned earlier, iCare-Assistant provides a transparent interface
to the Blackboard system (i.e., the Blackboard system is not modi-
fied in any way, but the entire indexing, search, and adaptive pre-
sentation schemes are built as a transparent layer on top of the exi-
sting functionalities).

Informed browsing and search: Figure 7 presents the first usage
strategy. In this strategy, the system segments the message hierar-
chy and clusters the messages in a single segment together. This
clustered hierarchy is presented to the user as an alternative navi-
gation tool. In order to further help the user with the navigation,
each message in the clusters is also annotated with its context-
aware classifications. When there is a clear winner in the system
classification, the users are presented with a single annotation; on
the other hand, when multiple classifications of the same message
are likely based on the scores, the system presents alternative an-
notations to help the user make informed navigation decisions (Fi-
gure 8). When the user provides a search criteria for accessing the
discussion board, the system directs the user to the relevant cluster
of messages (highlighted with an ellipse in Figure 7). The user can
browse within the relevant cluster using the provided annotations.

Focussed search by annotation: In the second, focussed search,
use strategy, the user specifically asks for a question, a direct ans-
wer, a recommendation, etc. related to a particular set of keywords.
In this case, the system limits the results to the specific type of mes-
sage the user is looking for. For instance, in Figure 9, by specifying
“DA”, the user focusses the attention to relevant direct answers.

6. EXPERIMENTAL EVALUATION
In order to evaluate the effectiveness of the segmentation and an-
notation techniques presented in this paper, we performed user stu-
dies, compared the segmentation and annotation performance of the
proposed algorithms with the feedback provided by assessors.

6.1 Segmentation Performance
For the evaluation of the segmentation schemes, due to the diversity
of its postings and message hierarchies, we used the message board
available at [30] as the message data source. We randomly selected
20 discussion threads, with a total of 368 messages, average thread
depth of 12.45, average quotation depth of 1.3 (86% of the total of
5241 quotations are from the parent). We asked 5 users to assess
each message to label it with N for new topic, S for same topic as
the parent, SF for specialization, or SG for generalization. Given
all manual labelings from multiple assessors, we took the majori-
ty label to denote the page’s relationship with its parent. We then
compared these manual labeling results with the labels assigned by
the proposed automated segmentation algorithm (which took only
560ms to segment the given 20 threads).

Evaluation criteria: To evaluate the effectiveness of the proposed
segmentation approach, we computed a labeling success rate,

success rate =

�
m∈messages 1 − error weight(m)

number of messages
× 100,

Table 2: User classification vs. system classification
user\system Q DA IA EN R O

Q 19 0 0 0 0 0
DA 0 10 1 0 0 1
IA 0 0 4 0 1 0
EN 0 0 1 7 0 0
R 1 0 0 0 7 0
O 1 1 0 0 0 7

where error weights are used to account for gravity of the error in
the computed success rate. We experimented with three schemes:

• Undifferentiated weights: All errors have the same (maxi-
mum) error weight, independent of the type of error.

• Low-only weights: Those pages that are marked erroneously
as being of a new topic or those that should have been marked
as a new topic, but not marked count towards the error rate.

• Differentiated weights: Errors within the high-granularity group
are marked half as costly as errors across the low-granularity
segmentation.

In our user study, we observed that when all errors are penalized
with the maximum weight without distinguishing between the ty-
pes of errors, the success was around 80%. When we focus on only
the errors in the first, low-granularity, step of the algorithm, the
success rate jumped to 87%. When a differential penalty scheme
(where errors within the high-granularity group are marked half as
costly as errors across the low-granularity segmentation between
same and new topics) is used, the success rate was 83%, showing
that this process provides accurate segmentations to identify con-
texts for annotation in the next step.

6.2 Annotation Performance
Since the type of content is important for the evaluation of the clas-
sification and annotation schemes presented in this paper, we used
a course discussion board available at my.asu.edu, with 61 mes-
sages, at Arizona State University. The 8 assessors involved in the
study were provided with a questionnaire which

• provides the definitions of the different classes,
• presents one example per each class, and
• asks them to classify each message in the board in only one

of the six classes, based on the message’s context within the
thread it belongs to.

Assessors taking part in the study had been informed about the
meaning we assign to different labels, but they did not know the
underlying scoring mechanism.

Evaluation criteria: To evaluate the effectiveness of the classifi-
cation scheme under a very stringent success definition, we choose
one class (the one with the largest vote from the users) as the user-
class and one class (the one with the largest score) as the system-
class. In our experiments, the user classification of the messages in
the discussion board was

Q: 31%, IA: 8%, DA: 20%, EN: 13%, R: 13%, and O: 15%.
The system classification returned a similar distribution:

Q: 34%, IA: 10%, DA: 18%, EN: 11%, R: 13%, and O: 13%.
To evaluate the actual correspondence between these user and sy-
stem classifications, we defined the precision of the system as the
ratio of the matches between the user and system classifications.
The user study results showed that the system annotations are well
aligned with the annotations provided by the students, leading to
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Figure 7: Segmented and annotated access to discussion boards. At the background, we have the original Blackboard discussion
board content. At the front, we have the segmented, clustered, and annotated discussion board for browsing (user names have been
removed to protect the privacy of the users). Alternatively, user provided keywords can be used to direct the user to the relevant
segment. In this particular example, the user will be guided to the cluster highlighted with an ellipse).

Figure 8: A sample discussion board segment where related messages are clustered based on content similarity. However, within the
high-level segment, new topics as well as topic evaluation are highlighted for finer clustering. Also, each message is annotated with
one (or more) symbols indicating the type of its content.

a 0.89 precision overall. Table 2 shows the classification matrix
(user classification vs. system classification) obtained through the
user study. Note that most errors are among similar categories. The
corresponding success rates for each individual class are also high:

Q: 1.00, IA: 0.80, DA: 0.83, EN: 0.88, R: 0.88, and O: 0.78.

7. CONCLUSIONS
In this paper, we presented techniques to enable navigational hel-
ps for individuals who are blind when using educational discussi-
on boards. The complementary segmentation and annotations al-
gorithms are being deployed in a software system, called iCare-
Assistant, which aims at reducing the navigational load for blind
students in accessing web-based electronic course materials through
an unobtrusive, task-oriented, and individualized delivery interface.
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