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ABSTRACT
Media-rich ubiquitous distributed media processing workflow
systems continuously sense users’ needs, status, and the con-
text, filter and fuse a multitude of real-time media data, and
react by adapting the environment to the user. One challenge
facing these systems is that they need to process real-time
data arriving continuously from the sensors and data rates and
qualities may vary dramatically. Thus, reducing the amount
of unqualified data objects that need to be processed within
the underlying media processing workflows can enhance the
performance significantly. In this paper, we first focus on the
prediction of the output qualities at the actuator, especially in
the presence of fusion operators in the workflow. We then
present quality-aware early object elimination schemes to en-
able informed resource savings in continuous real-time media
processing workflow middleware.

1. MOTIVATION AND RELATED WORK
In [4], we presented a media processing workflow man-
agement middleware, called ARIA, to describe and execute
media sensing/processing/actuating workflows. [9, 10, 13]
present other service composition middleware architectures
which enable distributed media processing. Like ARIA, these
systems aim to continuously sense users’ needs, status, and
the context, filter and fuse a multitude of real-time media data,
and react by adapting the environment to the user.

As in any real-time data flow system, such as [3, 7, 20], in
media processing workflow management middleware, if the
input data arrive to the operator nodes faster than the speed
with which they can consume (filter, fuse, and route) the ar-
riving data, this causes queue overflows. In such cases, the
operator needs to shed (or discard) some of the input data.
To deal with overloaded situations, three types of solutions
have been developed in literature: object-based load shed-
ding [3, 7, 18, 19, 20, 21], load distribution and load diffusion
strategies [10, 22], and operator re-placement [1, 2].

However, unlike more traditional data workflow systems,
a processing workflow needs to be cognizant of the quality of
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service targets of the workflow. For example, in video sens-
ing and processing systems, raw data inputs are filtered and
fused through feature extraction modules to produce a variety
of feature streams that are used for detection and/or track-
ing. The resulting feature streams are only statistically ac-
curate due to the inherent imprecision. Thus, the knowledge
about qualities of the (sensed or extracted) media objects in
the queues is critical in deciding what to shed.

In [17], we presented a decentralized early object elimi-
nation strategy for chain-structured (i.e., with only filter and
transformation operators) workflows in which an object shed-
der at the operator queue eliminates unpromising data. If
workflows have branches and fusion operators that integrate
data from multiple sources (Figure 1), however, the shedding
problem becomes significantly more complex. In this paper,
we focus on the prediction of output quality in the presence
of fusion operators in the workflow and present quality-aware
early object elimination schemes to enable informed resource
savings in continuous real-time media processing workflows.

2. QUALITY ASSESSMENT
The notion of quality assessments of media objects was intro-
duced in [15]. Here, we reintroduce relevant concepts.
2.1. Basic Quality Assessment Models
When the data object is produced by a sensor/operator with a
quantifiable quality rate (for instance a function of the avail-
able power or CPU cycles), it can be given as a scalar-valued
quality assessment [6, 11, 12]. A scalar-valued quality assess-
ment is also called a type-1 quality assessment. A more gen-
eral model takes into account variations in the quality assess-
ments. For example, type-2 quality assessments are modeled
as normal distributions, qa(o) = No(qo, ξo), where qo is the
expected quality and ξo is the variance of the object quality.
Type-2 quality assessments also apply to the input and output
queues of workflow operators as they can represent the statis-
tical distributions of the type-1 object quality assessments.
2.2. Quality Targets
The quality of service requirements of media processing
workflows include ensuring that the processed objects reach-
ing the actuators meet certain quality assessment targets.
Definition 2.1 (Object (Type-1) Target) The quality assess-
ments of the individual objects in the input queue of the actu-
ator are above a threshold texp.



Fig. 1. An ARIA workflow where image streams from four sensors are matched against a database based on color and shape

Definition 2.2 (Queue (Type-2) Target) The expecta-
tion/variation of the quality assessments of the objects in the
input queue of the actuator is above/below texp/tvar.

2.3. Quality Assessment and Fusion Operators
Each fusion operator, Φ, has an associated quality assessment
merge function, µΦ, describing the quality assessment of the
output objects in terms of the assessments of the inputs. Nat-
urally, quality assessment merge functions depend on the se-
mantics of the fusion operation and can be arbitrarily com-
plex [5, 8, 23, 24]. In this paper, we focus on the weighted
average semantics.

Definition 2.3 (Weighted Average Semantics) Let Q de-
note a set of input quality assessments. Let wi denote the
weight for the ith input of the operator. For type-1 quality
assessments, the output quality can be stated as

µwavg(Q) ≡def

X
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For type-2 (normal) quality assessments, on the other hand,
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3. EARLY OBJECT ELIMINATION
Given a quality target, it is critical for a media processing
workflow execution environment to save resources by elimi-
nating, as early as possible, those objects that are not likely to
lead into results that will satisfy this target.
3.1. Queue Statistics
In directed acyclic workflows, where fusion operators fuse
multiple inputs and where outputs can be forwarded to mul-
tiple downstream operators, a major challenge is that, given
an object under consideration for early elimination, it is im-
practical to predict which specific objects from other streams
it (or its descendants) will meet. Thus, instead of considering
quality-assessments of the specific objects with which an ob-
ject will be fused, we need to consider the quality assessments
of the queues from which these objects will be picked.

Given a media processing workflow, W , an object o at the
input of a fusion operator, opi, an actuator opj , and the cor-
responding quality target, qt, let Pi,j be the set of paths from

the fusion operator opi to the actuator opj and OPi,j denote
the set of operators on any of the paths in Pi,j . Furthermore,
given an operator opk, let opk[h] denote the hth input queue
of that operator. To enable informed predictions, ARIA con-
tinuously collects quality-assessments for each of the queues
of the operators opk ∈ OPi,j and distributes this information
to all the operators in the system.
Definition 3.1 (Quality-assessment of a queue) Let op be
an operator and let op[h] be an input queue of op. Then,
the quality assessment of op[h] is the statistical distribution
of the quality assessments of the objects that arrive to op[h].
In particular, if the quality assessment of the objects arriving
to op[h] is of type-1 (scalar), then the quality assessment of
op[h] is of type-2 (N(q, ξ)).

In the rest of the paper, for compatibility purposes and
without loss of correctness, we replace the type-1 object qual-
ity assessments with equivalent type-2 (normal) assessments
with the same expected scalar quality value but 0 variance.
3.2. Quality Assessments of a Path to the Actuator
Consider a path of n pipelined operators, p =
〈op1, op2, · · · , opn〉. Furthermore, suppose

• the input quality assessment of the input object, o, un-
der shedding consideration at op1 is qa(o) and

• the input quality assessments of the queue, opi[j], of the
operator opi is normal with distribution N(εqi,j , ξqi,j).

Then, based on the quality assessment merge functions (dis-
cussed in Section 2.3), we can compute the output quality-
assessment of the output object as follows.
Lemma 3.1 (Output quality assessment ) Given path p, in-
put object quality assessment qa(o) = qa0 = N(ε0, ξ0), and
type-2 quality assessments of the queues of operators along
p, we can compute the quality assessment of the output object
as qaout = N(εout, ξout) = N(εn, ξn), recursively, where

εi = (wi,1 × εqi,1 + wi,2 × εqi,2 + . . . + wi,hi
× εi−1

+ . . . + wi,ki
× εqi,ki
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where ki is the number of queues of the operator opi on path
p and hi is the queue on which the path p passes through
this operator; εqi,j is the mean associated with the quality
assessment of the jth input queue of the ith operator on path
p; wi,j is the weight associated with the jth input queue of
the ith operator on path p; εi−1 and ξi−1 are the mean and
variance associated with the quality assessment of this ob-
ject when outputted by the (i-1)th operator on path p; and
Cov(qa(opi[l]), qa(opi[m])) is the covariance between the
quality assessments of the queue opi[l] and the queue opi[m].

The proof of Lemma 3.1 follows from the definitions of
the quality assessment merge functions and quality assess-
ments of objects and queues.

3.3. Shedding Decisions in Directed Acyclic Workflows
Given an object, if there are multiple workflow paths from the
current operator to the actuator, the object will be shed if any
of the paths leads to an output quality-assessment prediction
below the quality target associated with that actuator.

3.3.1. Object Shedding by Type-1 Quality Targets

The system has to function in such a way that quality assess-
ments of the objects at the actuator is above a threshold texp.
Thus, given a set of candidate objects (to shed or to keep) at
the input queue of an operator, we need to identify a min-path
from this operator to the actuator. This min-path is used to
compute the corresponding lowerbound on the output quality
assessments for each candidate object, and an object should
be kept if and only if this lowerbound is above the threshold.

It is worth noting that the min-path problem is similar
to a shortest-path problem. However, since the edge costs
(i.e., weighted average quality assessments in this case) are
not simple constants, we need to first show that we can use a
shortest path-like algorithm to identify the path with the low-
est expected quality.

Lemma 3.2 (Input-independence of the min-path) Given
a weighted, directed workflow W , an object o at the operator
opi, and a destination actuator a, the min-path from opi to a
under the expectation-based quality target is independent of
the quality assessment of qa(o).

The proof of this follows trivially from the definitions of out-
put quality assessments under weighted average semantics
and from the monotonicity of the expectation-based ranking
of type-2 quality assessments.

Lemma 3.3 (Prefix-optimality of the min-path) Let
〈op1, · · · , opn〉 be a min-path, under the expectation-based
quality target and weighted-average based output quality-
assessment. For any 1 ≤ l ≤ n − 1, let 〈op1, · · · , opl〉 be
the prefix segment of 〈op1, · · · , opn〉 from op1 to opi. Then,
〈op1, · · · , opl〉 is a min-path from op1 to opl.

MIN-PATH
1. Set L = ∅.

2. Set label(s) = ε0. Set label(v) = ∞ for v ∈ V − {s}.

3. While V − L �= ∅ do

(a) Find an operator opc ∈ V − L such that label(opc) =
minv∈V −L(label(v)).

(b) Set L = L ∩ {opc}.
(c) For all neighbors opn of opc such that (opc, opn) ∈ E do

• RELABEL-EXP(opn, opc).
RELABEL-EXP(opn, opc)

1. If weighted average semantics are used by operators
(a) If label(opc) × wn,hn +

P
j=1:kn∧j �=hn

wn,j × εqn,j <

label(opn) then

• label(opn) = label(opc) × wn,hn +P
j=1:kn∧j �=hn

wn,j × εqn,j .

Fig. 2. The Min-Path Algorithm.

Lemma 3.3 is proved using a proof by contradiction to
show that any other path from op1 to opl cannot have a smaller
output quality than 〈op1, · · · , opl〉. Lemma 3.3 states that
the optimal substructure properties hold for a min-path un-
der weighted average semantics for merge functions. In order
to develop a shortest path-like algorithm, we further need to
show that the greedy choice property holds.
Lemma 3.4 (Relaxation property of the min-path) Let
op1 � opu → opv be the min-path from op1 to opv under
weighted average semantics. If op1 � opu is the min-path
from op1 to opu prior to relaxation, then op1 � opu → opv

is the min-path from op1 to opv after relaxation.

Interested readers can find the proofs of Lemma 3.3 and
Lemma 3.4 in [16].

The prefix optimality properties and the relaxation prop-
erties of a min-path allow us to develop a fast greedy algo-
rithm which ensures the optimality of the results (Figure 2).
The algorithm relies on the relaxation technique which tight-
ens the upper bound on the smallest expected output quality
assessment of each operator. For each operator, opi ∈ V ,
let label(opi) denote the smallest expected output quality as-
sessment of opi that has been found so far. Let RELABEL-
EXP(opn, opc) denote the procedure which relaxes the output
quality assessment of opn by opc’s quality assessment.

Note also that, due to input-independence, the min-paths
can be computed in advance and refreshed periodically (or on
demand based on significant changes in the quality parame-
ters), instead of being re-computed on a per-object basis.

3.3.2. Object Shedding by Type-2 Quality Targets
To minimize the uncertainty in the quality assessments of the
objects arriving to the actuators, type-2 quality assessments
not only put a lower-bound on the expected quality, but also
an upper-bound on the variance of the actuator queue. Thus, a
type-2 quality target maybe violated due to low mean-quality,
high quality variance, or both.

If a type-2 quality target of an actuator queue is being
violated, then, given the current quality assessment statistics
at this actuator queue, the system computes a type-1 qual-
ity assessment lowerbound, in such a way that, when this



Table 1. Input parameters to the workflow generator
The number of operators 10, 50, 100

The maximum fusion degree 3
The maximum number of arcs 25, 150, 300

Table 2. Predicted vs observed quality assessments
#Ops objectQA Pred. mean vs Observed (95% CI) Time (sec)

E1 10 0.7 0.714 <stat [0.715, 0.736] 0.001
E2 50 0.7 0.738 =stat[0.722, 0.764] 0.003
E3 100 0.7 0.784 =stat [0.755, 0.793] 0.006

E4 10 0.6 0.647 <stat [0.649, 0.669] 0.001
E5 10 0.7 0.714 <stat [0.715, 0.736] 0.001
E6 10 0.9 0.848 <stat [0.849, 0.869] 0.001

lowerbound is enforced on the objects in the actuator queue,
both low mean-quality and high quality-variance problems
are eliminated. Thus, given the current actuator queue statis-
tics and a type-2 quality target, ARIA continuously updates
the actuator quality targets and communicates this informa-
tion to the operators in the workflow. In turn, these opera-
tors use type-1 object shedding, discussed in Section 3.3.1, to
eliminate those objects predicted to fail matching this target.

4. EXPERIMENT RESULTS
We carried out experiments to evaluate whether the expected
output quality assessments are accurately predicted using the
proposed strategies. For these experiments, we built a work-
flow instance generator that creates directed acyclic work-
flows. The workflow instance generator is modified from the
random network generator in [14]. In this section, we report
the results for different workflow instances created using this
generator and the parameters listed in Table 1. Other results
were similar. The quality assessments of the candidate ob-
jects for load shedding followed a normal distribution with
means 0.6.0.7, 0.9 and variances 0.2, 0.15, 0.05. The quality
assessments of the objects coming from other sources varied
using normal distributions with respective means from 0.6 to
0.9 and variances between 0.05 and 0.2.

Given the expected quality assessment for each input
queue, we find the min-path and, then, we predict the qual-
ity assessment of the corresponding object at the actuator, per
Section 3.3.1. To evaluate the accuracy of the prediction, we
run the system using the test data and collected statistics at
the actuator queue. If the algorithm is correct, then (statisti-
cally speaking) the (type-2) predictions of the object quality
assessments should be no greater than the (type-2) statistics
observed. Table 2 lists the predicted means vs observed con-
fidence intervals (CI) for a number of experiment instances
(with varying object quality assessments and workflow sizes).
According to the table, the predictions of the object quality as-
sessments are always within or less then the 95% confidence
interval of the observed values. In other words, with high con-
fidence, the predictions are lowerbounds of the actual object
quality assessments and, thus, they can be used for deciding
whether to keep an object or shed it. Note also that, the min-
path computation times were negligible even for large work-
flows with hundreds of operators. Especially considering that,
due to the input-independence property, the min-path compu-
tation does not need to be done on a per-object basis, pre-
dictive shedding is suitable for the deployment in continuous
real-time media processing middleware.

5. CONCLUSION

QoS requirements in multimedia processing workflow mid-
dleware, such as those described and executed by sen-
sory/reactive systems like ARIA, include the quality assess-
ment targets at the actuators. If these targets are not going
to be met for an object in the system, it is important to pre-
dict this as early as possible and shed the object without pro-
cessing. In this paper, we presented a decentralized early-
object shedding scheme based on critical paths. Importantly,
we showed that these paths do not need to be updated on a
per-input-object basis. Thus candidate objects can be quickly
evaluated against the critical paths in real-time.
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