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ABSTRACT 
The advent of e-commerce has created a trend that brought 
thousands of catalogs online. Most of these websites are 
“taxonomy-directed”. A Web site is said to be ``taxonomy-
directed'' if it contains at least one taxonomy for organizing its 
contents and it presents the instances belonging to a category in a 
regular fashion. This paper describes the DataRover system, 
which can automatically crawl and extract products from 
taxonomy-directed online catalogs. DataRover utilizes heuristic 
rules to discover the structural regularities among: taxonomy 
segments, list-of-product and single-product pages and it uses 
these regularities to turn the online catalogs into a database of 
categorized products without the need for user interaction or the 
wrapper maintenance burden. We provide experimental results to 
demonstrate the efficacy of the DataRover and point to its current 
limitations. 
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1. INTRODUCTION 
The advent of e-commerce has created a trend that brought 
thousands of catalogs online. Most of these websites are 
“taxonomy-directed”. A Web site is said to be ``taxonomy-
directed'' if it contains at least one taxonomy for organizing its 
products and it presents the instances belonging to a category in a 
regular fashion. Notice that, neither the presentation of the 
taxonomy among different pages, nor the presentation of 
instances among for different concepts needs to be regular for a 
Web site to be classified as “taxonomy-directed”. A taxonomy-
directed web site also presents its content as a sequence of 
taxonomy pages, that eventually leads to a list-of-products page, 
which leads to single-product pages.  
For example if you go to http://store.yahoo.com/shoedini, all the 
top level categories are listed in the homepage, see Figure 1, and 
if you take any of these top level URLs, it leads to a list of 
products page, similar to one in Figure 6. Figure 8 shows samples 

of single products pages reachable from list of product pages. 
This kind of structure is characteristic of most online catalogs. 

 

Taxonomy

Figure 1 Home page of [18] with taxonomies 

DataRover is a specialized domain-specific crawler that uses 
domain-specific heuristics and the regularities within taxonomy-
directed online catalogs to turn these web sites into product 
databases. Such product databases enable construction of domain-
specific search engines, such as Froogle.com [17].  
DataRover uses a Page Segmentation Algorithm that takes a 
DOM tree of the web page as input and finds the logical segments 
in it. Intuitively, this algorithm groups contiguous similar 
structures in the Web pages into segments by detecting a high 
concentration of neighboring repeated nodes, with similar root-to-
leaf tag-paths. Next, it applies taxonomy-tests to identify 
segments corresponding to taxonomies, crawls the taxonomies 
recursively until no more sub-taxonomies are detected. Next, it 
applies list-of-products-test to page segments to see if any 
qualifies as list of products. If a segment qualifies as a list-of-
products segment, DataRover fetches two distinct single product 
pages, segments and aligns them to learn the root to leaf html tag 
paths to product data. Once it learns these paths, it applies them to 



all the pages from the list-of-products page to extract and collect 
all product data organized by their root-to-leaf tag-paths. 
The early method for information extraction from web sites was 
to use wrappers. A wrapper is a program script that created using 
location of the data in the HTML page. But, wrappers are site-
specific and needs some user interaction to create them and they 
also need to be maintained whenever a site changes. Second kind 
of approach is to learn and use template.  A template is generated 
from the set of input pages and this template is used to do actual 
extraction. A key characteristic of DataRover is that, unlike the 
early pioneering systems described in [9, 10, 12] it does not make 
any assumptions about the roles and usage patterns of the HTML 
tags within the Web pages. 
          The organization of the rest of the paper is as follows. 
Section 2 outlines the architecture of the DataRover.  Section 3 
describes the Flat Partitioning algorithm. Section 4 presents the 
data extraction algorithms.   Section 5 presents ideas for data 
labeling. Section 6 presents experimental results. Section 7 
presents related work and concludes the paper. 

2. ARCHITECTURE of DATAROVER 
 

 
Figure 2 Architecture of the DataRover System 

 
 

3. FLAT PARTITIONING  
Page Segmentation component creates segments of the given web 
page i.e. it detects the various logical sections of the web page. 
Consider the product page from 
http://store.yahoo.com/shoedini/007850.html. The various logical 
sections of the web page are marked in boxes in Fig 3. The 
function of Page Segmentation Component can be understood by 
considering the parse tree view of the given web page. The Page 
Segmentation component finds the boundaries indicated by dotted 
lines as shown in the Fig 3. 
The Page Segmentation Algorithm takes a DOM tree of the web 
page as input and finds the segments in it. Intuitively, this 
algorithm groups contiguous similar structures in the Web pages 
into segments by detecting a high concentration of neighboring 
repeated nodes, with similar root-to-leaf tag-paths. First, the 
segment boundary is initialized to the first leaf node in the DOM 
tree. Two leaf nodes in the tree is said to have “similarity link” if 
they share the same path from the root of the tree and the leaf 
nodes in between have different paths. It then counts the number 
of similarity links that crosses the boundary and finds the ratio of 

number of similarity links that cross the boundary to the total 
number of similarity links inside the current segment. If this ratio 
is less than threshold δ, the previous node is marked as the 
segment boundary. Otherwise, current node is added to the 
current segment and next node is considered as the segment 
boundary. The above process is stopped when the last element in 
the list is reached. A Path Index is built from the DOM tree, from 
which the similarity links between the leaf nodes can be 
determined. The Path Index Tree (PIT) is a trie data structure, 
which has all unique tag-paths in the tree. In its leaf nodes, PIT 
also stores the list of leaf nodes in DOM tree that share the same 
root to leaf tag-path. 
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Figure 3: Snapshot of  a web page  and its logical segments     
 
Figure 4 illustrates the Page Segmentation Algorithm, presented 
in Figure 5, on the HTML DOM tree. The Arrows in the Figure 4 
denotes the “similarity links” between the leaf nodes. The 
threshold δ is set as 60%. For example, when the current node is 
320, the total number of outgoing unique similarity links (out) is 
1(line 9) and total number of unique similarity links (total) is 1 
(line 10). Hence the ratio of out to total is 100% which is greater 
than threshold (condition in line 11 fails). Hence current node 
becomes the next leaf node (line 6). At node 341, out becomes 2 
and total is also 2. Hence the ratio is still greater than 60%.  When 
node 345 is reached, out becomes 1 whereas total is 2 and hence 
the ratio is less than threshold δ (line 11). Now, node 345 (B1 in 
Figure 4) is added to the segment_boundaries (line 12) and all the 
similarity links are removed from the segment_nodes (line13). 
The same condition is encountered when the algorithm reaches 
the node 360 where out becomes 1 and total is 2. Hence the node 
360 (B2 in Figure 4) is also added to the segment_boundaries. 
 



 
 

4. DATA EXTRACTION 
Data extraction mainly consists of three phases.  

1. Finding sequence of taxonomies from the Home Page 
2. Identifying list of products segment 
3. Extracting data from single product pages 

4.1 Finding Taxonomies     
First step in the data extraction phase is finding the taxonomies or 
top level categories. Taxonomy is identified using the following 
algorithm. The inputs to this algorithm are the HTML DOM tree 
corresponding to the set of segments identified using the flat 
partitioning and a set of URLs previously seen in that website 
while crawling. 
INPUT: <S1, …, Sk> : Set of segment DOM Trees,  
SeenURLs: Hash table of URLs found in previous pages  
OUTPUT: List of taxonomy segments 
BEGIN  

1) Find sequences, <U1, U2, …, Uk>,  where Ui is a list of 
consecutive links within Si 

 
 Figure 4: Parse Tree View of the web page 

2) Find those Ui’s where the sequence of URL’s are 
“similar”, <U1’, U2’, …, Ul’> 

 

3) IF  (|U1’| + .. +|Ul’|) / |Si| > d THEN Si is a Taxonomy 
segment 

END 
Two URL’s are “similar” if they differ only by the values of their 
CGI arguments. The d is an experimentally determined threshold. 
The algorithm measures if the sequences of similar consecutive 
URLs form the majority of the segment. If this test succeeds then 
the segment is a taxonomy segment and DataRover crawls from 
these URLs. 

 

 
 

 
 

  
Figure 6: An example ‘list of products page’ 
Figure 5  Page Segmentation Algorithm



4.2 Identifying List of Products Segments 4.3 Extracting Data from Single-Product 
Page  
When the ‘list of products’ page identifier succeeds and returns 
the list of Product Nodes then the Extractor component retrieves 
two sample product pages and gives them to the Segmentation 
Component, which segments these two pages as explained in 
Section 4.3.1. Next, Segment Aligner takes this sequence of 
segments and aligns them as explained in Section 4.3.2. All the 
data from the aligned dissimilar segments are considered as 
Product Information. At this stage, we also learn the root to leaf 
tag-paths of Product Information nodes in the HTML tree and 
apply these tag-paths iteratively on the remaining Product Pages 
to collect and organize all the product information. 

INPUT:  DOM Tree of a segment 
OUTPUT: Product Nodes (if page is a ‘list of products’ page else 
null) 
BEGIN  

1. Use a regular expression for PRICE ($ followed by 
digits) to match all leaf nodes in the HTML tree with 
PRICE=true. 

2. Match the leaf nodes corresponding to HTML anchors 
with URL=true.  

3. Propagate the PRICE or URL to ancestors as long as 
there are no conflicts. A conflict occurs when an 
ancestor has two children nodes such that (i) 
PRICE=true and (ii) URL=true with two distinct urls. 

4.3.1 Segment Aligner: Segment Aligner takes two sequences of 
segments and aligns them based on the content similarity in the 
segments. This procedure helps in separating the product data 
from the template. Segments that are aligned and dissimilar are 
considered as product data where as the segments that are aligned 
and similar are discarded as page template.   

4. Mark the children of all such “conflict” nodes as 
Product Nodes. 

5. If the number of Product Nodes within a segment is 
greater than two then the segment is a list-of-products 

 END  
To align the two segments we use minimum edit distance 
algorithm and to check the similarity between two segments we 
use Jaccard coefficient [11], which is calculated as ratio of the 
common words in the two segments to the total number of words 
present in the two segments.      

  

For example from Figure 8, 

P1 = <S1, S2, S3, S4>, where S1, S2, S3, S4 
are segments  

P2 = <S1’, S2’, S3’, S4’>, where S1’, S2’, 
S3’, S4’ are segments 

These two sets of segments are aligned as 

           M    X   X    M  

   e.g  <S1  S2  S3  S4> 

 Figure 7: DOM Tree for the list-of-products and markings      <S1’ S2’ S3’ S4> 
 

 In Figure 7, u1, .., u6 are the URL markings and p1, …, p6 are the 
PRICE markings. When we propagate these markings to td[I] 
nodes in Line 3, still no conflicts are detected. Upon propagating 
one more level up, to tr nodes, we detect “conflict” since the 
markings at the tr[1] = {u1, u2, p1, p2} which contains two td’s, 
td[1] and td[2] with two distinct urls, u1 and u2. Hence, the 
children td[1] and td[2] are marked as Product Nodes. Similar 
reasoning marks the remaining td’s as Product Nodes too. 

In this example, S1 aligns with S1’ with a content match (M), S2 
aligns with S2’ with content mismatch (X), S3 aligns with S3’ 
with content mismatch (X), and S4 aligns with S4’ with content 
match (M).  Hence, we identify segments S2, S3 and S2’, S3’ to 
be the product content regions. After finding the product content 
regions, we learn the root to leaf path HTML paths and apply on 
the remaining single product pages obtained from the list of 
products.  
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5. DATA LABELING 
The objective of the data labeler is to annotate the columns 
obtained from the data extraction phase. When we get the data, 
we manually label the attributes of a few tables or use techniques 
such as [16] to extract the labels from the web page itself, and 
then, train column classifiers based upon the syntactic properties 
of the data values. Syntactic features identified include string 
length, word counts, number of words and special characters such 
as comma, dot, hyphen etc. Using these features, we build a 
decision tree classifier for classifying data values to columns 
similar to techniques used in [14]. This way, we can automate 
labeling of product data columns from hundreds of vendors. 
Whenever the classifiers fail, we ask the domain expert to labels 
these new columns on demand, thus providing more supervision 
for the column classifiers. In our experiments, we used the 
decision tree classifier package C4.5 from [15]. 

6. EXPERIMENTAL RESULTS 
We run the DataRover on the following sites and obtained the 
results as illustrated in the following table. The table illustrates 
the performance of DataRover tested against 8 online catalogs. 
Any cell marked with YES means that DataRover successfully 
identified all the segments corresponding to a taxonomy, list-of-
products or single product and extracted the corresponding data 

www.walgreens.com YES YES YES 

www.smartbargains.com YES YES YES 

www.overstock.com YES YES YES 

www.walmart.com YES NO YES 

www.officedepot.com YES NO YES 

 
For two web sites, our list-of-products test failed to find the item 
boundaries since the children of conflicting parent node do not 
correspond to single product nodes but sequences of nodes that 
make up a single product itself. Hence, more sophisticated 
techniques for product record boundary detection, such as [13], is 
necessary. The extracted product data for the above experiments 
are presented at http://www.public.asu.edu/~skoduri/datarover 

7. RELATED WORK 
Information extraction from the web is a well-studied problem. 
But most of the work is wrapper based. Wrapper is a small 
program that extracts the data from the web sites. First, wrapper is 
created either manually or semi-automatically after analyzing 
location of the data in the HTML page. The wrapper-based 
approaches are explained in [4, 5, 6, 7, 8]. The problems with 
these approaches are that the wrapper creation and site-specific 
changes in the web page requires maintenance.  
Second kind of approach is to learn and use a template.  A 
template is generated from the set of input pages and this template 
 Table 1  Experiments Results 

 

Web Catalog Taxonomy
Finder 

www.zappos.com YES 

www.onestepahead.com YES 

www.Homevisions.com YES 
Figure 8: Two single-product pages with partition
 List - of 
Products 
Finder 

Single 
Product 
Finder 

YES YES 

YES YES 

YES YES 

is used to do actual extraction. A key characteristic of DataRover 
is that, unlike the early pioneering systems described in [9, 10, 
12] it does not make any assumptions about the roles and usage 
patterns of the HTML tags within the Web pages. 
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