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Abstract Students who exploit properties of an instructional system to make
progress while avoiding learning are said to be “gaming” the system. In order to inves-
tigate what causes gaming and how it impacts students, we analyzed log data from
two Intelligent Tutoring Systems (ITS). The primary analyses focused on six college
physics classes using the Andes ITS for homework and test preparation, starting with
the research question: What is a better predictor of gaming, problem or student? To
address this question, we developed a computational gaming detector for automati-
cally labeling the Andes data, and applied several data mining techniques, including
machine learning of Bayesian network parameters. Contrary to some prior findings,
the analyses indicated that student was a better predictor of gaming than problem.
This result was surprising, so we tested and confirmed it with log data from a second
ITS (the Algebra Cognitive Tutor) and population (high school students). Given that
student was more predictive of gaming than problem, subsequent analyses focused
on how students gamed and in turn benefited (or not) from instructional features of
the environment, as well as how gaming in general influenced problem solving and
learning outcomes.
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1 Introduction

Students have long found ways to avoid reasoning about instructional materials, e.g.,
by copying from examples to generate problem solutions (VanLehn 1998), by para-
phrasing text instead of self-explaining it more deeply (Chi et al. 1989), or by passively
listening to tutors’ didactic explanations without providing substantial contributions,
even though active participation is needed for effective learning (Chi et al. 2001). A
name given to shallow reasoning in the context of an Intelligent Tutoring System (ITS)
is gaming: “attempting to succeed by exploiting properties of the system rather than by
learning the material” (Baker et al. 2009). Not surprisingly, gaming is associated with
reduced learning (Baker et al. 2004b), and so there have been efforts to detect gaming
(Baker et al. 2006b, 2008a), understand gaming (Baker et al. 2008b; Rodrigo et al.
2008; Baker et al. 2009) and reduce gaming (Murray and VanLehn 2005; Walonoski
and Heffernan 2006b). While progress has been made on each front, challenges still
remain.

A key challenge pertains to understanding the causes of gaming. Several projects
have tackled this challenge by looking for statistical associations with gaming (Arroyo
and Woolf 2005; Baker 2007; Rodrigo et al. 2008; Baker et al. 2009). Early work
focused on student features and how they correlate with gaming, such as students’
goal orientation (Baker et al. 2005), attitudes (Baker et al. 2008b), and affect (Rodrigo
et al. 2008). Of the studies that reported statistical relationships between student fea-
tures and gaming, the maximum variance accounted for by student features was about
9% (Arroyo and Woolf 2005). In contrast, Baker et al. (2009) found that 56% of the var-
iance in gaming was associated with lesson features, such as confusing hints and poor
interface design. Because the lesson features explained more of the gaming variance
than prior work involving student features, the argument was made that instructional
defects are a key predictor of gaming. These findings are logical: if the student is at
an impasse that appears to be caused by poor system design rather than by a lack of
knowledge, then the student will game in order to work around the impasse. On the
other hand, non-ITS research has shown that even when students use exactly the same
instructional materials, they vary dramatically in how they choose to process them
(e.g., Chi et al. 1989; Renkl 1997; VanLehn 1998). These non-ITS studies suggest that
some kind of student features (e.g., knowledge, motivation) might be more important
than instructional features in determining gaming.

To investigate the predictors of gaming further, we conducted an in-depth analysis
of log data corresponding to several years worth of students interacting with Andes,
an ITS for introductory physics (VanLehn et al. 2005). To identify gaming episodes
in this data, we applied a computational gaming detector that we calibrated with a
hand-analysis of the data. This detector provided the input to a series of data mining
analyses that we conducted to better understand gaming. The initial research question
was: What is a better predictor of gaming, problem or student?
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Contrary to some prior work (e.g., Baker et al. 2009), we found that gaming is best
predicted by student, and that by accounting for both student and problem features
our approach explains 61% of the variance in the Andes data set. Four separate anal-
yses of the Andes data support this conclusion. To extend and validate these findings,
we applied our approach to a different ITS (the Algebra Cognitive Tutor, Carnegie
Learning Inc. 2010) and population (high school students); we found that student was
again a better predictor than problem for the majority of the analyses.

Having established that frequency of gaming depends more on who rather than what
is being gamed, we next sought to characterize where students were gaming, and how
gaming behaviors and subsequent learning and problem-solving outcomes depended
on students who gamed frequently (high gamers) versus infrequently (low gamers).
While we found that low gamers did indeed game differently than high gamers, in
general a frequently gamed feature was high-level hints. Thus, to see if poor hint
usability was driving gaming, the subsequent analysis focused on how hints scaffold-
ed problem solving and learning. The findings show that when students actually try
to use high-level hints, they eventually obtain the correct solution, although this may
require several attempts, particularly for high gamers. However, neither high-level nor
bottom-out hints elicited as much learning as we anticipated. As follow-up analysis
demonstrated, this result was likely mediated by gaming. In particular, high gamers
did not appear to benefit from high-level hints and in general learned less from hints
than low gamers. Altogether, these analyses highlight the need for further research to
obtain a better understanding of the utility of various kinds of help in ITSs and how
to best promote learning for different types of students from it.

One of the techniques we relied on corresponded to Dynamic Bayesian Network
(DBN) parameter learning. Bayesian networks, of which DBNs are a specific class, are
established in the user modeling community as a tool for representing and reasoning
about user states of interest (e.g., Mayo and Mitrovic 2001; Conati et al. 2002; Reye
2004); Bayesian networks have also been used in a data mining context outside of the
educational community (e.g., for understanding tuberculosis epidemiology (Getoor
et al. 2004)). However, within educational data mining (EDM), the application of
Bayesian networks is more recent (Beck et al. 2008), although it shows high promise:
DBN parameter mining obtained comparable results to other, arguably more estab-
lished, techniques (Zhang et al. 2008).

To summarize, this paper includes three key analyses: (1) whether student or prob-
lem better predicts gaming, (2) how and where students are gaming and (3) the utility
of ITS help features, including the impact of gaming and various kinds of help on
problem solving and learning. Each analysis is motivated by its predecessor. In partic-
ular, because we found that student was such a strong predictor of gaming (analysis 1),
we wanted to better understand how and what students were gaming, and whether cer-
tain groups of students (e.g., low gamers) were gaming differently than other groups
(analysis 2). Since we found that students in general and high gamers in particular had
a very high rate of help abuse, this led us to explore how ITS help scaffolded students,
and how gaming influenced this process (analysis 3).

Our work brings the following contributions: (1) Through a variety of EDM tech-
niques, we show that student is a better predictor of gaming than problem; (2) We
identify individual differences in terms of how students game and in turn benefit (or
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not) from instructional features of the environment; (3) We extend the work in (Beck
et al. 2008) on Bayesian network parameter learning, both through its application to
a novel data set and by subsequent analysis exploring the impact of gaming and var-
ious types of help on problem solving and learning for low versus high gamers. We
presented a subset of this work in (Muldner et al. 2010), namely the gaming detector
and its application to the Andes data for exploring problem versus student predictors
of gaming, as well as a basic analysis on the short-term impact of ITS help. Here,
we extend this work by applying our approach to a second data set, namely from the
Cognitive Tutor, as well as presenting substantial new results from Bayesian parameter
learning not in (Muldner et al. 2010).

We begin with a survey of related work (Sect. 2). We then present the gaming detec-
tor (Sect. 3) and the log data analysis to investigate predictors of gaming (Sect. 4);
we validate this analysis by applying it to data from a different tutor and population
(Sect. 5). Next, we present students’ gaming profiles (Sect. 6). Since we found that
high-level hints were one of the most abused features, we performed an in-depth anal-
ysis of how students used hints (Sect. 7). We then present findings on the impact of
gaming on hint utility, problem solving and learning (Sect. 8). We conclude with a
discussion of the findings and future work.

2 Related work

Students who frequently game tend to score lower on a post-test than students who
never game (Baker et al. 2004b; Walonoski and Heffernan 2006a); likewise, a specific
form of gaming, namely help abuse corresponding to skipping hints, is negatively
correlated with learning (Aleven et al. 2006). Research also shows that some students
are less likely to be hurt by gaming, such as ones with high initial domain knowledge
(Baker et al. 2004a)—this makes sense in that if a concept is already known, gaming
is not likely to erode that knowledge.

Given that some work suggests gaming hurts learning, the next question is: How
wide-spread is this behavior? One study found that only about 10% of students ever
gamed (Baker et al. 2004b), while in another study, all students gamed, albeit only some
were frequent gamers (i.e., 15% were high gamers and another 25% were above-aver-
age gamers) (Walonoski and Heffernan 2006a). This discrepancy in gaming frequency
may be due to the type of data collection method employed in each study. Baker et al.
(2004b) used human observers to identify and record gaming episodes in real-time as
students interacted with an ITS; it is possible that these observers missed some epi-
sodes. In contrast, Walonoski and Heffernan (2006a) employed a post-hoc rule-based
detection algorithm to identify gaming frequencies (more on gaming detection below).

For the remainder of this section, we first survey work on detecting and understand-
ing gaming, using EDM and other techniques, respectively. To discern between EDM
versus other work, we rely on the following definition: “educational data mining . . .

is defined as the area of scientific inquiry centered around the development of methods
for making discoveries within the unique kinds of data that come from educational
settings, and using those methods to better understand students and the settings which
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they learn in” (Baker 2010). We then provide an overview of interventions designed
to discourage gaming, and wrap up with EDM research on ITS help functionality.

2.1 EDM work on detecting and understanding the causes of gaming

Some of the EDM gaming-related work has focused on building machine detectors
for gaming identification (Baker et al. 2004a, 2006b; Walonoski and Heffernan 2006a;
Baker et al. 2008a). For instance, Baker et al. (2004a) used a density estimator with a
set of Latent Response Models to predict how often a student would game the system.
The gold standard to evaluate this detector was classroom observation of students’
gaming behaviors. In this study, only some students’ learning was hurt by gaming,
and the detector accurately identified these students, but it was not accurate in rec-
ognizing the “gamed-not hurt” students (i.e., ones whose learning was unaffected by
gaming). Another detector relied on various algorithms in WEKA, a machine learning
package, to identify gaming (Walonoski and Heffernan 2006a)—while this detector
correctly identified lack of gaming (98%), it’s ability to recognize when gaming was
occurring was quite low (19%).

There is also EDM work on understanding why gaming occurs. Some researchers
propose that gaming is due to features of the instructional materials, including poor
ITS design (Baker et al. 2009). This conjecture is based on analysis that involved (1)
identifying salient lesson features, such as the total number of skills in a lesson and/or
clarity of lesson interface icons; (2) clustering the features using Principal Component
Analysis, and (3) checking for significant correlations between the clusters and a stu-
dents’ frequency of gaming. The full model explained 56% of the data variance, which
was much higher than prior attempts, suggesting that lesson features are a strong pre-
dictor of gaming; likewise, Baker (2007) reported that lesson features were a stronger
predictor of gaming than student features.

As far as student characteristics that drive gaming are concerned, Baker et al.
(2004a) use the Latent Response Model described above to show that students’ domain
knowledge influences gaming frequency. In that model, relevant features such as num-
ber of errors and/or prior knowledge were included only if they reduced prediction
error. Thus, the features remaining provided insight into factors influencing gaming.
One of the remaining features encapsulated that if a student knew a skill then s/he had
a low probability of gaming. Furthermore, the model predicted that students who were
most hurt by gaming gamed on steps they did not know—this lead to the conjecture
that students game on difficult steps (i.e., an unknown step is a difficult step). Other
work has explored the relationship between student affect and gaming, and found that
boredom is the most frequent emotion to precede gaming (Rodrigo et al. 2008).

2.2 Other work on detecting and understanding the causes of gaming

Some work does not rely on EDM for gaming detection, using instead other methods
for labeling the data as gamed or not, but does use EDM for subsequent analysis of the
labeled data (Baker et al. 2009; Cohen and Beal 2009)—we describe a representative
sample of such work here.
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One gaming detection approach entails human observation (Baker et al. 2004b;
Walonoski and Heffernan 2006a). For instance, in the seminal work on gaming, Baker
et al. (2004b) used several human observers in the classroom, as students interacted
with an ITS. The observers identified gaming by visual inspection. This approach
is challenging for several reasons. First, to avoid making students uncomfortable,
observers only watched students out of the corner of their eye, and so may have missed
nuances in a fast-paced classroom environment. Second, it’s challenging for a human
observer to be consistent in terms of ensuring all students are observed equally, and
so the results may be biased towards certain students. Given these challenges related
to human observation, there has subsequently been work on post hoc gaming iden-
tification. One method entails hand labeling of log data by a human coder (Baker
et al. 2009). This approach affords the coder time to consider all student actions and
attend to context-specific details that may be hard for a machine algorithm to recog-
nize. However, hand-coding of data is very labor intensive and human coders may
be inconsistent, particularly given the copious amounts of data that typically need to
be coded. Other approaches have focused on machine-based gaming detection. For
instance, the Help Tutor (Roll et al. 2006) relied on if-then rules that used latency
between actions to recognize when students were gaming hints by skipping them. In
contrast to the EDM approaches described above, these rules were designed by hand,
using an expert-centric approach of relying on existing psychology work to guide the
rule design. Likewise, latency between successive attempts and/or hint requests was
used to identify gaming in the Wayang Outpost tutor (Cohen and Beal 2009).

In addition to detection, there is also work outside of the EDM community on
understanding how student characteristics impact gaming. For instance, surveys were
administered to students to study how attitudes, e.g., towards computers, influence
gaming (Baker et al. 2008b). Survey methods were also used to understand how goal
orientation influences gaming frequency (Baker et al. 2005), and in particular whether
students with performance goals game more than those without. Contrary to expecta-
tions, no link was found between gaming and performance goal orientation; in fact,
students with this orientation solved problems more slowly than other students.

2.3 Interventions for discouraging gaming

Various interventions have been developed to discourage gaming and so foster learn-
ing—the design of these interventions is often informed by EDM findings, and so for
the sake of completeness, here we review a sample of this work. One strategy involved
the introduction of a mandatory delay before a student could ask for a hint, to discour-
age students from rushing through hints (Aleven 2001; Murray and VanLehn 2005).
Murray and VanLehn (2005) found that this design significantly reduced help requests,
but overall did not impact learning (although students with low initial expertise did
marginally learn more when given the intervention). Interestingly, the introduction of
a mandatory delay resulted in a new form of gaming, where students would repeatedly
cancel a step until they received proactive help from the tutor.

Other strategies for discouraging gaming include the incorporation of (1) supple-
mentary exercises and (2) an animated agent that shows disapproval upon detection of
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inappropriate student behaviors (Baker et al. 2006a). These interventions had a mar-
ginal impact on reducing overall gaming, as compared to a control condition. However,
while fewer students gamed, those students who did game did not game less. Further-
more, the interventions did not affect overall student learning. Yet another approach
to discourage gaming relies on visualizations of various student behaviors (Walonoski
and Heffernan 2006b; Arroyo et al. 2007). Walonoski and Heffernan (2006b) found
that a visualization of student behaviors did significantly reduce gaming in an ITS;
impact on learning was not assessed. This was done by Arroyo et al. (2007), who found
that visualizations of student progress fostered learning, while reducing some types of
gaming. There is also work on reducing help abuse, a form of gaming, through written
messages delivered upon its detection (Roll et al. 2006). This intervention significantly
reduced help abuse, but did not impact learning. In summary, while progress has been
made in discouraging gaming, more work is needed to understand how do so for all
students and how to improve learning outcomes in the process.

2.4 EDM work on understanding the utility of its help-related functionality

As we mentioned above, our analysis of gaming prompted us to investigate the utility
of tutor help. Therefore, here we review a representative sample of EDM work related
to understanding and/or modeling ITS help functionality.

Typically, skipping through high-level hints to reach the bottom-out hint that essen-
tially provides the solution step is labeled as gaming. In contrast, Shih et al. (2008)
conjecture that bottom-out hints could be considered analogous to worked-out exam-
ples, and so viewing only the bottom-out hint might not be harmful to learning. To
test this conjecture, a model was used that took into account the time a student thinks
about the bottom-out hint. The model embedded the assumption that the time before
an answer is produced corresponds to a student thinking about applying the hint, while
the time after an answer is produced corresponds to a student reflecting about the hint.
Analysis of log file data shows that bottom-out hint usage is indeed correlated with
learning, as are the model time-related parameters. While this study suggests there
is utility to bottom-out hints, it does not tell us whether skipping high-level hints is
harmful, or what added value (if any) there is to those kinds of hints.

In general, high-level hints are intended to elicit information from students, while
bottom-out hints tell information. Human tutors use a variety of elicit versus tell strat-
egies during one-on-one tutoring sessions; these strategies are much more flexible than
the ITS standard of including several high-level hints always followed by a bottom-out
hint. Some researchers have investigated whether Reinforcement Learning (RL) could
be applied to data from a tutoring corpus to learn elicit versus tell rules that would
enable an ITS to more flexibly provide help (Chi et al. 2010a,b). While an earlier
study did not show the RL approach to be significantly better than a random strat-
egy, a subsequent model did generate better learning gains over a random approach.
In this latter model, a larger set of features was used than in the original model,
which included student, domain and system features. Since these features were not
always ones predicted by current theories of learning, this work highlights how EDM
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can extend existing theories by providing fine-grained insights about the pedagogical
process.

Yet another example of EDM work investigating instructional interventions related
to ITS help provision used learning decomposition (Feng et al. 2009). Three peda-
gogical approaches, embedded in an ITS, were compared, including: (1) scaffolding
questions that appeared automatically when students generated an incorrect response
and that students had to answer correctly before proceeding; (2) scaffolding questions
that were instead available on demand, and that students were not required to answer;
(3) delayed feedback that was provided in the form of worked-out examples after
all problem solving was done. While the results are only marginally reliable, they
suggest that providing delayed feedback might be better than providing scaffolding
questions that students must answer. There was no difference, however, between scaf-
folding questions and delayed feedback when students were not forced to answer the
scaffolding questions.

The work described above relied on pre and post test data to help train EDM mod-
els. Such data, however is not always available, and so alternatively, students’ actions
during their interaction with an ITS may be used to infer variables of interest. For
instance, Beck et al. (Beck et al. 2008) relied on the BNT-SM toolkit (Chang et al.
2006) to learn the parameters of a Bayesian network designed to assess the impact of
tutor help on students’ problem solving and learning. The resulting parameters sug-
gest that help is slightly more “helpful” in terms of fostering learning than no help
(we provide more details on this work in Sect. 7.3). There is also work on biasing
the parameter learning process through Dirichlet wavelets, initialized to represent the
domain’s parameters (Rai et al. 2009)—to date, however, this method has not been
shown to result in better model prediction. Alternatively to using Dirichlet priors,
others propose using a k-means clustering approach to find parameters for clusters of
skills rather than individual skills, thereby reducing the space of parameters that need
to be learned (Ritter et al. 2008).

3 The primary data and gaming detector

We now describe the primary data source and gaming detector.

3.1 The primary data

Our primary data, obtained from the Pittsburgh Learning Center DataShop, corre-
sponds to logs of students using the Andes ITS (VanLehn et al. 2005) for assigned
class homework and test preparation. This data was collected from a total of six dif-
ferent college physics classes over the span of about three years.

Andes tutors Newtonian physics by providing corrective feedback and hints on the
target domain. Students solve problems in the Andes interface by drawing diagrams
via the provided tools and typing equations—we refer to such interface actions as
entries. Andes does not constrain students’ solution generation, in that students are
free to produce entries in any order they wish and/or to skip entries. Andes provides
immediate feedback for correctness on students’ entries, by coloring the entry red
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Table 1 Tutor-Student turn pairs

(a) Student: hint request (b) Student: entry

Fast Slow Fast Slow

(i) Tutor: bottom-out hint (S)Skip hint – (C)Copy hint –

(ii) Tutor: high-level hint (S)Skip hint – – –

(iii) Tutor: incorrect (red) – – (G)Guess (red only) – –

(iv) Tutor: correct (green) (P)No planning – – –

gamed cells i talici zed

(incorrect) or green (correct). As students solve problems, they can ask Andes for
hints. The Andes hint sequence starts out with general information (e.g., “Why don’t
you continue with the solution by working on setting the pressure at a point open to
the atmosphere”) and ends with a bottom-out hint that indicates the step to enter (e.g.,
“Write the equation Pa = Pr0”). To discourage students from always clicking through
to the bottom-out hint, Andes assigns a score to each problem, which is decremented
slightly every time a bottom-out hint is requested. Full details on the system may be
found in (VanLehn et al. 2005).

3.2 The gaming detector

We now describe the gaming detector (Muldner et al. 2010). After irrelevant actions
are removed from the log data, a log consists of a time-stamped sequence of tutor-stu-
dent turn pairs (e.g., tutor indicates an entry is incorrect, student responds by asking
for a hint). To address our research questions, we needed to know which of these turn
pairs corresponded to gaming. Given that the data comprised about 900,000 pairs,
manual analysis was not feasible. Therefore, we first hand-analyzed a fragment of the
log data to identify patterns indicative of gamed turn pairs (described below). Next,
we encoded these patterns into a computational rule-based gaming detector that could
automatically label the data. We then applied the detector to the data, hand-checking
its output on a new data fragment, and revising as necessary.

For purposes of the analyses reported here, we classified the tutor turns as follows:
(i) coloring an entry red (incorrect), (ii) coloring an entry green (correct), (iii) provid-
ing a bottom-out hint, or (iv) providing a high-level hint (we did not further subdivide
the high-level hints since the number and characteristics of such hints varied consid-
erably). We classified a student’s turn as either (a) asking for a hint or (b) generating
an entry. Thus, there are 4 × 2 = 8 types of turn pairs (see Table 1).

Each turn pair has a time duration associated with it, which is how long the student
paused between seeing the tutor’s turn and starting to take action. We assume that turn
pairs with long durations are not gaming. Of the eight possible turn pairs with short
durations (see Table 1), we consider the following five to be gaming:

(1–2) Skipping a hint: the tutor presents a hint and the student skips the hint by quickly
asking for another hint (see ‘S′cells in Table 1). This suggests the student is
trying to reach the bottom-out hint without even reading the preceding hints.
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(3) Copying a hint: the tutor presents a bottom-out hint and the student quickly
generates a solution entry, suggesting a shallow copy of the hint instead of
learning of the underlying domain principle1 (see ‘C’ cell, Table 1).

(4) Guessing: the tutor signals an incorrect entry, and the student quickly generates
another incorrect entry, suggesting s/he is guessing instead of reasoning about
why the entry is incorrect (see ‘G’ cell in Table 1). This is the only student entry
for which we take into account correctness, as not doing so might incorrectly
classify fixing slips as gaming (i.e., the other half of the fast cell next to the ‘G’
cell, Table 1).

(5) Lack of planning: the tutor signals a correct entry and the student quickly asks
for a hint, suggesting reliance on hints for planning the solution (see ‘P’ cell,
Table 1).

Other gaming detectors also consider hint abuse (i.e., skipping, lack of planning) and
guessing as gaming (e.g., Walonoski and Heffernan 2006a; Cohen and Beal 2009). We
also labeled copying hints as a gaming behavior because we wanted to capture instances
when students were not reasoning about the bottom-out hint content (although as
Sect. 6 describes, the copy category was gamed very infrequently). Note that copying
a hint does not take into account the possibility that a student may copy the hint and
then reason about it. This was explored in (Shih et al. 2008), by analyzing time spent
after a hint was copied. However, a time lag after a hint could also correspond to a
student reasoning about the next solution entry. How students reason after copying a
bottom-out hint could be verified by obtaining verbal protocols of students interacting
with an ITS. Since at this point we do not have such data, for the time being we only
consider time before an entry is generated, as we felt this was more likely to correspond
to reasoning about the entry.

Setting the time thresholds. Gaming detection relies on having reasonable time
thresholds, one for each of the five gamed turn pairs. To set the thresholds, we obtained
a value for each turn pair through a visual inspection of (1) the log file data and (2)
the time distribution for each turn-pair under consideration (e.g., see Fig. 1). We were
conservative when setting the thresholds. For instance, we set the skipping hint thresh-
old T < 3 s 2. The Andes log files only afford precision rounded to a full second, so
skipping a hint means a student spent zero, one or two seconds on the hint before
asking for another hint. While this range likely does not afford sufficient time to read
all of a hint, the threshold captures instances when students are skipping most of the
hint.

Unless otherwise stated, the results reported throughout this paper are based on
applying the above-described gaming detector to the full Andes data set, correspond-
ing to a set of 318 unique problems and 286 students.

1 A high-level hint followed by a fast entry is not gaming since you can’t copy high-level hints.
2 The other thresholds were as follows: copying <4 s; guessing related to equations that were typed <4 s;
guessing related to free-body diagrams that were drawn with interface tools <6 s. lack of planning<4 s.
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Fig. 1 Viewing time distribution for turn pairs corresponding to cells (i–ii)-(a) in Table 1

4 What is a better predictor of gaming: student or problem?

A primary research question we wanted to explore is whether student or problem
features better predict gaming. To do so, we first obtained measures on gaming, as
follows:

PerGamingsp percentage of gaming by a student s on a problem p (1)
∑p=N

p=1 perGamingp/N average gaming by a student s across all N

problems p solved by that student (2)
∑s=M

s=1 perGamingp/M average gaming on a problem p across all M students s (3)

We use problem as the unit of analysis (see Eq. 1; Eq. 2 and 3 rely on it). Some research
has used lesson as the primary unit of analysis (Baker et al. 2009). In fact, the ideal
unit would correspond to tutor-student turn pairs, as these are where a student makes
a game versus no-game decision. However, we need a unit of analysis that can be
compared across students, so that we can determine whether all students tend to game
at “the same” place. It would be difficult to determine if turn-pairs from one student are
“the same” as turn-pairs from another student. The smallest unit of analysis that allows
simple equivalence across students is the problem. Thus, we chose problem as the unit
of analysis instead of lesson (too large) or tutor-student turn pairs (not equatable; too
small). In these calculations, we use percentage of gaming (see Eq. 1) instead of raw
values to avoid biasing the analysis towards, for instance, short problems.

We did not consider a series of rapid hint requests within a given problem as a sin-
gle gamed action, for several reasons. First, lumping together a series of hint requests
abstracts information on how many hints and which hints are skipped, and so fails to
provide information on students’ hint usage. Second, it does not make sense to lump
certain gamed actions if other actions are not lumped (e.g., a series of non-gamed
correct entries, or a series of slow hint requests), since this could skew the results.

An alternative approach includes using a step as the base measure within a problem
instead of individual actions, where a step includes all the actions corresponding to a
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single entry (which includes asking for hints about that entry, incorrect attempts, and
the final correct entry). In this scheme, a step would be labeled as gamed or not, and
the overall percentage of gamed steps within a problem would be used in the various
models. This approach suffers from its own drawbacks—a prominent one being that
it is not clear when a step should be labeled as gamed (e.g., when a student games
a single action while generating a step? Multiple actions—if so how many?). Given
these considerations, for the analysis reported here we label each action as gamed
or not, and then obtain the overall percentage of gamed actions for a given problem,
although we may revisit the step analysis in the future.

To investigate predictors of gaming we conducted four different analyses, enabling
us to triangulate results across them. The first three analyses were presented in (Muld-
ner et al. 2010), extended here with analysis on mined Bayesian parameters in Sect. 4.4.

4.1 Linear regression analysis

One way of investigating predictors of gaming is through a linear regression analysis.
In the linear regression, we used PerGamingsp (see Eq. 1 above) as the dependent
variable, and two independent variables: (1) student, the average gaming by a student
s across all N problems p solved by that student (see Eq. 2 above), and (2) problem,
the average gaming on a problem p across all M students s who solved that prob-
lem (see Eq. 3 above). The model we obtained is significant (F=16915, p < 0.001),
and accounts for 60.8% of the variance (R2 = .608). In this model, both student
and problem yield a significant correlation with the dependent variable, but student is
more strongly associated with gaming (student: standardized coefficient= .658, t =
152.7, p < 0.001; problem: standardized coefficient= .325, t = 74.23, p < 0.001).

Thus, the overall regression equation is as follows:

perGameds,p = const + .658students + .325problemp

If we enter the independent variables separately to analyze the variance explained
by each, the student variable accounts for 49.6% of the variance (standardized
coefficient = .713), while the problem variable accounts for 18.6% of the variance
(standardized coefficient = .434).

To explore the impact of a given data set (i.e., class or course section), we re-ran the
regression analysis with a third independent variable, namely data set id. This variable
explained only an additional 1% of the variance, showing that data set had at best a
weak effect on gaming, and so we did not consider it in subsequent analysis.

4.2 Self-correlation analysis

Another way to verify whether students are more consistently gaming across problems
or if instead problems are more consistent across students is to randomly sub-divide
students (or problems) into buckets and then check for correlation between the buckets.
To this end, to check how consistent students were in terms of gaming across problems
(student self-correlation), we created two buckets by (1) randomly splitting problems
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Fig. 2 Scatter plot for student (le f t) and problem (right) self correlations from the Andes data (percentage
of gaming shown on X and Y axes)

solved by a given student across the two buckets and (2) storing in each bucket the
average gaming across that bucket’s problem subset, obtained using Eq. 2 above but
applied to the bucket subset. A correlation analysis yielded a high degree of associa-
tion between the two buckets (r = .963, p < 0.001). That is, if a student tended to
game problems in the A bucket, then that student also tended to game problems in
bucket B.

We used an analogous technique to check how consistent problems were across stu-
dents (problem self-correlation). Specifically, we created two buckets by (1) randomly
splitting students who solved a given problem across the two buckets and (2) storing
in each bucket the average gaming across all students for that problem, obtained using
Eq. 3 above. We also found a high degree of association between the two buckets
(r = .89, p < 0.001). That is, if a problem was often gamed by students in bucket A,
then it was also often gamed by students in bucket B (Fig. 2 shows the scatter plots
for the two analyses). However, the correlation coefficient for the latter analysis was
lower than for the former, suggesting that students are more consistent than problems.
Specifically, if a student is a high gamer on half of the problems, then the student is also
likely to be a high gamer on the other half. In contrast, if a problem is a high-gaming
problem for half the students, then it is less likely to be a high-gaming problem for
the other half. We verified the difference between the two correlation coefficients was
reliable using Z scores (Lowry 2010); this was indeed the case (Z = 6.9, p < 0.05).

4.3 Gaming frequency distributions

Yet another way to investigate predictors of gaming is to examine histograms of gaming
frequency. That is, we can look at how many students are high frequency gamers versus
middle versus low frequency gamers. If differences among students are completely
unimportant, and all students tend to solve roughly the same set of problems, then
gaming frequency should be normally distributed (i.e., most of the gaming frequen-
cies should cluster around the average). In fact, the student distribution is significantly
different from the normal (Shapiro-Wilks test of normality W = .89, p = 0.02), and
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Fig. 3 Andes data on student (top) and problem (bottom) gaming distributions. Each bucket contains
students (or problems) with a 3% gaming range (e.g., bucket 6 has 3% <gaming <6%)

appears bimodal (see Fig. 3, top). As the graph shows, there is one group of students
who frequently game, and another group who seldom game. This again suggests that
differences between students play an important role in gaming frequency.

Likewise, if the characteristics of problems are completely unimportant, then a
histogram of the number of problems (y-axis) gamed at a certain range of frequen-
cies (x-axis) should be normally distributed (Fig. 3, bottom). This is the case: the
Shapiro-Wilks test of normality showed that the problem distribution is not signif-
icantly different from normal (W = .92, p > 0.05). Thus, it appears once again
that characteristics of students are more important than characteristics of problems in
predicting gaming.

4.4 Parameter learning for predicting gaming

We also rely on Bayesian network parameter learning to investigate how student ver-
sus problem predicts gaming, using the Bayesian network shown in Fig. 4 (top). In
this network, all nodes are observable and binary, and have the following semantics:
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Fig. 4 Predictive Bayesian network (top) and corresponding parameters obtained from the Andes log data
via the Netica counting algorithm (bottom). The parameters for P(gamed = false |. . .), not shown here, are
simply 1−P (gamed = true |. . .)

• ‘studentClass’: whether a student is a low or high gamer
• ‘problemClass’: whether a problem is a low or high gamed problem
• ‘gamed’: true if a tutor-student turn pair was gamed and false otherwise (see Table 1

for a listing of the turn pairs)

Thus, the network models how student and problem predict gaming. To obtain data for
setting the values of the student and problem class nodes, we classified: (i) each student
as a low or high gamer, based on a median split of average gaming obtained using
Eq. 2 presented above and (ii) each problem as a low or high gamed problem based on
a median split of average gaming obtained using Eq. 3. The data for setting the value
of the ‘gamed’ node was provided by the gaming detector described in Sect. 3.2.

Since all nodes in the network are observable, we used Netica (Netica Reference
Manual 2010), a Bayesian network toolkit, and specifically its counting algorithm to
learn the network parameters from the Andes data. The counting algorithm uses a tra-
ditional one-pass method to determine the probabilities, which essentially amounts to
counting the number of times a node takes on a certain value given each configuration
of the parents (for details, see Russell and Norvig 2009). The resulting parameters
are shown in Fig. 4 (bottom) and support the above findings that student is a stronger
predictor of gaming than problem. In particular, the probability of gaming is higher
when the ‘studentClass’ node is high and the ‘problemClass’ node is low, as compared
to when the ‘problemClass’ node is high and the ‘studentClass’ node is low. Another
way of looking at this is to consider the fact that when studentClass is low, indicating
a student is not a gamer, then the probability of gaming is below 20%, regardless of
whether a low or high gaming problem is solved by that student. In contrast, when
studentClass is high, indicating that a student is a gamer, the probability of gaming
is much higher, both when a low and a high gamed problem is solved. Conversely,
when problem class is low, then the probability of gaming more depends on the type
of student solving that problem (alternating between about 10% if the student is a low
gamer and 37% if the student is a high gamer); likewise, when the problemClass is
high. All together, this suggests that while problem does have an impact, it is less than
the type of student solving that problem.
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Fig. 5 Naïve Bayes classifier (top) and corresponding parameters obtained from the Andes log data via the
Netica counting algorithm (bottom). The parameters for P([problem,student]Class = low |. . .), not shown
here, are simply 1−P ([problem, student]Class = high |. . .)

An alternative network structure to the one in Fig. 4 is a naïve Bayes classifier, such
as the one shown in Fig. 5. The disadvantage of this network, however, is that by defi-
nition its structure assumes that student class and problem class are independent given
evidence of gaming, which is not necessarily the case (in fact, the predictive network
in Fig. 4 suggests that the two variables are related). For the sake of completeness,
we used Netica to learn the parameters for this network. As Fig. 5 (bottom) shows,
the results confirm the above analysis, in that the probability of gaming is higher if
‘studentClass’ is high than when ‘problemClass’ is high (see, Fig. 5, bottom; in fact,
if we set the value of ‘studentClass’ = high and ‘problemClass’ = low, the probabil-
ity of gaming is 0.48, higher than the p = 0.28 obtained when we set the value of
‘studentClass’ = low and ‘problemClass’ = high).

5 How do Gaming predictors in other tutors compare to those in Andes?

Past research has shown that both student and instructional aspects influence gam-
ing, but to date there does not exist agreement as to which is the stronger predictor.
Work suggesting that instructional features drive gaming (Baker et al. 2009) relied on
data from the Algebra Cognitive Tutor (Koedinger et al. 1995; Carnegie Learning Inc.
2010). To see whether the particular data we used influenced the finding that student
was the strongest predictor of gaming, we applied the gaming detector and analyses
to the Cognitive Tutor data used in (Baker et al. 2009).

Before presenting the results, we provide a brief overview of the Cognitive Tutor.
This tutor provides problems for students to solve, which they do by typing and/or
drawing objects in the interface, much like in Andes. Also as in Andes, the Cognitive
Tutor allows students to ask for hints, which start out general and end in a bottom-out
hint that informs students of the step needed to generate the solution. Given this, the
general gaming detection framework presented in Sect. 3.2 is also appropriate for
gaming detection in the Cognitive Tutor data. Prior to applying it to the new data
set we refined the gaming thresholds to make them appropriate in the context of the
Cognitive tutor, using the method described in Sect. 3.2 to set the thresholds.
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Once the gaming detector labeled the Cognitive Tutor data, we obtained informa-
tion for PerGaming, problem and student using Eqs. 1, 2, 3 (i.e., as for the Andes
data set, see Sect. 4), and analyzed the relationship between these variables using the
methods presented in Sect. 4. The results, presented below, are based on data from 53
individual students 775 unique problems.

Linear Regression Analysis. A linear regression with PerGamingsp (Eq. 1, Sect. 4)
as the dependent variable, and as the independent variables, student (Eq. 2, Sect. 4)
and problem (Eq. 3, Sect. 4) produced a significant model (F = 4588, p < 0.001)
that accounted for 42% of the variance (R2 = .420). In this model, both student and
problem are correlated with the dependent variable, although student yields a higher
correlation than problem (student: standardized coefficient= .52, t = 76, p < 0.001;
problem: standardized coefficient= .35, t = 51, p < 0.001).

If we enter the independent variables separately to analyze the variance explained
by each, the student variable accounts for 30% of the variance, while the problem
variable accounts for 15% of the variance.

Self-correlation Analysis. We used the method in Sect. 4.2 to analyze whether stu-
dents were consistently gaming on problems, i.e., by randomly assigning problems
a given student solved to two buckets and obtaining an overall problem average. We
found a high degree of association (r. = .973, p < 0.001). In contrast, when we
analyzed that problems were consistently gamed on by randomly assigning students
to two buckets and obtaining an overall average, the analysis yielded a lower degree
of association (r = .55, p < 0.001); the difference between the two correlation
coefficients is reliable (Z = 10.5, p < 0.05). Thus, if a student is a high gamer on
half of the problems, then the student is also likely to be a high gamer on the other
half. In contrast, if a problem is a high-gaming problem for half the students, then it
is less likely to be a high-gaming problem for the other half. This analysis confirms
the Andes findings that students are more consistent and thus better predictors than
problems when it comes to gaming.

Gaming frequency distributions. As we proposed in Sect. 4.3, distributions of gam-
ing frequency across students (or problems) should be normally distributed if differ-
ences between students (or problems) do not impact gaming. The histograms for the
student and problem gaming distributions from the Cognitive Tutor data are shown in
Fig. 6.3 Based on a visual inspection, the student gaming distribution is not as cleanly
separated into low and high gamers as the Andes data. This distribution is not normally
distributed according to the Shapiro-Wilks test of normality (W = .64, p < 0.05).
However, if we remove the outlier (see bucket 38, Fig. 6, top), then the Shapiro-Wilks
test reports a normal distribution (W = .912, p > 0.05).

The problem gaming distribution appears normally distributed in the middle of the
graph, but not on the extreme ends. Specifically, there is a large number of problems
in the Cognitive Tutor that receive very little gaming (bucket 1, Fig. 6, bottom), and
there is a long tail in the upper end of the distribution, suggesting that a few Cognitive

3 The distributions are divided into smaller buckets in Fig. 6 than in Fig. 2, because the Cognitive Tutor
data had an overall lower gaming frequency, and so bigger buckets would have collapsed the data into
very few buckets. The previously reported Andes results hold if we subdivide the Andes buckets into the
Cognitive Tutor-sized buckets.
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Fig. 6 Cognitive Tutor data on student (top) and problem (bottom) gaming distributions. Each bucket
contains students (or problems) with a 1% gaming range (e.g., bucket 1 has 0% <gaming <1%)

Fig. 7 Parameters for the Bayesian network shown in Fig. 4 obtained with the Netica counting algorithm
for the Cognitive Tutor data. The parameters for P(gamed = false | . . .), not shown here, are simply 1−P
(gamed = true | . . .)

Tutor problems are highly gamed. These two factors likely contribute to the result
that this distribution is not normally distributed according to the Shapiro-Wilks test
(W = 0.71, p < 0.05), which is not consistent with our hypothesis.

Parameter learning for predicting gaming. We used the Cognitive Tutor data to
learn the parameters for the Bayesian network shown in Fig. 4—the results are shown
in Fig. 7 (see Sect. 4.4 for a complete description of this technique). As was the case
with the Andes log data, in the Cognitive Tutor the probability of gaming is higher
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Table 2 Gaming opportunities for each Tutor–student turn pair

(a) Student: Hint Request (b) Student: Entry

fast slow fast slow

 (1) Tutor: B-O Hint S: 0.02 (.3) .2 (2.1) 1.8 (23.6) 5.7 (73.9)

 (2) Tutor: H-L Hint S: 18.4 (58.6) 5.8 (18.5) .7 (2.3) 6.4 (20.6)

 (3) Tutor: Incorrect
3.0 (12.4 ) 2.5 (10.3 )

C:

G: 5.4 (22.1) 
(RED)

4.8 (20)
(GREEN)

8.7 (35.8)

 (4) Tutor: Correct P: 5.3 (14.5) 3.6 (10.0) 14.1 (38.9) 13.3 (36.6)

Shown in each cell: (1) the mean % of a student responses overall (i.e., the 17 numbers in the table sum to
100%), (2) in parentheses: mean % of a student response for that row’s tutor action
Fast: student action <gaming threshold; slow: student action >gaming threshold; B-O: Bottom-out, H-L:
High-level

when student is true/problem is false than vice versa, again suggesting that student is
a stronger predictor of gaming than problem.

In summary, the majority of the analyses with the Cognitive Tutor data confirms the
Andes-related findings in Sect. 4 that student is a stronger predictor of gaming than
problem. The ‘gaming distribution’ analysis was the only one that did not support this
conjecture. This latter analysis suggested that compared to the Andes problems, some
problems in the Cognitive Tutor appeared to be less consistently gamed; likewise that
differences between students were not as pronounced as in the Andes data set.

6 Gaming profiles: how much and where are student gaming?

The analyses above established that frequency of gaming depends more on who rather
than what is being gamed, but do not provide any insight into how gaming is occur-
ring, nor its consequences. Thus, for the remainder of the paper, we will focus on
obtaining details on students’ gaming and related behaviors and how these impact
outcomes of interest, including problem solving and learning. For these analyses, we
will use the Andes data (while it would be interesting to compare whether differences
exist between the Andes and Cognitive Tutors, we leave doing so for future work).
We begin with a descriptive analysis of the Andes data, which will set the stage for
guiding subsequent analysis.

On average, 22.5% of tutor-student turn pairs were gamed. We first analyzed where
the gaming was occurring—the results are shown in Table 2, which extends Table 1
with numeric data (as in Table 1, the italicized cells indicate gamed turn pairs). For
this analysis, because we were interested in general in how students gamed, we col-
lapsed across problems (i.e., obtained for each type of turn pair the total number of
corresponding actions across all problems for a given student); Table 2 reports the
average percentage for each type of turn pair.

As shown in Table 2, students most frequently took advantage of the opportunity
to game when the tutor presented a high-level hint: on average, 18.4% of all stu-
dent actions corresponded to gaming on these hints; when given such a hint, students
gamed on it 58.6% of the time. In contrast, bottom-out hint turn-pairs were rarely
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Table 3 Gaming opportunities for each tutor–student turn pair for low and high gamers

(a) Student: Hint Request (b) Student: Entry

fast slow fast slow

LG S: 0.02 0.07 C: 0.34 3.2
(1) Tutor: B-O Hint

HG S: .03 .25 C: 3.3 8.3

LG S: 7.1 6.4 0.53 7.3
(2) Tutor: H-L Hint

HG S: 29.7 5.1 0.92 5.7

LG 3.2 3.2 G: 5.5 (RED) 5.3 (GREEN) 11.4
(3) Tutor: Incorrect

HG 2.8 1.8 G: 5.2 (RED) 4.2 (GREEN) 6.0

LG P: 1.5 3.4 20.3 21.1
(4) Tutor: Correct

HG P: 9.1 3.9 8.1 5.5

Shown in each cell is the mean % of a student response given a tutor action over all 17 possible combinations
for the low gamers (LG upper half cell) and high gamers (H G lower half cell)
Fast: student action <gaming threshold; slow: student action >gaming threshold; B-O: Bottom-out, H-L:
High-level

gamed. After skipping of high-level hints, guessing and lack of planning (see ‘G’ and
‘P’ cells, Table 2) were the next most frequently gamed turn-pairs (5.4% and 5.2%,
respectively). Gaming by copying bottom-out hints was rare (see ‘C’ cells, Table 2).

In order to compare the gaming patterns of students who frequently gamed with
those who infrequently gamed, we divided students into low gamers and high gamers
based on a median split. The gaming profiles for each group are shown in Table 3. As
the table highlights, high-level hints are a highly-gamed feature by both low and high
gamers. Furthermore, low gamers are more likely to game by guessing than high ga-
mers; this is the only gaming turn pair that low gamers abuse more than high-gamers.
Another way to investigate differences between low and high gamers is to subdivide
the data slightly differently: instead of considering at all the possible tutor-student
turn pairs, as we do in Tables 2 and 3, we can instead analyze how much students
game on a certain turn-pair in proportion only to the total five gaming opportunities
(e.g., skipping high-level hints/total gamed events). The results of doing so are shown
graphically in Fig. 8. On average, low gamers were significantly more likely than high
gamers to game by guessing (46% vs. 13.2%; F(1, 283) = 126, p < .01). On the
other hand, in contrast to low gamers, high gamers had a significantly higher propor-
tion of skipped high-level hints (61.6% vs. 43.4%; F(1, 283) = 64, p < .01), lack of
planning (18.5% vs. 8.9%; F(1, 283) = 159, p < .01) and bottom-out hint copying
(6.5% vs. 1.7%; F(1, 283) = 215, p < .01).

7 Exploring the utility of hints for supporting problem solving and learning

Over all students’ gaming opportunities, as well as proportion of gaming for high
gamers, high-level hints elicited the most gaming. Some investigators propose that
gaming is in part due to the fact that reading hints does not influence solution entry
success, i.e., that hints are not helpful (Baker et al. 2009). We wanted to see if this was
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Fig. 8 Proportion of gamed-turn pairs for low and high gamers

the case for the Andes data—if we found evidence that hints were not helpful, then this
would provide insight into why the high-level hints were gamed as much as they were.

7.1 Hint viewing

The most basic analysis we started with was to calculate the time students spent on
hints. To do so, we obtained the latency between the provision of a hint and the next
student action. On average, students spent 9.2 s vs. 5.7 s. on bottom-out versus high-
level hints. High gamers spent significantly less time on hints than low gamers, both
on bottom-out hints (7.5 s vs. 10.9 s; F(1, 277) = 71, p < .01) and high-level hints
(3.2 s vs. 8.1 s; F(1, 286) = 246, p < .01). Thus, both low and high gamers devoted
more time to bottom-out than high-level hints. High gamers’ average viewing time
for high-level hints was quite low, suggesting that in contrast to low gamers, these
students did not pay much attention to high-level hints.

7.2 Hint utility: basic analyses

In this section, we report Andes hints’ impact on short-term performance, i.e., does
the hint scaffold the student to generate the entry after seeing a hint (Muldner et al.
2010). In the subsequent section, we describe hints’ impact on long-term outcomes,
namely learning.

If for a moment we don’t consider entry correctness, high gamers tried to generate
an entry only about 16% of the time after receiving a high-level hint, asking for another
hint the other 84% of the time. Low gamers, on the other hand, responded to a high-
level hint with an entry about 36% of the time. This is in contrast to bottom-out hints,
when both low and high gamers responded to the hint with an entry about 97% of the
time. The latter is probably due to the fact that asking for a hint after the bottom-out
hint merely repeats the hint, so students only do so by accident.

For each student, we obtained the percentage of time s/he was successful at (even-
tually) generating the correct entry after receiving each type of hint (bottom out, high
level). Note that (1) students may require several attempts in order to generate a correct
entry and (2) if hint B is requested after hint A but prior to generating a correct entry,
then hint A is not counted as “successful” for helping the student. We acknowledge
that in some situations, hint information might be additive, i.e., seeing hint A might
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add information to hint B. If this is the case, then high-level hints are at a disadvantage
in this analysis.

If students did generate a correct entry (or entries) after seeing a bottom-out hint,
on average, they were successful in 90% of instances (i.e., the entry was correct, albeit
possibly after several tries, as we show below). There was little difference between
low and high gamers for this analysis (89% vs. 92%, respectively, NS difference).
After high-level hints, students (eventually) generated a correct entry 73% of the time
(again, this may have required several tires, as we analyze below). There was also little
difference between low and high gamers (72% vs. 73%, respectively, NS difference).
This suggests that high-level hints scaffolded students to generate the solution entry
in about three out of four instances, albeit doing so may have taken a number of tries,
as we now show.

After bottom-out hints, students required 1.1 attempts on average (1.23 for low
gamers versus 1.19 for high gamers, NS), and took 29 sec. to answer correctly (34 s for
low gamers versus 23 s for high gamers, F(284, 1) = 4, p = .052). This makes sense,
assuming that most students copied entries from the bottom out hints, but the entries
were complex enough that it took about a half-minute to do the copying, and occasion-
ally generated typos and other minor errors. After high-level hints, on average students
required 1.83 attempts to generate the correct entry; here low gamers needed signifi-
cantly fewer attempts than high gamers (1.66 vs. 2.01, F(1, 284) = 17, p < 0.001),
suggesting that perhaps the low gamers were more diligent about applying high-level
hints. This conjecture is supported by the fact that low-gamers spent significantly
longer than high-gamers to generate a correct entry after seeing a high-level hint (37 s
vs. 28 s; F(1, 286) = 9, p < 0.01).

7.3 Hint utility: machine learning analyses

Above, we analyzed the short-term impact of hints with a relatively simple technique,
i.e., by counting the number of times a student was able to (eventually) generate a
correct response after seeing a hint. A more complex alternative is to rely on Bayesian
network parameter learning to explore the impact of help on both short-term perfor-
mance and long-term learning. This was originally implemented in (Beck et al. 2008),
where it was applied to data from the Reading Tutor, an ITS designed to help children
learn to read (Beck et al. 2004). Here, we apply this method to the Andes data. In
this section, we explore the impact of hints in general for all students, while in the
subsequent section we tease apart hints’ influence on low versus high gamers.

For parameter learning, we relied on the BNT-SM Bayesian network parameter
learning toolkit (Chang et al. 2006), which was also used in (Beck et al. 2008) and
is based on the established MatLab Bayesian toolkit BNT (Murphy 2004). Learning
in BNT-SM is accomplished using Expectation Maximization (Dempster et al. 1977),
since as we shall see below, some of the network variables are latent, i.e., not ob-
servable. The toolkit is especially useful for parameter learning of dynamic Bayesian
networks, DBNs (Dean and Kanazawa 1989). DBNs model the evolution of states of
interest over time, by including so called time slices to represent particular points in
time (e.g., a basic dynamic Bayesian network for modeling the evolution of knowledge
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Fig. 9 Basic knowledge-tracking DBN model (top) & corresponding parameters mined from Andes data
(bottom)

is shown in Fig. 9, top). BNT-SM implements parameter tying for dynamic Bayesian
networks (Murphy 2002), meaning that expected statistics are pooled for all nodes that
share the same parameters (e.g., ‘knowledge’ nodes in Fig. 9). Consequently, when
machine learning is applied, the same parameter for a given node class is obtained,
which is the desirable outcome (although not all Bayesian toolkits yet implement
parameter tying, e.g., Netica does not).

7.3.1 The basic knowledge-tracing model

We begin by presenting a simple knowledge-tracing model, one that does not take
into account the impact of hints at all, shown in Fig. 9 (referred to as the Basic model
below). This model is advocated as one appropriate for inferring student learning from
problem-solving actions (Corbett and Anderson 1995; Reye 2004); Beck et al. (2008)
use it as the baseline model to compare against a “Help” model, something we also
do here. The Basic model, a dynamic Bayesian network, encodes two variables: (1)
‘knowledge’, i.e., the probability that a student knows a particular domain principle,
and (2) ‘solution entry’, i.e., the probability that a student will generate a correct
problem-solving entry as a result of applying the corresponding domain principle. In
this model, all nodes have binary values, namely correct/incorrect for solution entries
and mastered/unmastered for knowledge. Note that ‘knowledge’ is not observable, but
‘solution entry’ is observable (i.e., its value can be set given evidence corresponding
to a student’s correct or incorrect solution entry).

The Basic model captures four key variables relevant to student modeling of
problem solving and learning in instructional contexts (Conati et al. 2002; Reye 2004;
Beck et al. 2008):

– guess: the probability the student will generate a correct entry (captured by the
‘solution entry’ node in the network in Fig. 9) by guessing when the correspond-
ing knowledge is in the unmastered state;
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– slip: the probability the student will not generate a correct entry when the corre-
sponding knowledge is in the mastered state;

– learn: the probability the student will learn the domain principle, which was unmas-
tered in the past and which is needed to generate the corresponding entry;

– forget: the probability the student will forget a domain principle that was mastered
in the past, needed to generate the corresponding entry.

Figure 9, bottom, operationalizes these four variables in terms of Bayesian network
parameters (probabilities shown are learned from the Andes data, as we describe
below). BNT-SM requires that initial conditional parameter table (CPT) values are
provided: to do so, we rely on the ones specified in (Beck et al. 2008), taking into
account parameters advocated for Andes-specific Bayesian networks (Conati et al.
2002). These, however, are only starting values, as they are subsequently refined by
the learning algorithm.

When we used BNT-SM to learn the four parameters (guess, slip, learn, forget) for
the Andes data in the Basic model shown in Fig. 9, top, we obtained the values shown
in Fig. 9, bottom. Note that BNT-SM learns parameters for individual skills—in (Beck
et al. 2008), a single value was reported, suggesting that an average over the whole
set of parameters learned was obtained; that is what we report here. The parameters
learned from the data for the Basic model suggest that in Andes, there is a moderate
probability of guessing and learning (interestingly, the probability of learning is quite
a bit higher than that reported in the Reading Tutor network, i.e., Andes learn = 0.25
versus Reading Tutor learn = .08).

7.3.2 The help model

The network in Fig. 9 does not represent the influence of hints on problem solving
or learning. Thus, as the next step we used BNT-SM to learn parameters for a DBN
that does account for hints, referred to as the Help model below. The Help model was
proposed in (Beck et al. 2008), and is shown in Fig. 10, top. This model extends the
one in Fig. 9 with an additional observable node, ‘hint(s)’. The Help model in (Beck
et al. 2008) used a binary ‘hint(s)’ node, with values true/false to indicate the pres-
ence/absence of tutor help, respectively. While we are also interested in investigating
the impact of various kinds of hints, something not captured with a binary-valued
node, we begin with this binary ‘hint(s)’ node network.

The ‘hint(s)’ node has the following semantics: If a student asked for one or more
hints related to (described below) a given entry, then hint(s)=true, and hint(s)=false
otherwise. We say a hint could be related to an entry because when Andes displays a
hint, it is shown and remains visible in a side panel, so a student could, for instance,
ask for a hint, generate an incorrect entry, look back at the hint, and generate a correct
entry. Thus, once a student asks for a hint, the value of ‘hint(s)’ node will be true until
that entry concludes (i.e., student generates a correct entry for the current solution step
or gives up and moves on). The ‘hint(s)’ node includes links to both the ‘knowledge’
and ‘solution entry’ nodes in the DBN, which model several hint-related influences,
shown in Fig. 10, bottom; key ones include:
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Fig. 10 Help DBN model (top) and corresponding parameters mined from Andes data (bottom)

– scaffolding, the short-term influence of a hint(s): the probability of a correct entry
given that a hint(s) was requested and the relevant knowledge was unmastered;

– learnWithHint(s): learning of a domain principle via a requested hint(s);
– learnNoHint(s): learning of a domain principle without a hint request.

Beck et al. (Beck et al. 2008) used BNT-SM to learn the parameters for the Help net-
work using data from the Reading Tutor, and reported that tutor help was useful both
in terms of scaffolding problem solving and learning—albeit its influence on learning
was very minor: learning with a hint obtained a learnHint parameter of 0.088, while
the learnNoHint parameter was only very slightly lower at 0.083.

To explore the impact of hints in Andes, we used BNT-SM to learn the Help model
parameters with the Andes log data; the results are shown in Fig. 10, bottom. We
found, as did (Beck et al. 2008), that when students did not posses the necessary
domain knowledge, a hint(s) increased the probability of a correct entry, i.e., scaf-
folded problem solving, as compared to episodes where students did not ask for a
hint(s) (and thus probably guessed, see scaffold versus guess, p = .38 vs. p = .31,
Fig. 10, bottom), confirming the analysis in Sect. 7.2. In contrast to the results in (Beck
et al. 2008), we found that overall, students learned slightly worse when they received
hint(s), as compared to whey they did not receive hints (i.e., p = .21 vs. p = 23,
learnWithHint versus learnNoHint, Fig. 10, bottom). We will return to why this may
have been the case shortly.

To explore the utility of different types of hints we refined the domain of the ‘hint(s)’
node to include three values: high-level (HL), bottom-out (BO), none. To set the value
of this node, we followed the approach above by looking for hints related to an entry,
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Fig. 11 Parameters for the Help DBN model shown in Fig. 10 but revised with a three-valued hint node:
high-level (HL, high-level hint obtained), bottom-out (BO, bottom-out hint obtained), none (step generated
without requesting a hint)

but set the value of ‘hint(s)’ to: (1) bottom-out if a student requested a bottom-out hint
related to the current entry, (2) high-level if a student requested a high-level hint, and
no bottom-out hint(s), related to the current entry, and (3) none otherwise. When we
applied BNT-SM to this revised network, we obtained the parameters shown in Fig. 11.
The results highlight that bottom-out hints provide more short-term scaffolding for
entry generation than high-level hints, something we also found with the basic analysis
in Sect. 7.2. In fact, the guess parameter is slightly higher than the scaffold-HL parame-
ter (see Fig. 11, p = .25 vs. p = .21), suggesting that high-level hints are not very help-
ful for immediate correct entry generation. This doesn’t contradict the finding obtained
via the basic analysis in Sect. 7.2, because in the latter, we analyzed whether a stu-
dent would eventually generate a correct entry after seeing a high-level hint (possibly
requiring several attempts), while here, the network assesses hints’ immediate impact.

As was the case for the scaffold parameter, the learn parameter is also higher for
bottom-out hint(s), as compared to high-level hint(s). However, when the network
includes a three-valued ‘hint(s)’ node, learning without help obtains the lowest score,
i.e., learning with hint(s) is better than without (see Fig. 11, bottom). Thus, one pos-
sibility for why the original Help network with a two-valued ‘hint(s)’ node did not
suggest hints fostered learning is that it did not consider the impact of different types
of hints. There are, however, other possibilities that we explore in the next section.

8 Impact of gaming on hint utility and learning

The initial analysis on the impact of help did not show that hint(s) fostered learning.
While the subsequent analysis that teased apart the impact of high-level and bottom-out
hints did provide indications of learning with both types of hints, learning was not as
high as we hoped, particularly for high-level hints. One possibility for this finding is
related to gaming. Past research suggests that gaming in general can be harmful to
learning (Baker et al. 2004b; Walonoski and Heffernan 2006a), as well as help abuse
in particular (Aleven et al. 2006). Furthermore, help abuse has been associated with
poor learning gains in cognitive science research. For instance, VanLehn (1998) found
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that when students copy from examples instead of trying to generate the solution on
their own, a form of help abuse, their learning is diminished. Altogether these findings
suggest that at least some of the Andes students may be learning less precisely because
they obtain hints without trying to generate the solution on their own and/or trying to
learn from the hints provided.

A way to test this hypothesis is to re-run the parameter learning with the original
Help network, but with a refined ‘hint(s)’ node that includes information on gam-
ing, as follows: ‘hint(s)’=gamed, ‘hint(s)’=not-gamed and ‘hint(s)’=none. That is, the
‘hint(s)’=true category would be replaced by ‘hint(s)’=gamed if one or more hints
related to an entry were gamed (e.g., skipped, see “fast” in Table 2; latency below
threshold), and ‘hint(s)’=not-gamed if all hints were not gamed (“slow” in Table 2;
latency above threshold). Unfortunately, when we applied this method, there were
very few values for the ‘hint(s)’=not-gamed parameter: when students asked for a hint
(or series of hints), they tended to game on at least one of these. Note that the data in
Table 2 shows that overall, 18.1% of all student hint requests were slow (not gamed)
after receiving a high-level hint—this does not contradict the previous statement on
lack of data, because in Table 2, only single tutor-student pairs were considered (e.g.,
tutor provides a hint, student asks for another hint). In contrast, for the Help model,
we consider all the hints related to an entry, and also consider a hint as requested if it is
related to a entry (but not necessarily requested directly prior to generating the entry,
since as we mention above, hints remain visible once requested). While students don’t
always game on a single turn pair related to hints, if they ask for hints then they tend
to game on at least one of these. An alternative is to consider only the last hint request
prior to a solution entry attempt; unfortunately, this also results in sparse data, since
as shown in Table 2, students rarely copy in a shallow manner from hints (and this is
the only type of gaming possible from the hint-provided/solution-entry turn pair).

An alternative is to investigate the utility of hints for two groups of students: the
low and the high gamers. As the analysis in Sect. 7.2 suggests, low gamers are more
diligent than high gamers in terms of using hints, both in terms of their willingness
to use high-level hints and time spent on all types of hints. To see if the BNT-SM
parameter learning also showed differences between low and high gamers and hint
impact, we re-ran the learning algorithms separately for the low and the high gamers,
for each of the Help networks (original 2-valued ‘hint(s)’ node and subsequent 3-
valued ‘hint(s)’ node that differentiated between the two types of hints). The results,
shown in Figs. 12 and 13, suggest that low gamers benefit from hints in terms of
learning, while high-gamers’ learning is hurt by at least some of the hints (for the
sake of brevity, the forget parameter is not shown in the figures). Specifically, for the
low gamers, the mined learnWithHint(s) parameter is higher than learnNoHint(s), i.e.,
p = .26 vs. p = .22 (see Fig. 12, bolded items, top). The opposite is true for the high
gamers (learnWithHint(s) = .17 versus learnNoHint(s) = .19, see Fig. 12, bolded items,
bottom). If the impact the two types of hints (bottom out, high-level) is considered,
then the learn parameter for both types of hints is higher for low gamers than high
gamers (see Fig. 13, bolded items). In fact, according to this network’s parameters,
low gamers’ learning is not affected by high-level hints.

The above analysis suggests that gaming can be harmful to learning, since it shows
that high gaming students who abused hints more also learned less from them. It
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Fig. 12 Parameters for the DBN Help network shown in Fig. 10 with a 2-valued ‘hint(s)’ node for low and
high gamers

Fig. 13 Parameters for the DBN Help network shown in Fig. 10 revised with a 3-valued ‘hint(s)’ node for
low and high gamers

does not, however, directly tell us about the impact of gaming on learning. To explore
this, we applied BNT-SM parameter learning to the network shown in Fig. 14. This
network is designed to capture the impact of gaming on both problem solving and
learning, by including a ‘gamed’ node that represents gaming behaviors. In this net-
work, all nodes have binary values, and all nodes except knowledge are observable.
The ‘gamed’ node is set to true if the gaming detector indicates that gaming occurred
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Fig. 14 Gaming DBN model (top) and corresponding parameters mined from the Andes data (bottom)

for the corresponding solution entry, either (1) because students abused hints prior to
generating the entry (here, only hints between two successive entries are considered,
since gamed hints corresponding to previous entries are accounted for by the corre-
sponding ‘gamed’ node in a previous DBN time slice), or (2) because they generated
the entry by guessing or with a lack of planning. Note that in contrast to the earlier
attempt to learn parameters for gamed help requests that we did not have sufficient
data to do, here there is sufficient data, because in the former, we only considered
gamed/ungamed help requests, while in the current Game model, all types of actions
are included (solution entries, help requests, copying etc).

As the parameters obtained from BNT-SM show (Fig. 14, bottom), the probabil-
ity of learning is indeed higher in the absence of gaming (the mined learnNoGaming
parameter is higher than learnWithGaming, p = .33 vs. p = .19, see Fig. 14, bottom).
This network also suggests that the probability of making a slip is higher when gaming
occurs than without gaming (the slipWithGaming parameter is higher than slipNoGa-
ming, p = .26 vs. p = .15, see Fig. 14, bottom). That is, when students has gamed, for
instance by speeding through the hints, their next entry is more likely to be incorrect
than if they had processed the hints slowly.

9 Discussion and future work

A prerequisite for reducing gaming in ITSs is understanding when and why it occurs.
Past research has shown that both student and instructional aspects influence gaming,
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but to date there does not exist agreement as to which is the stronger predictor, making
it difficult to understand where to focus research efforts. Some researchers argue that
it is the latter, i.e., instructional aspects, that drive gaming (Baker et al. 2009). This
argument stems from data mining related to instructional differences between ITS
lessons that resulted in a model explaining 56% of the gaming variance (we refer to
the model as the Baker model below). Since 56% was considerably higher than other
models at that time considering student characteristics, the conclusion was made that
instructional features are the better gaming predictors.

To analyze predictors of gaming, we took a slightly different approach than the one
in (Baker et al. 2009). Rather than extracting fine-grained features, such as number of
hints in a lesson, we obtained an overall gaming statistic for a given student or prob-
lem. While this means that we did not have fine-grained information on exactly which
aspects of student or problem are driving gaming, our approach does very cleanly
separate problem versus student (more on this below), as well as is lightweight to
implement. One of the EDM techniques we used to analyze gaming predictors cor-
responded to a linear regression model that took into account the average percentage
of gaming by a student over all the problems s/he solved, and the average percentage
of gaming on a problem over all the students. We initially applied this model to data
from the Andes tutor, and found that it explained 61% of the variance, and that in this
model, student was a stronger predictor of gaming than problem. We re-analyzed the
data using a range of techniques: each analysis confirmed that student was a stronger
predictor of gaming.

Given the above-stated prior findings on gaming predictors, to shed more light on
the issue, we applied the gaming detector to the same data set as that used in (Baker
et al. 2009). The full model explained 43% of the variance, somewhat less than the
56% explained by the Baker model. In this model, student was again a better predictor
than problem, confirmed by all but one analyses. One could argue that in the Baker
model only instructional features (i.e., lesson) are considered, and so for a fair com-
parison, we should use a subset of the model, i.e., one that includes only problem (and
excludes student). However, a closer analysis of the Cognitive Tutor features used
in the Baker model, which are characterized as “lesson features”, suggests that these
features may sometimes blur the instructional/student boundary. For instance, the cat-
egory ‘Difficulty, Complexity of Material, and Time Consumingness’ includes aspects
such as ‘student already knows the skill’ and ‘average probability the student will
learn the skill at each application’. The category of ‘Help Features’ includes ‘average
amount that reading hints improves future performance’—this is in fact one of the
features included in the final full model. These features, however, are not only lesson
specific, since they clearly take into account student characteristics. For instance, the
amount that reading hints improves performance should be influenced by a students’
willingness and/or ability to learn from the hint. Thus, it seems that even in the Baker
model, some aspects of student were included in the gaming predictor analysis.

As far as the cause of the difference between our findings and ones in (Baker et al.
2009), there are a number of possibilities. First and foremost, the argument in (Baker
et al. 2009) that instructional features better predict gaming was based on the fact that
the corresponding model predicted more of the variance in the data than prior work
with models incorporating only student features. However, as we suggest above, even
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the Baker model may have relied on some student features. This makes it more diffi-
cult to compare the output of the two models, since ours is the only one that explicitly
divides student and problem features. Second, it is possible that the labeling of the data
influenced the findings. While we relied on a computational gaming detector, in (Baker
et al. 2009) a human observer coded the data, and only coded a representative sample.
There are trade offs with either approach: while a computational detector might miss
some nuances that a human could pick up, the former is also more consistent than a
human who is tasked with the rather arduous job of labeling thousands of episodes.

In general, our model does quite well in explaining the variance in the Andes data,
surpassing existing approaches. The amount of variance explained by the model does
decrease somewhat when applied to the Cognitive Tutor data. There are a number of
possible reasons for this. First, the Andes ITS might have less instructional variabil-
ity than the Cognitive Tutor, as suggested by the ‘gaming distribution analysis’, and
the gaming detector may need to take into account more fine-grained features than
problem to capture that variability. Second, we found that in the Andes model student
was a very strong predictor of gaming, more so than in the Cognitive Tutor model;
this helped to increase the Andes model’s ability to explain the gaming variance. The
two sets of data came from very different contexts and populations: the Andes data
corresponds to college students working at home while the Cognitive Tutor data came
from high school students working in classrooms. When we recently did a preliminary
analysis on a set of high school honors students using Andes mostly in their class-
room, we found that their gaming levels were much lower (in the 5% range) than
those of the college students reported here; thus it is possible that gaming behaviors
differ between these two populations and contexts, and in particular are more predict-
able in older populations/non-classroom settings where students are not observed by
researchers/teachers, something that warrants further analysis and validation.

In addition to exploring predictors of gaming, we also analyzed differences between
students in terms of gaming behaviors. We found that when we looked at gaming oppor-
tunities over the tutor-student turn pairs, students most often seized the opportunity to
game after the tutor presented them with a high-level hint. However, when we analyzed
the proportion of each type of gaming over the total gaming events for each class of
gamers, in contrast to high-gamers (who primarily skipped hints), the low gamers had
a slightly higher incidence of guessing on entries. One possible explanation for this
difference, supported by literature on individual differences in help seeking behaviors
(Nelson-Le Gall 1985), is that the low gamers preferred to obtain the solution on their
own, without the tutor’s help. Another possibility relates to Andes’ scoring system.
Recall that students were penalized for asking for a bottom out hint but were not
penalized for guessing, and so perhaps the low gamers were simply more concerned
about their Andes score than high gamers. The analysis also showed, however, that
low gamers spent more time with hints and took longer to generate a solution entry
after seeing a hint. Since no points were awarded for taking time, this suggests that
obtaining a higher score was not the only incentive for the high-gamers, indicating that
perhaps these students were motivated and/or diligent in the problem-solving process.

Prior research suggests that poor hint usability is associated with gaming (Baker
et al. 2009). To see if this was the case, we investigated how students used hints in the
Andes data; doing so was particularly pertinent since certain hints were a highly-gamed
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feature of the Andes tutor. The basic analysis consisted of obtaining statistics on stu-
dents’ hint usage and utility. This analysis showed that when Andes presented a high-
level hint, high gamers were quite unlikely to even try generating a corresponding
solution entry, as compared to low gamers. If students did try to generate a solution
entry, both low and high gamers were moderately successful when given high-level
hints. This conclusion was based on determining if students could (eventually) gener-
ate a correct entry after being presented with a hint, prior to seeing another hint. An
alternative possibility, however, is that students gave up using the high-level hint and
generated the solution entry on their own.

While the basic analysis provided some indication for the utility of hints for scaffold-
ing short term performance, it did not provide information on whether hints fostered
long-term shifts, i.e., learning. To investigate this aspect, we applied the data mining
techniques advocated in (Beck et al. 2008), by learning Bayesian network parameters
related to the utility of hints.

Bayesian networks have been long been used in the user modeling community for
representing and inferring various user states of interest, such as knowledge (Mayo
and Mitrovic 2001; Conati et al. 2002), affect (Conati and Maclaren 2009) and meta-
cognitive tendencies (Bunt et al. 2004; Muldner and Conati 2005). Another application
of Bayesian networks, however, pertains to data mining. Parameter mining has been
used in the data mining community outside of educational applications, for instance
to analyze tuberculosis epidemiology (Getoor et al. 2004) and/or understand gene
variation (Rodin et al. 2005). As discussed in (Heckerman 1997), there are a number
of advantages of the graphical model afforded by a Bayesian network for traditional
data mining, including: (1) the ability to gracefully handle missing data points, (2)
during exploratory analysis, support for insight into a particular domain, including
causal relationships in that domain, (3) affordance for the integration of prior knowl-
edge about a domain into the learning process and (4) Bayesian statistical methods
afford a principled approach to avoid over fitting the data. Although EDM has some
unique needs as compared to traditional mining (Baker 2010), these advantages clearly
also apply to educational domains. Bayesian networks offer other advantages as well.
First, they can be easily extended to provide support for decision tasks, enabling
them to be used for risk analysis. While traditionally this approach has not been used
in educational applications, one can imagine doing so could be highly informative;
for instance, “risk” could correspond to analyzing when a student looses motivation
and therefore disengages from the learning task. Second, Bayesian networks afford
a clear semantic interpretation of the model parameters. This is especially beneficial
for EDM applications since it means that potentially novel relationships encoded in
the network are directly visible. Thus, for data mining tasks in general, and EDM
tasks in particular, Bayesian networks are well suited in helping to identify and/or
model relationships among a large variety of variables. One disadvantage of Bayesian
learning is the computational expense, although this is becoming less of an issue with
the increasingly-available processor resources.

Our results using Bayesian parameter learning confirmed the basic analysis that
hints scaffolded short-term problem solving, both in the original DBN Help model
that only considered whether a hint was requested or not, and in a refined version that
took into account the type of hint (high-level versus bottom-out). However, the former

123



An analysis of students’ gaming behaviors 131

analysis also showed that students learned slightly better in the absence of hint(s)
as compared to when given hint(s), while in prior work students did very slightly
better when given help (Beck et al. 2008). When we dug deeper into this issue, we
found that learning from hints was influenced by several factors. First, the type of
hint had an impact on learning: the network parameters indicated that students learned
the most from bottom-out hints, as opposed to high-level hints. Second, gaming also
had an impact. In particular, low gamers appeared to benefit from both high-level and
bottom-out hints, while the high gamers only (slightly) learned from bottom-out hints.

This discussion highlights how data mining can guide subsequent research by point-
ing to the need to more closely investigate (1) the utility of high-level hints and (2) how
student characteristics interact to influence learning and problem-solving outcomes
with various kinds of hints. One way this could be achieved is through talk-aloud
protocol, where students are asked to verbally express their thoughts as they interact
with an ITS. While this technique is established as a means of obtaining rich data on
users’ cognitive processes (e.g., Chi et al. 2008), surprisingly it is not often applied
in the context of ITS evaluation (although exceptions exist, e.g., D’Mello et al. 2006;
Muldner and Conati 2010). We should point out that there already is substantial work
on the utility of help, both in the cognitive science and the ITS communities (e.g., Phye
and Sanders 1994; Chi et al. 2008; Hays et al. 2009; Razzaq and Heffernan 2009).
However, there is a lack of agreement across studies as to which type of feedback is
best, as is pointed out by various meta-analyses (e.g., Shute 2008). Some researchers
suggest that bottom-out hints can be useful for learning (Shih et al. 2008), but do
not compare the utility of various types of hints. Work directly comparing various
levels of feedback found that specific feedback, i.e., providing the answer, is better
than general high-level advice (Phye and Sanders 1994). In contrast, however, there
is also evidence that high-level scaffolding, which is at least somewhat comparable
to general hints, fosters learning better than simply providing didactic explanations
(e.g., the answer) (Chi et al. 2008; Chi 2010). Furthermore, student characteristics,
such as learning orientation, may interact with the utility of various types of help.
For instance, Davis et al. (Davis et al. 2005) found that students with low and high
learning orientation perform better with more specific help, as compared to general
help. We also found that low and high gamers, who could arguably be labeled as high
and low achievers, respectively, had better problem-solving performance and slightly
better learning with bottom-out, specific hints, but that only low gamers benefited in
terms of learning from high-level hints.

In addition to using it for analyzing hint impact, we also relied on Bayesian net-
work parameter learning to analyze impact of gaming on various outcomes. Our results
confirm other findings that gaming in general can be harmful to learning (Baker et al.
2004b), but to the best of our knowledge, ours is the first work to show this in the
absence of pre/post test data. The analysis also highlights another reason why gaming
is not an effective strategy: in the Gaming model, the probability of making a slip
when gaming is present is higher than in the absence of gaming. One way to apply this
particular result is through the design of tutorial interventions. For instance, students
are willing to shift to strategies that foster learning if they understand that it is more
cost effective to do so, for instance in terms of time (Chi and VanLehn 2007b,a). Thus,
perhaps we can convince students, for instance via visualizations extending existing
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ones (Walonoski and Heffernan 2006b), that gaming is not effective strategy because
it results in more errors (slips).

As the next steps, we plan to follow up on some of the avenues highlighted by
the data mining analyses, including evaluating further the usage of high-level hints
through verbal protocols. We are also in the process of designing tailored interven-
tions to reduce gaming in Andes. As we described in Sect. 2, interventions for reducing
gaming have been successful in reducing gaming overall, but only in the less-frequent
gamers, and often without influencing learning outcomes. Since findings suggest that
student features are a key predictor of gaming, we believe that to be successful on all
these fronts related to discouraging gaming, the system needs to tailor its interven-
tions according to a user model that takes into account user traits relevant to gaming.
To this end, we are planning on extending the gaming model we proposed here to
include user traits of interest, e.g., gaming tendency, and using it in Andes to inform
the interventions to discourage gaming.
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