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ABSTRACT  
In this paper, we analyze communication in online communities to 
extract the representative ‘key’ groups and provide a novel 
framework to establish the utility of such groups. Corporations 
may want to identify representative groups (which are indicative 
of the overall community) because it is easier to track ‘key’ 
groups rather than overall community. This can be useful for 
advertising, identifying “hot” spots of resource consumption as 
well as in mining representative moods or temperature of a 
community. Our framework has three parts – extraction, 
characterization and utility of ‘key’ groups. First, we extract 
groups in an online community by developing features 
representing communication dynamics of the individuals. Second, 
to characterize the overall community, we identify a subset of 
groups within the community as key groups. Third, we justify the 
utility of these ‘key’ groups by using them as predictors of related 
external phenomena; specifically, stock market movement of 
technology companies and political polls of elections. We have 
conducted extensive experiments on two popular blogs, Engadget 
and Huffington Post. We observe that the ‘key’ groups can predict 
stock market movement / political polls satisfactorily with mean 
error rate of 20.32%. Further our method outperforms baseline 
methods based on prediction using all groups, prediction based on 
communication co-participation of individuals and prediction 
based on individuals alone with respect to two metrics – 
‘predictivity’ and ‘resilience’. This implies that communication 
dynamics of individuals are essential in extracting groups in a 
community, and the ‘key’ groups extracted by our method are 
meaningful in characterizing the overall communities. 
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1. INTRODUCTION 
In this paper, we characterize online communities in the 
blogosphere to extract the representative ‘key’ groups and provide 
a novel framework to establish the utility of such ‘key’ groups. 
The problem is important because a fine-grained, temporal 
analysis of the ‘key’ groups can help us understand the 
evolutionary aspects (organization, dynamics) of communities as 
an emergent property of interaction.  

Our motivation to identify ‘key’ groups and establish their utility 
is based on the following observations: 

a. First, there has been considerable work in the past in 
identifying ‘key’ individuals in social networks. On the other 
hand, there has also been substantial work in mining structural 

properties of communities (entire networks) themselves, e.g. 
power law distributions, information cascade models etc. What 
is lacking is an incremental understanding of how 
communication at the level of the ‘key’ individuals impacts the 
structures of the communities themselves. This is important 
because the semantics emerging in a community that determine 
its overall behavior cannot be deciphered at the level of the 
individual alone; it needs an understanding of how consistent 
structure evolves via a set of representative groups in a 
community. In this paper we are therefore interested in 
identifying representative groups (‘key’ groups) of individuals 
and how they impact the temporal dynamics of the communities 
themselves. 

b. Second, although online communities usually exhibit coherence 
of topics and communication activity while within the 
community, some groups might have properties deviated from 
the overall community. Hence to characterize the overall 
community, there is a need to identify a subset of groups within 
the community as ‘key’ groups. 

c. Third, in relation to the profuse amount of communication 
content generated in today’s online social media, we have 
developed considerable understanding of communication 
dynamics at the level of individuals. However, we have not yet 
begun to understand their myriad large-scale or collective 
implications. The collective semantics emerging out of 
characterization of certain representative ‘key’ groups can help 
in producing high-functioning teams, collaboration at multiple 
scales, and encourage effective peer-production. Such emergent 
models of communication obtained via mining representative 
‘key’ groups can also be explored for digital deliberative 
democracy, self-governance, legislative transparency, true-cost 
accounting, and the ethical use of open sources and methods. 

We now illustrate the applicability of this problem through the 
following two scenarios. 

In the first scenario, let us consider a call center with a host of 
agents serving different kinds of customer calls. The call center 
wants a means to identify “hot” spots (groups of agents) at 
different times of the day which might need extended set of 
resources in order to better address their customers. For example, 
some agents may handle certain topics which take longer time to 
resolve, and some customers may need help with specific products 
frequently. Identifying merely the agents with large call volume in 
these cases is therefore not helpful. There needs to be a way in 
which the call center can identify different groups of people with 
similar communication characteristics. Given such representative 
‘key’ groups, the call center can now collectively identify their 
resource needs and better allocate optimal resources.  



In the second utility scenario, we consider the marketing 
department of a company interested in determining the attitude of 
a community discussing their products. However, with existing 
techniques of mining individual characteristics or the overall 
community structure, the marketing department cannot possibly 
gather useful information about the mood or temperature of such a 
community. It is therefore essential for them to characterize the 
community based on a few representative ‘key’ groups. These 
groups would summarize the community dynamics at a much 
lesser cost and better precision compared to tracking all the 
individuals or the entire community structure. 

1.1 Our Approach  
There are two major contributions in this paper: 

a. Extract and characterize the ‘key’ groups in a community – 
‘key’ groups can simplify representation of a community by 
capturing its global communication properties (sections 3, 4). 

b. Establish the utility of these ‘key’ groups with their ability to 
predict related external phenomena – specifically in this paper, 
stock market movements of companies and political polls on 
candidates in 2008 US Presidential elections (section 5). 

We define ‘key’ groups to be ones whose (a) constituent 
individuals are derived from several other groups and (b) whose 
topic distribution is highly aligned to that of the overall 
community. In order to identify such ‘key’ groups and their 
utility, we adopt a three step approach – extraction of groups, 
characterization of ‘key’ groups and utility of ‘key’ groups. 

 First, we develop features representing communication dynamics 
of the individuals in online communities. Such characteristics are 
then used to extract groups where each group comprises a set of 
individuals having similar communication characteristics. The 
extraction algorithm [14] is based on unsupervised clustering and 
it emphasizes the temporal relationships among groups.  

Second, we identify a subset of all the groups as ‘key’ groups 
which capture and characterize the overall community. We 
present a novel optimization framework to identify the ‘key’ 
groups.  

Third, we justify that extracting ‘key’ groups is useful as they can 
enable communities to predict relevant time series data. Our 
conjecture is that online communities often manifest public 
opinion about finance, stocks, technology products as well as 
about different political candidates. Hence we present a novel 
utility framework where we show that ‘key’ groups can be useful 
predictors of stock market movement of technology companies as 
well as of political polls of elections.  

To test our model, we have conducted extensive experiments on 
two popular blogs, Engadget and Huffington Post. We considered 
communities discussing four technological companies, Apple, 
Microsoft, Google and Nokia and two political candidates of US 
Presidential elections, Barack Obama and John McCain. We 
observe that the ‘key’ groups are able to capture the dynamics in 
the community with changing external events through the 
temporal dynamics of their composition and their topic divergence 
with respect to the overall community. We then justify the utility 
of the ‘key’ groups by using them to predict stock market 
movement / political polls. The error in prediction is given by 
23.42%, 22.58%, 19.67% and 20.73% respectively for 
communities discussing ‘Apple’, ‘Microsoft’, ‘Google’ and 

‘Nokia’ and 21.43% and 19.75% for the communities discussing 
‘Obama’ and ‘McCain’. During evaluation our method is 
observed to outperform baseline methods based on (i) prediction 
using all groups, (ii ) prediction based on communication co-
participation of individuals and (iii ) prediction based on 
individuals alone with respect to two metrics – ‘predictivity’ and 
‘resilience’. This implies that communication dynamics of 
individuals are essential in extracting groups in a community, and 
the ‘key’ groups extracted by our method are meaningful in 
characterizing the overall communities. 

1.2 Related Work 
Now we discuss prior work from two facets useful in solving this 
problem: characterization of social network properties 
(individuals / groups) and establishment of utility of social 
network characterization.  

Social Network Characterization: There has been considerable 
work on characterizing the blogosphere communities for 
identifying significant bloggers. Nakajima et al. in [17] identified 
important bloggers based on ‘hot’ conversations in the 
blogosphere. In [19] Song et al. identified opinion leaders by 
characterizing blogs through OpinionRank.  

Prior work has also been done to quantify groups. The authors in 
[12] proposed a technique to sample large graphs based on 
random-walks. In [18] Palla and Barabasi developed a model for 
analyzing social group evolution.  They observed that knowledge 
of membership stability and time commitment could be used to 
estimate the lifetime of groups. In another work [9], Huang et al. 
investigated co-authorship networks for modeling network 
evolution and predicting future collaboration between authors. 
Leskovec et al. in [13] characterized the statistical and structural 
properties sets of nodes in a community based on their size.  

Utility of Social Network Characteristics: There has been 
considerable work on analyzing social network characteristics in 
blogs [7,11] as well as utilizing such communication for 
prediction of its consequences like user behavior, sales, stock 
market activity etc [5,6,8,15]. In [6], we have analyzed the 
communication dynamics (conversations) in a technology blog 
and used it to predict stock market movement. 

There are several limitations of prior work. First, the prior work 
on group characterization has focused on individual role 
identification and mining structural network properties. However, 
our ‘key’ group extraction emphasizes the observable 
communication properties among the individuals. Second, we do 
not have a unified understanding that characterizes interactions in 
a community from prior work. In order to understand the nature of 
these collective interactions, we propose a means to extract 
representative ‘key’ groups in a community. Third, there has been 
little work on determining utility of the extracted groups. Such 
work moreover has not focused on how emergent group dynamics 
representative of a community can be correlated with related 
external phenomena.   

The rest of the paper is organized as follows. We present our 
problem definition in section 2. In sections 3, 4 and 5 we describe 
our computational framework involving group extraction, 
characterizing the ‘key’ groups in communities and establishing 
their utility. Section 6 discusses the experiments using the 
Engadget dataset followed by some further experiments using the 
Huffington Post data. Section 7 discusses the conclusions.   



2. PROBLEM DEFINITION  
In this section we discuss our problem definition. 

2.1 Preliminaries 
In this section we define the major concepts involved in this 
paper.  

Individuals:  An individual is a person who writes comments on 
blog posts associated with a certain topic. Note, an individual can 
be associated with different topics at the same time if she is 
communicating (commenting) on blog posts related to each topic. 

Online Community: An online community in this paper is a set 
of individuals associated with communication over a topic – here, 
names of different technology companies / political candidates. 
Note that alternative definitions of an online community based on 
arbitrary topics / user interests / actions / interactions traditionally 
discussed in the literature are also possible. 

Groups: Groups are clusters of individuals in an online 
community who share similar communication characteristics, e.g. 
similar response behavior among themselves.  

‘Key’ Groups:  ‘Key’ groups are a salient subset of groups in a 
community at a particular time slice whose (a) constituent 
individuals are derived from several other groups, and whose (b) 
topic distribution is highly aligned to the overall topic distribution 
across all groups. 

Note, an online community can thus be represented as a set of 
groups, and also as a set of ‘key’ groups. A schematic relationship 
between groups and ‘key’ groups in a community, comprising the 
individuals, is shown in Figure 1.  

 
Stock Market Movement: Corresponding to an online community 
associated with a company name, we define the stock movement of 
the company at a particular week to be the difference in stock 
prices between the closing values of the current Friday and the 
previous Friday, normalized by the closing prices on the previous 
Friday1.  

Political Polls: We define political polls to be the electoral count 
of candidates in 2008 US Presidential elections. The candidates 
considered here are ones who correspond to active discussion in 
some online community. 

                                                                 
1 We consider Fridays as they reflect stock market activity over the entire 

week. 

2.2 Data Model 
We now introduce the data model used in this paper. We have 
chosen to investigate the technology blog Engadget [1] and the 
popular political blog Huffington Post [3]. These sites primarily 
discuss topics related to consumer electronics and politics. They 
are highly influential and are forums of active discussions. 

 
The data model (Figure 2) consists of a set of blog posts, 
associated comments and tags. Each blog post has a timestamp 
and each comment in turn has a unique individual associated with 
it and a timestamp of comment writing2. We segment the posts to 
assign them to a set of Q time slices. We now discuss how we 
conceive communities. At each time slice q Î  Q, we filter each 
post at each time slice q using the tag associated with it to assign 
it to a community. This creates reliable filters as the tag was 
suggested by a human being (the blog editor). The tag filter used 
to conceive communities in this paper is the name of a company / 
political candidate, e.g. Apple, Barack Obama etc. Thus each 
community can now be represented by set of individuals, I(q), the 
comments written by them along with the corresponding blog 
posting time, comment timestamp and comment content. Further, 
let G(q) be the set of groups to be extracted from the community at 
time slice q and KG(q) the set of ‘key’ groups in it at time slice q. 
Based on this data model, we now formalize our problem 
statement. 

2.3 Problem Statement 
Now we formally present our problem statement: given an online 
community, our goal is to, for every time slice q, extract a set of 
groups (G(q)) comprising the individuals I(q), identify ‘key’ groups 
KG(q) from the set of groups G(q) and finally justify the utility of 
the KG(q) ‘key’ groups. 

We present the main challenges involved in solving this problem. 
We propose to find answers to the following questions:  

a. How to extract and characterize the ‘key’ groups in a 
community?  

b. How do we justify the utility of such ‘key’ groups in (a)? 

Since groups are an emergent property of interaction, for (a) we 
develop features for individuals in a community based on their 
communication dynamics. We then extract groups based on the 
features of individuals in (a). To characterize ‘key’ groups at each 
time slice first we need to determine entropy to quantify the 

                                                                 
2 Note certain comments (shown in Figure 2) can be direct replies to other 

comments. 

Figure 2: Data Model showing relationship between 
individuals, comments, blog posts and tags.  

A community Groups in a 
community 

‘key’ groups in a 
community 

Figure 1: Schematic relationship between groups and ‘key’ 
groups in a community. A set of individuals is shown. The 
individuals form groups; which contain ‘key’ groups (shown in 
yellow) constructing different representations of a community.  



composition of the groups across consecutive time slices. This is 
because a key group at a time slice is likely to draw in several 
individuals from other groups in the previous time slice. Second, 
we need to estimate the alignment of topic distributions of groups 
with the overall community. Hence we mine the salient topics per 
group based on the content of the comments of the individuals in 
it, and the salient topics for the whole community based on the 
comments of all individuals; then compute their KL-divergence. 
We then identify ‘key’ groups by optimizing over the two criteria. 

Finally to establish the utility of these ‘key’ groups, we propose a 
novel framework which uses the ‘key’ groups to predict stock 
market movement of companies and political polls.  

In the following three sections, we discuss (a) extraction of groups 
in a community, (b) characterizing the ‘key’ groups and finally (c) 
justifying the utility of ‘key’ groups. 

3. GROUP EXTRACTION 
In this section present our framework of extracting groups in a 
community. First we present a set of communication based 
features for individuals, and then use an unsupervised method of 
group extraction in communities.  

3.1 Communication Features of Individuals 
We conjecture that communication characteristics of individuals 
are essential to extract groups. Such characteristics can be 
attributed to either their communication activity in the past, like 
response behavior, measure of participation in communication 
and consequence of their participation on other individuals, or can 
be driven by their intrinsic habits of communication, like acting as 
one who instigates or one who follows others in discussions. 
Hence we define features for the individuals to characterize their 
communication activity, followed by intrinsic roles affecting their 
communication. 

3.1.1 Communication Activity Characteristics 
We describe each individual in a social network with respect to 
her communication activity context. We consider a three 
dimensional activity characterization: responsivity to blog posts, 
measure of participation and consequence of the participation. 

Responsivity to blog posts: We characterize each individual in 
I(q) with respect to the time taken to respond to blog posts 
associated with a community. We define a measure called 
responsivity of an individual as follows. Let ti,j

(q) be the time at 
which a comment (or the first comment when an individual posts 
multiple comments on the same blog post) was posted by 
individual i to a blog post j at a time slice q. Let us further assume 
that tp,j and tl,j

(q) are, respectively, the publishing time of the post 
and the last comment on the post. Further, let � i

(q) be the rank of 
i’s comment, which means that i’s comment is the � th comment on 
a blog post, ordered by time of posting. Then the normalized 
responsivity on post j is defined as an additive function which is 
minimized when individual i has responded early and her 
comment has low rank � i, 

( )
( )( )
( )( )

( )

( )

, ,

, 1 2

, ,

1 1 ,

q q
i j p jq i

i j qq
jl j p j

t t
r

ct t

k
a a

� �- � �
� � � �= - + -
� � � �- � �� �

                              (1)                                 

where � 1 and � 2 are two chosen weights and cj  is the total number 

of comments on post j. The mean responsivity Ri
(q) of individual i 

at time slice q is therefore given as, 
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where ni
(q) is the total number of comments made by individual i 

on posts written in time slice q.  

Measure of participation: We determine the degree of 
participation of an individual i in I(q) related to a blog post j at a 
particular time slice q. We measure how frequently i comments on 
the blog posts at q, and the measure Mi

(q) is therefore given by the 
ratio of the number of comments by i  on these posts, to the total 
number of posts that i is involved in at that time slice.  

Consequence of participation: An individual’s comment on a 
blog post associated with a community could incur two kinds of 
consequences: (a) the individual’s comment is followed by a large 
number of direct replies to this comment (ref. Figure 2 for the 
definition of replies to comment), and / or (b) the mean response 
time of all comments after her comment is greatly reduced 
compared to that before her comment. We define the consequence 
of participation for an individual i over a blog post i at time slice 
q as, 
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where � 3 and � 4 are two chosen weights, si,j
(q) is the number of 

direct replies to i’s comment, cj
(q) is the number of comments on 

blog post j at q, bi,j
(q) is the mean response time of comments 

before i’s comment and ai,j
(q)  is the mean response time after i’s 

comment at q. The measure of consequence of participation Oi
(q) 

for i at time slice q is therefore given as the average over all posts 
j where i commented at q. 

3.1.2 Intrinsic Roles 
The communication patterns of individuals are affected by their 
habitual properties as well, apart from their communication 
context. We consider two categories of individuals with respect to 
their inherent communication characteristics – leaders, 
individuals who precede others in communication, and followers, 
individuals who tend to trail others in their communication 
response. Hence we determine two scores per individual in I(q) – 
an authority measure Fi

(q) saying the measure of ‘followership’ for 
the individual i at time slice q, and a hub measure Li

(q) describing 
the measure of ‘leadership’ for her at q.                                                                               

In the next section, we would discuss how these individual 
communication characteristics can be used to characterize groups. 

3.2 Clustering Individuals  
We present how we can extract groups based on the 
communication properties of individuals. We define each group to 
consist of a set of individuals having similar individual 
characteristics. The similarity between a pair of individuals is 
defined using a diffusion kernel [10]. Based on this similarity 
metric, we thereafter deploy an unsupervised clustering based 
group extraction algorithm [14] known as ‘mutual awareness 
expansion’ (MAE) to extract groups over each of the total Q time 
slices.  



We represent each individual i in I(q) as feature vector f i
(q)={Ri

(q), 
Mi

(q), Oi
(q), Fi

(q), Li
(q)} where the features are the individual 

characteristics discussed in section 3.1. We define an adjacency 
matrix � (q) between a pair of individuals i and j based on L2 norm 
of their corresponding feature vectors at q:  

( ) ( ) ( ) 2

, .q q q
i j i j= -� f f                                                                  (4) 

Now we define the following generator for diffusion kernel with 
� (q) as the adjacency matrix, 
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where di
(q) is the degree of individual i in � (q). The diffusion 

kernel similarity matrix S(q) [10] is therefore given as, 

( ) ( )( )exp ,q qb= -S L                                                                     (6) 

where L (q) is Laplacian of H(q) and �  is the diffusion parameter. 

Now we use S(q) at each time slice q to extract G(q) groups with the 
help of the MAE algorithm in [14]. The algorithm is based on the 
idea that groups emerge due to observable actions (direct 
communication, in this work) among the member individuals. 
MAE uses a measure called ‘symmetric social distance’ which is 
estimated using a random walk process, to capture mutual 
awareness expanding among the individuals involved in 
communication. It then extracts groups by maximizing the 
distance between two sets of individuals. This form of group 
extraction is useful in our case as it incorporates metrics to 
evaluate the temporal evolution of groups. From this set of 
extracted groups G(q), we now present our model of identifying 
the ‘key’ groups KG(q) Í  G(q) in an online community. 

4. CHARACTERIZING ‘KEY’ GROUPS 
To recall, we define ‘key’ groups in a community at a particular 
time slice to be characterized by: (a) subscription of several 
individuals who belonged to other groups in the previous time 
slice, and (b) their topic distribution being highly aligned to the 
topic distribution of the community. In the following subsections, 
we describe how we capture criterion (a) by determining 
composition entropy of groups, and criterion (b) by modeling 
topics for groups. Finally we discuss an optimization framework 
of how to identify the ‘key’ groups based on these two criteria.  

4.1 Composition Entropy 
In order to capture criterion (a) of ‘key’ groups, we use a property 
called composition entropy. Composition entropy gives a measure 
of how the subscription of different individuals in a group at a 
particular time slice is associated with their subscription to 
groups in the previous time slice. Obviously when the 
composition entropy of individuals in a group at q is very high, 
with respect to all groups at q- 1, the group can be considered to 
be a ‘key’ group because of its highly dynamic nature of 
subscription of individuals. The composition entropy of a group 
g(q) in G(q) in a community  is given by, 
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where p(g(q)| g(q- 1)) gives the fraction of the number of individuals 
who are in g(q) given they had been in g(q- 1). 

4.2 Topic Modeling in Groups 
In order to capture criterion (b) of ‘key’ groups, we need to 
characterize the topic distributions of groups and the topic 
distribution of the overall community at each time slice. If the 
topic distribution of a group closely follows the topic distribution 
of the overall community, it means that the group is ‘key’ to the 
community with respect to its communication properties. Hence 
we describe topic modeling for groups in the next subsection. 

4.2.1 Mixture model of topics 
The communication activities of individuals in a group are highly 
dynamic over time. In order to understand which are the ‘key’ 
groups, we need to identify the topics discussed by individuals in 
a group at each time slice. We represent the textual content 
(comments of subscribing individuals) associated with a group 
g(q) at each time slice q as a bag-of-words l g

(q) (stemmed and 
stop-word eliminated). Our goal is to associate this bag-of-words 
l g

(q) with a topic distribution per time slice. Hence let us assume 
that the words in � g

(q) are generated from K multinomial topic 
models � 1, � 2, …, � K whose distributions are hidden to us. Our 
goal is to determine the log likelihood that can represent our data. 
Thereafter we can maximize the log likelihood to compute the 
parameters of the K topic models. 
However we note that the group g(q) is associated with each time 
slice and therefore it is necessary to regularize our topic mixture 
model with the time slice indicator. This is based on our 
conjecture that a word in � g

(q) can be attributed either to the 
textual context of the group g(q), or the time slice q – for example, 
certain words can be highly popular on certain time slices. Thus 
we represent � g

(q) at time slice q as the following probabilistic 
mixture model: 
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where w is a word in � g
(q) and � j is the j th theme. The joint 

probability on the right hand side can be decomposed as: 
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where � q is a parameter that regulates the probability of a theme � j 
given � g

(q) and the probability of a theme � j given the time slice q. 
For the entire collection of comments corresponding to G(q) 
groups at q, the log likelihood is then given by, 
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where n(w, � g
(q)) is the count of the word w in � g

(q) and p(w, � j| 
� g

(q),q) is given by equation (9). 

4.2.2 Parameter estimation 
Now we discuss how we estimate the K parameters in the topic 
models. We use the standard Expectation-Maximization (EM) 
algorithm to estimate all these parameters by maximizing the data 
likelihood. For the E-step, we define two hidden variables similar 
to [16]: 
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The M-step has a closed form solution: 
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The EM algorithm terminates when it reaches a local maximum of 
the log likelihood in equation (10). With the learnt parameters of 
the topic models, we can now compute the probability: 
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All the parameters on the right hand side are known from the 
above parameter estimation. � g

(q) being the representation of a 
group g(q), the above equation would give us the topic distribution 
Tg

(q) of group g(q) at every time slice q, 1� q� Q. Note, the topic 
distribution T(q) of the overall community at time slice q can be 
similarly determined using comments of all its individuals at each 
time slice. 

4.3 Identifying ‘Key’ Groups 
Now we discuss how we can identify ‘key’ groups in a community 
based on their composition entropy and the topic distributions. To 
recall, the ‘key’ groups are those whose composition entropy is 
high and the divergence from the topic distribution of the overall 
community is low. Composition entropy of group g(q) Î  G(q) is 
given by equation (7). Further, the divergence of topic distribution 
of group g(q) from the community is given by the KL-divergence 
of Tg

(q) from T(q), 

( )( ) ( ) ( )( )|| .q q q
gd g D= T T                                                          (14) 

Hence to extract ‘key’ groups, for each g(q) at each time slice q, 
we define the following objective function: 

( )( ) ( )( ) ( )( )( )1 2; . .exp ,q q qg x e g x d gf = + -x                               (15) 

where x={x1,x2} is the vector of weights which determine the 
impact of composition entropy and topic divergence in 
determining ‘key’ groups. Maximizing the linear optimization 
function f (x; g(q)) (or minimizing - f (x; g(q))) for optimal x* gives 
an optimal f * (x*;  g(q)) which determines whether the group g(q) is 
a ‘key’ group. In this paper, we consider that if f * (x*;  g(q)) ³  � , 
then the group g(q) is a ‘key’ group, i.e. g(q) Î  KG(q). We set �  
empirically to be 0.8 in our work. Now we discuss how we 
establish the utility of these ‘key’ groups that characterize a 
community. 

5. UTILITY OF ‘KEY’ GROUPS 
In this section we discuss how the extracted ‘key’ groups can 
serve some utility. We discuss a utility framework which can 
predict stock market movements of companies / political polls 
based on the extracted ‘key’ groups; and then discuss two utility 
metrics to quantify such utility. 

In several social network problems especially group extraction, 
determining the utility of the extracted knowledge (in the sense – 
“is the mined knowledge useful?”) is difficult due to the absence 
of ground truth. Typically, we analyze the properties of the 
extracted knowledge (e.g. graph based metrics such as 
conductance / coverage, when we extract sub-graphs), as a 
measure of quality. However these measures do not inform us of 
the utility of the mined data. We answer the utility question here, 
by using the mined data (‘key’ groups) to predict a semantically 
related, but independent time series data (stock market movement, 
political polls).  

Utility Framework: In order to justify that the extracted ‘key’ 
groups are useful, we determine if the ‘key’ groups in a 
community can predict the stock movement of the corresponding 
company or polls related to a political candidate. We train a 
Support Vector Regressor from time slice q = 1 to k (k < Q) for 
each individual in a ‘key’ group based on her communication 
characteristics described in section 3 (f i

(q)={Ri
(q), Mi

(q), Oi
(q), Fi

(q), 
Li

(q)}) and the actual stock market movements of the 
corresponding company or political poll (S(q)). Thereafter we use 
the learnt regression coefficients to predict the stock movement / 
poll for each individual in a ‘key’ group at time slices q = k+1 to 
Q. The predicted stock movement / poll measure for all 
individuals in a ‘key’ group is therefore the mean of the predicted 
values across all individuals belonging to that group. For all KG(q) 
‘key’ groups in the community at time slice q, the final predicted 
stock movement / poll measure (� KG

(q)) is given by the maximum 
value across all ‘key’ groups.  

Note, the predicted values � ¬KG
(q) can be calculated in the same 

manner for all groups in G(q) other than the ‘key’ groups as well.  

Utility Metrics: Now we discuss two utility metrics to quantify 
the utility of the ‘key’ groups. First, the ‘key’ groups are 
meaningful in a community when they can predict the stock 
market movement / polls reasonably well. Hence we define a 
metric which gives a measure of how well a community, with the 
help of its ‘key’ groups, can explain the actual stock market 
movement / polls at a certain point of time. Second, the ‘key’ 
groups are meaningful in a community when their removal affects 



greatly the ability of a community to predict stock market 
movement / polls. The metrics are defined as follows: 

Predictivity: The predictivity (of stock market movement / polls) 
in a community at a particular time given by the reciprocal of the 
normalized absolute difference between the predicted value 
determined by the community’s ‘key’ groups KG(q) and the actual 
value at the same point of time – the lesser the difference, the 
higher the predictivity. Thus predictivity is given as, 

( )
( ) ( ) ( )( )
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Resilience: Resilience is defined to be the ability of a community 
to predict stock market movement / polls at a particular time slice 
satisfactorily even when the ‘key’ groups are not considered. That 
is, if the decrease in predictivity of a community due to removal 
of the ‘key’ groups is very high, then it would imply that the 
community is not resilient to removal of the ‘key’ groups. 
Resilience is therefore given as,  
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Now we test our framework of group extraction, ‘key’ group 
characterization and determining utility of ‘key’ groups (sections 
3, 4 and 5) on two datasets, Engadget and Huffington Post in the 
following section. 

6. EXPERIMENTAL RESULTS 
We discuss the experimental results in this section. First we would 
describe results on Engadget followed by Huffington Post. 

6.1 Engadget 
In this section we discuss the Engadget dataset, followed by the 
results of extraction, characterization and utility of ‘key’ groups. 

Dataset: We executed a web crawler on the gadget-discussing 
blog called Engadget to collect data. We have chosen four 
different topics– Apple, Microsoft, Google and Nokia to capture 
diverse community dynamics. The duration of the crawl was from 
Dec 28, 2007 to Aug 31, 2008. We collected a set of 78,740 
individuals who wrote 4,580,256 comments (mean number of 
comments per individual is 58.17). 

6.1.1 Results 
Now we discuss the results of extraction, characterization and 
utility of ‘key’ groups in four Engadget communities – Apple, 
Microsoft, Google and Nokia.  

Extraction / Characterization of ‘key’ groups: The dynamics of 
‘key’ groups based on their mean composition entropy and topic 
divergence for two communities, Apple and Microsoft are shown 
in Figure 3 and Figure 4. The figures show (a) the groups (rows) 
at each week (as bubbles), extracted using the method discussed 
in section 3.1 and 3.2, and (b) the ‘key’ groups in each 
community (shown as red bubbles – intensity representing the 

measure of optimality given by equation 15) at each time slice 
(week) characterized based on section 4. The visualizations are 
shown for a period of 15 weeks spanning from May 18 to August 
31, 2008. We gain interesting insights from Figure 3 and Figure 4. 
We observe that the mean composition entropy increases with 
respect to significant company related events; and topic 
divergence decreases due to such events (weeks 3, 5, 10 and 13 
for Apple and weeks 1, 5, 8, 15 for Microsoft). This observation 
can be explained as follows. 

 
Composition entropy gives a measure of how the membership of 
the ‘key’ groups changes with respect to other groups across 
consecutive time slices. During significant company-related 
happenings, individuals from different groups at a previous week 
are likely to get interested in discussing the event and thereby 
subscribe to the ‘key’ groups at the current week, yielding high 
composition entropy. Low topic divergence during significant 
happenings is also meaningful because most individuals are likely 
to communicate on the event, yielding groups with substantially 
low topic divergence. To support this, in Table 1, we show some 
high frequency representative words in the comments associated 
with the ‘key’ groups in Apple and Microsoft and compare these 
words with those in the overall community at a few sample weeks 
involving significant events. We clearly observe that the content 
of the ‘key’ groups during significant events is highly aligned 
with the overall community and are representative of the event. 

Similar observations can be made for the communities discussing 
Google and Nokia – however their visualizations have not been 
shown here due to space limitations. Hence we observe that our 
method of extraction and characterization of ‘key’ groups in 
communities is meaningful as they can capture overall dynamics 
of the communities with respect to related external happenings. 

Figure 3: Visualization of groups (bubbles) and ‘key’ groups 
(colored bubbles) in the community on topic ‘Apple’. Every row 
corresponds to the groups at each week, shown vertically. We 
observe the composition entropy of ‘key’ groups increases while 
topic divergence decreases during significant external events.  



 
Table 1: Comparison of topics (shown through representative 
words) in ‘key’ groups and in communities during periods of 
significant events. Only some representative weeks are shown for 
better illustration. 

Apple: 

Week Representative words in ‘key’ 
groups 

Representative words in the overall 
community 

3 iPhone, 3G, AT&T, cell phones, 
data plan, Wi-Fi connectivity, 
quad-band GSM, release 

iPhone, release, ambient light, photo-
sharing Bluetooth, AT&T, 8 GB flash 
drive, 3G, Wi-Fi, storage, iPods,  

9 Mac sales, fourth quarter, ipod 
sales, apple financial, profit 

Sales growth, Imac sales, ipod sales, 
Mac sales, stock price, release, iPhone 

Microsoft: 

Week Representative words in ‘key’ 
groups 

Representative words in the overall 
community 

1 Social networking, Facebook, 
advertising, deal, Yahoo, search, 
stake, Live Search, business 

Facebook, Yahoo, deal, Xbox, 
Windows, Vista, Google, stake, search, 
ads, Xbox 360 controller, advertising 

5 Stocks, bid, Yahoo, Google, 
competition, web, shareholder, 
negotiation, merger, advertising 

Yahoo, online advertising, software 
giant, bid, Zune, release 

Utility of ‘key’ groups: Now we justify the utility of the extracted 
‘key’ groups of different communities, Apple, Microsoft, Google 
and Nokia with their ability to predict stock market movement of 
the corresponding companies.  

The stock market prices for these companies (as per the NASDAQ 
index) were collected from Google Finance [2]. We collected the 
stock prices at the close of each Friday and computed the (actual) 
stock movement based on the difference across consecutive 
Fridays. The predicted stock movements for each community 
based on the ‘key’ groups at each week were computed by first 
training the Support Vector Regressor discussed in section 5 over 
a period of 35 weeks from Dec 28, 2007 to May 17, 2008. The 
predictions of stock movement were made at each week thereafter 
from May 18, 2008 to Aug 31, 2008 (15 weeks, same period as 

Figure 3 and Figure 4). Results of prediction of stock market 
movements for the four technology companies are shown in Table 
2.  

Table 2: Actual stock prices (SP) at Friday’s close for four 
companies and % error (E) in predicting the corresponding stock 
movement over the time May 18, 2008 to Aug 31, 2008 (15 
weeks). 

APPLE MICROSOFT GOOGLE NOKIA 

W
ee

k 

SP E (%) SP E (%) SP E (%) SP E (%) 

1 181.17 22.16 28.05 18.02 544.62 23.14 28.45 22.63 

2 188.75 20.09 28.32 20.20 585.80 21.64 28.40 19.87 

3 185.64 24.86 27.49 22.74 567.00 22.46 26.13 24.75 

4 172.37 19.36 29.07 21.26 571.51 22.76 26.08 18.64 

5 175.27 26.88 28.23 23.83 546.43 24.72 24.29 22.13 

6 170.09 25.67 27.63 23.36 528.07 19.42 24.03 19.24 

7 170.12 23.24 25.98 22.24 537.00 18.84 24.50 17.36 

8 172.58 22.78 25.25 21.52 533.80 18.15 26.01 25.98 

9 165.15 22.24 25.86 20.82 481.32 24.37 27.51 20.78 

10 162.12 21.25 26.16 20.93 491.98 18.64 28.13 21.36 

11 156.66 18.85 25.44 22.73 467.86 25.21 27.12 20.84 

12 169.55 24.32 28.13 24.85 495.01 23.73 27.07 17.64 

13 175.74 27.46 27.81 24.36 510.15 23.15 25.47 22.22 

14 176.79 25.84 27.84 23.58 490.59 22.37 26.31 20.86 

15 169.53 23.56 27.29 23.27 463.29 21.58 25.17 20.46 

We observe that the error in predicting stock movement is 
reasonable: 23.42%, 22.58%, 19.67% and 20.73% respectively for 
communities Apple, Microsoft, Google and Nokia. This justifies 
the utility of the extracted ‘key’ groups in the four communities. 
Note, we do not claim that prediction necessarily indicates 
consequential relationship between the ‘key’ group dynamics and 
stock market movement.  

6.1.2 Evaluation against baseline methods  
Now we present the results to evaluate our method of extracting 
and characterizing ‘key’ groups using a set of baseline methods. 
First we describe the different baseline methods used and then 
discuss the results of comparison of our method against the 
baselines based on the two utility metrics (predictivity and 
resilience) discussed in section 5.  

We have used three different baseline methods to evaluate our 
framework using the two utility metrics, predictivity and 
resilience discussed in section 5. The following are the three 
baseline methods used in this paper: 

a. In the first baseline method (M1), we consider all the groups in 
a community to compute the measures of predictivity of stock 
market movement and resilience of the communities. 

b. Our second baseline method (B1) is based on a communication 
co-occurrence graph of individuals. The motivation for this 
baseline is that communication co-participation affects the 
characteristics of individuals with respect to their 
communication. The communication co-occurrence graph 
comprises the nodes as the individuals and directed edges 
among them, where an edge from node i to j gives the 
probability of communication pi,j when user j writes a comment 
following user i on a set of blog posts within a specific time 

Figure 4: Visualization of groups (bubbles) and ‘key’ groups 
(colored bubbles) in the community on topic ‘Microsoft’. Every 
row corresponds to the groups at each week, shown vertically. The 
composition entropy of ‘key’ groups increases while topic 
divergence decreases during periods of significant external events.  



interval � . Based on this graph, we then apply the MAE 
algorithm to cluster individuals and extract groups (section 
3.2). From the groups, we identify a set of ‘key’ groups based 
on section 4 and determine predictivity and resilience. 

 
c. In our third baseline method (B2), we simply use the individual 

who yields maximum prediction at each time slice to predict 
stock movement and resilience. 

Now we present the results of evaluation in Figure 5. The figure 
shows the measures of stock market movement predictivity and 
resilience (ref. section 5) for four communities – Apple, 
Microsoft, Google and Nokia based on our method (M1) and the 
three baseline methods (M2, B1, B2) in the period from May 18, 
2008 to Aug 31, 2008. We are interested in two observations: (a) 
whether extracting groups in communities based on 
communication dynamics of individuals is important, and (b) 
whether identifying ‘key’ groups in communities is useful. We 
observe that our method M1 yields maximum predictivity of stock 
market movement (our method: 0.76, baselines: 0.43) as well as 
minimum resilience of the four communities (our method: 0.16, 
baselines: 0.44). Thus our method can effectively address the two 
aspects of evaluation as stated above better than baseline methods. 

The method M2 yields the second-best measures of predictivity 
and resilience because it incorporates the communication based 
features of individuals in extraction of groups – however suffers 
compared to M1 because it cannot leverage the predictive power 
of the ‘key’ groups. Further, the second baseline, B1 performs 
poorly because it is not able to capture the rich communication 
dynamics among individuals and B2 performs the worst as it 
simply relies on one individual, and cannot exploit the consistent 
predictive power of the groups. 

6.2 Huffington Post 
In this section, we present experiments involving the political blog 
Huffington Post to establish the generalizability of our model. The 
dataset comprises a set of 59,282 individuals who wrote a set of 
4,748,837 comments in the time span from Mar 8, 2008 to Oct 4, 
2008. These data were collected based on two topics, Barack 
Obama and John McCain, who are the two major candidates in the 
2008 US Presidential elections. 

 
First we present a visualization on the characterization of ‘key’ 
groups in the communities on the topic, Obama (Figure 6) over a 
period of 15 weeks from Jun 21, 2008 to Sep 30, 2008. Similar to 
the observations on Engadget data, we observe here that the 
composition entropy increases while topic divergence decreases 
during periods of significant external happenings related to the 
topic, Obama (e.g. week 11 when Obama selects Biden as his VP 
running mate). This suggests that our results are generalizable and 
our method captures the temporal dynamics of the overall 
community significantly well based on the ‘key’ groups. Similar 
observations (not shown here) can be made for the topic, McCain. 

Next we attempt predict the polls in favor of Barack Obama and 
John McCain obtained from the popular political news site Real 

Figure 5: Evaluation of multi-scale characterization and ‘key’ 
groups in the community on four topics – ‘Apple’, ‘Microsoft’, 
‘Google’ and ‘Nokia’. Our method (M1) yields maximum 
predictivity and minimum resilience over baseline methods M2 (all 
groups based prediction), B1 (communication co-occurrence based 
prediction) and B2 (individual-based prediction) – justifying that 
characterization of ‘key’ groups in communities is useful. 

Figure 6: Visualization of groups (bubbles) and ‘key’ groups 
(colored bubbles) in the community on topic ‘Obama’. Every row 
corresponds to the groups at each week, shown vertically. The 
composition entropy of ‘key’ groups increases while topic 
divergence decreases during periods of significant external 
events. Hence our method involving ‘key’ groups is meaningful 
as it can capture overall dynamics of the communities with 
respect to related external happenings.  



Clear Politics [4]. We observe that the mean error in prediction is 
21.43% and 19.75% respectively for the corresponding two 
communities. We evaluate our method (M1) by comparing it with 
the three other baseline methods (M2, B1, B2) and using the two 
utility metrics, predictivity and resilience over the period of 15 
weeks from Jun 21, 2008 to Sep 30, 2008. The results (Figure 7) 
show that our method M1 yields maximum predictivity of polls 
(our method: 0.71, baselines: 0.52) and minimum resilience of the 
two communities subject to removal of the ‘key’ groups (our 
method: 0.18, baselines: 0.42). Hence our method of 
characterizing the ‘key’ groups in communities is meaningful. 

 

7. CONCLUSIONS 
We characterized online communities in social networks to extract 
their representative ‘key’ groups and developed a novel utility 
framework to establish the utility of such ‘key’ groups. We 
conducted extensive experiments on two popular blogs, Engadget 
and Huffington Post. We observed that during periods of 
significant external events related to the communities, the mean 
composition entropy increases while the mean topic divergence 
decreases. This implies that the ‘key’ groups are able to capture 
the dynamics in the community. We justified the utility of 
characterizing the ‘key’ groups by their high predictivity of stock 
market movement / political polls. During evaluation we observed 
that our method maximized predictivity of stock market 
movement / polls (our method: 0.73, baselines: 0.48) and 
minimized resilience of the communities with respect prediction 
(our method: 0.18, baselines: 0.46), implying that the ‘key’ 
groups extracted by our method are more meaningful in 
characterizing the overall communities. 

Our results are promising and sentiment detection in 
communication leveraging the properties of the ‘key’ groups can 
be an interesting future work. Among other future directions, we 
are interested to observe how the temporal dynamics of the ‘key’ 
groups affect the discussions and the individuals they are 
associated with; for example, do ‘key’ groups indicate presence of 

‘key’ individuals too? Also, can the discussions associated with 
the ‘key’ groups be deemed ‘key’ or ‘interesting’ as well? 
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Figure 7: Evaluation of multi-scale characterization and 
‘key’ groups in the community on two topics – ‘Obama’, and 
‘McCain’. Our method (M1) yields maximum predictivity and 
minimum resilience. 


