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ABSTRACT

We propose a computational framework to predictByony
of action in online social media. Synchrony is aperal
social network phenomenon in which a large numbersers
are observed to mimic a certain action over a perod time
with  sustained participation from early users.
Understanding social synchrony can be helpful entifying
suitable time periods of viral marketing. Our meathaonsists
of two parts — the learning framework and the etiolu
framework. In the learning framework, we develo®PBN
based representation that includes an understandingser
context to predict the probability of user actianger a set of
time slices into the future. In the evolution fravoek, we
evolve the social network and the user models aveet of
future time slices to predict social synchrorfxtensive
experiments on a large dataset crawled from theugsop
social media site Diggcomprising~7M digg9 show that
our model yields low errof15.2+4.3%) in predicting user
actions during periods with and without synchrony.
Comparison with baseline methods indicates thatroethod
shows significant improvement in predicting useicas

1. INTRODUCTION

This paper presents a framework for predicting aoci
synchronyin online social media. By synchrony, we mean
the tendency of a large group of people to perfemilar
actions in unison, in response to a contextualgétg
Consider the familiar observation from a perforneirc an
auditorium. When a small set of individuals staotglap, the
rest of the audience follows. This lasts for a siperiod of
time, till the claps die. In Nature, biological dktors,
including fireflies are often observed to fire light the same
time, triggered by a few of them. This phenomendn o
oscillating light continues for a certain periodtohe. Note

in both examples, the population moves to a sthteync
with respect to a certain action (clapping and tligh
oscillation), in response to trigger by a small s#t
participants.

Do social media websites including Facebook andgDig
exhibit this temporal property of sync? These sitew/ide a
variety of user affordances including observingirtlikend
behavior, commenting, and posting / sharing mediztent.
For example on Facebook, certain types of behasaor be
seen to be performed in near unison- e.g. takingniihe
quizzes, using certain applications to send mestagee’s
contacts; while on Digg, this can include liking simaring
stories around a particular topic. There is typycah
contextual trigger (typically one’s contacts ored ef users
the user is familiar with), that prompts similathbeior from
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the user. An important motivation for this papetasdentify
the conditions under which large number of usera gocial
network exhibitsynchronyin mimicking a certain action.

The synchrony problem is related to, but distimoinf, the
problem of network cascades [9,11]. Unlike a cascadthe
examples discussed above, the original set of sses who
trigger the behavior continue to participate infpening the
same set of actions. Cascades do not include the dad
performance in unison, or the idea of sustainetigiaation.
Like cascades, synchrony must attract new useasttalong
with the existing users.

Understanding social synchrony can be of utilityseveral
diverse domains. Corporations might be intereste#énow
what could be the suitable time periods to markggricular
product. Predicting time periods involving high wnse
participation in a network can also be useful isorgce
allocation and management. It can also help us rstated
the responses of user groups to certain typesesftsv

Related Work. Although social synchrony has not been
studied in prior work, there has been work on ezlatleas in
peer disciplines which have dealt with the respootea
social network to dynamic information — epidemigtcand
information flow [2,6,9], social cascades [4,10,1%pcial
correlation [3] and social recommendations [5,8].

Gruhl et al [6] develop a topic propagation framewand
use a model of infectious diseases to study inftoma
diffusion. Adar and Adamic in [2] study the phenoroa of
information epidemics in the blogosphere basedhenidea
of propagation of memes. Leskovec et al in [9] tise
property of sub-modularity to develop an optimiaati
algorithm that detects points of origin of outbrealn
networks. In [11] Watts analyzes the conditionsamahich
global information cascades occur, based on a simpl
threshold idea of changing user states. Leskovetiat[10]
attempt to understand how realistic cascades enieigegs
and study information propagation in the blogospher

The prior work address issues such as informatiow br
emergence of social cascades well. However, theynas
that user participation in an action occurs atnglsi point in
time without continued participation, and witholietidea
that addition of new users affects the dynamics of the
phenomena over time. In online social media, these
assumptions are not always true — for example,ex an
Digg can continually ‘digg’ news stories on a topieer a
period of time, and this continued participatiom dmpact
other new users in the network to participate al e the
best of our knowledge, this paper is one of th&t fittempts
to study such temporal properties characterizimglssony in
social networks.



Our Approach. There are two key contributions in this

paper:

1. First, we propose an operational definition of $yony
of user actions in online social media. Our defomit
incorporates the following ideas — presence ofexifip
topic, an agreed upon action, a seed set who tdgge
action and high frequencies of continuing old usess
well as new users over a period of time.

emergence of synchrony over a period of time. ésus
learning framework and an evolution framework. te t

examples of clapping and light oscillation in theeypous
section.

These examples indicate that synchrony given & tapuld
involve two properties: (a) sustained participatfoom old
users over time in perform a specific action — adl this
propertysustainability , and (b) attraction of large number
of new users over time to perform the same actiare-all
this property as theate of attraction . The measure of

Second, we develop a computational model to predict Sustainability is therefore given by the ratio of the number

of common users across consecutive time slicethedotal
number of users in the previous time slice. Sirhilahe rate

former, a dynamic Bayesian representation of a user of attraction is further given by the ratio of the number of

based on latent states and user context is deklmpe
predict her probability of a specific action at ertain
point in time. In the latter the social networkusfers is
evolved to account for varying network sizes andrus
models over time.

We have conducted extensive experiments on a gel
dataset crawled from the social media site Digg [1.
(comprising ~7M diggs). The results show that owdsi
yields low error (15.24.3%) in predicting user actions (or
diggs) during time periods with and without synatyo
Comparison with baseline techniques indicates thait
method shows significant improvement in predictidruser
actions in the range 18-56%.

The rest of the paper is organized as follows elttion 2, we
present our notion of social synchrony. Sectionr@sents
our problem definition. In sections 3 and 4, wesprég our
computational framework. In section 5, we discusg o
experimental results. We conclude in section 6 vatir
major contributions.

2. WHAT IS SOCIAL SYNCHRONY?

We now examine a popular real world social netwbigg
[1]. Users on Digg cawote on news stories posted on an
external website (popularly known as ‘digging’). eghcan
also express their disapproval over items by ‘mgythem.

As an example, consider the pool of stories on diff@erent
topics on Digg — ‘Olympics’ and ‘Celebrity’. Figuteshows
the number of new users (i.e. the users who digtpey on
the particular topic for the first time) on eachydaver the
month of September 2008 and continuing old usees tfe
users who have dugg a story on the topic befor@sacach
day for each of the two topics.

We observe that the topic ‘Olympics’ is charactedizy a
time period of large number of new users (Sept [3:38).
During this period, we also observe considerablabers of
continuing old users. On the other hand, in castheftopic
‘Celebrity’ we observe that the number of contirquirsers is
rapidly decreasing over time and the rate of nesvaupining
the existing user set is nearly constant. Hendhéncase of
‘Olympics’, the rate of new users getting involved the
action of digging is high, as well as several olgens
continue to perform the action of digging storiestloe topic.
We conjecture that the topic ‘Olympics’, unlike i€krity’

exhibits social synchrony (over the action of digpi
between Sept 3 and Sept 13, in a manner similduetearlier

new users at a time slice, to the total numbemidue users
across all time slices.
Olympics
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Figure 1: Dynamics of the size of user set on twmpics
from Digg — ‘Olympics’ and ‘Celebrity’ (September 1-30,
2008). Topic ‘Olympics’ is observed to exhibit syrtwrony
where old users continue to be involved in the ach of
digging stories, as well as large number of new usejoin
in the course of time (Sept 3-Sept 13).

Definition. Social synchrony is therefore a temporal
phenomenon occurring in social networks which is
characterized by (a) a certain topic (including @aningful
theme), (b) an agreed upon action(s) that the usethe
network can perform with respect to the topic, dcyet of
seed users who are involved in performing the actib a
certain point in time, and (d) large numbers oftaanng old
users as well as new users getting involved iratti®n over

a period of time in the future, following the act®of the
seed set (i.e. sustainability1 and rate of attraction»1).
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Figure 2: Conceptual representation of synchrony ina
social network over three time slices:t;, t, and ts.
Synchrony is likely to involve (a) seed users, (lustained
participation from old users (shaded circles) as wk as
attract new users (white circles) to perform a spefic
action over a period of time

We explain the idea of social synchrony in the emtcal
representation in Figure 2. Starting with a smatl &f seed
users, the figure shows how large numbers of nassysin
the initial set in performing a certain action (tehcircles). It



further shows sustained participation from the olskrs
(shaded circles) over a period of three time irakxv

3. PROBLEM DEFINITION

Now we present our data model, followed by the f[mob
statement and finally, the key challenges.

Data Model. Our data model is based the popular news-
sharing social media, Digg. News stories on Digg ar
organized into a two-level Digg-defined contentalaamy —
the higher level theme being called a ‘containetijle each
container further comprising a number of ‘topica study
social synchrony on Digg, we focus on stories a th
granularity of a topic. Each user on Digg can haveet of
contacts, whose digging actions on stories of dffé topics
can be viewed in the user’s Digg profile througade.

It is important to note that a user can digg aystorder two
conditions. First, the user can be present on igg @ebsite
while digging an item. This can be described talsecially
aware state because her action of digging a story is ¢hse
is likely to be impacted by the actions of otheg@®iusers.
Second, she can digg it from the source websithe@hews
story itself (e.g. digg a news story on the NY Témeebsite),
which we call thesocially unawarestate. In this paper we
will use the symbol ‘1’ to represent the sociallyaae state,
and ‘0’ to represent the socially unaware stateé Figure 3).
Note the state of the user is hidden — we havenmevliedge
about the condition under which a particular itemsvdugg
by a user.

Besides the action of digging, users can furthagage in
communication by posting comments on an alreadygdug
story (i.e. a story that has been voted upon eanleother
users), or involve in discussion with other useasreplies to
existing comments.
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Figure 3: Representation of the two conditions (viatwo
latent states) under which a user can perform a spdic
action — socially aware (e.g. digging on the Diggehsite),
denoted by ‘1’ and socially unaware states (e.g. gljiing
from an external site like the NY Times), denoted ‘0.

Actions

Although we focused on the social media Digg irs fhéper,
our framework can be easily extended to other &ocia
networks with evidence of user actions and user
communication. Several other social media sites kkckr,
del.icio.us, YouTube, Yahoo! Buzz, Reddit, Stumpleb,
and social networks like Facebook and MySpace alleov
users to execute specific actions both on ancheff website

— hence the notion of the two conditions under Whisers
can perform a specific action is also extensible.

Problem Statement.We now frame our problem statement
as follows. Given:
1. atopic and a social networ&(V,E) whereV is the set
of users andk is the set of edges between them. An edge
e, E exists ifu andv are contacts of each other;

2. a set of actions {a2, &, ...} and a set of
communication types : {x;, X, ...} that can be
performed by each usaf V over the topic;

3. a seed set of usets who perform actionsal  with

respect to the topicat a certain time slicg; and

a history of actions; and communicatior; (comments
and replies among users Yf) on the same topic and
over a period off time slices (prior tdy) corresponding
to each usenl V,

we are interested in predicting whether the netw@rkill
exhibit social synchronyoperationally defined in section 2)
overM future time slices aftep (t;-ty) on the same topic.

Key Challenges.Predicting an emergent social synchrony
with respect to a topic and over a setbfuture time slices
involves the primary challenge of determining teenporal
evolution of the social networlG with respect to the
predicted actions performed by its users (FiguteTB)s, in
turn, involves the following sub-challenges:

I [ |
th ty
L | L |
Learning user models to predict Evolving social network
probability of a certain action to predict synchrony
Figure 4: lllustration of the learning and evolution
problems in prediction of synchrony.

1. Learning— for each user in the social network, we need
to predict her probability of actiorst each future time
slice (Figure 4). The probability estimate of usetion
should take into account the condition under witioh
action is performed (socially aware / unaware tate
well as how her context affects it. The user contex
should further incorporate the effect of the adciaof
other users in the network in the previous timeesli
degree of coupling with the seed set with respedhé
specific action, as well as the user's own histofy
actions and communication.

2. Evolution— recall, synchrony in a social network (a) is
likely to involve sustained participation from alders as
well as attract new users to perform a certairoactind
(b) persists over a period of time. Hence, we need
determine the network size at each of khduture time
slices, choose the set of users in each of thevedol
networks, and finally determine estimates of the
probability of actions of all users in the evolveetworks
at each future time slice. These probability estéma
would indicate the presence (or absence) of angener
synchrony in the future for the particular topicgiire 4).

In the following two sections, we discuss our framek that
addresses each of the above challenges.

4. THE LEARNING FRAMEWORK

In this section we present a framework for predigtihe
probability of actions of each user in the sociatwork,
given a topic, at each of tiM future time slices. We need to
solve four related sub-problems: (a) representiiee actions
as a dynamic Bayesian network (DBN), (b) estimageuser



context, (c) predict probabilities of the user esatand (d)
predict probabilities of her actions.

4.1 DBN Representation

A user's intent to perform an action (on a cert@ipic) can
be triggered due to her being eitlsecially awareor socially
unawareof the actions in her local social network i.e. her
immediate neighbors (section 3). Note each of Wedtates,

in turn, would be affected by the user context.(agjions of
the neighboring contacts, coupling with seed uses / or
the user’'s communication over the topic)

User Context
User States S|

User Actions I ;
Figure 5: Dynamic Bayesian Network representation
user actions using user context and states.

We represent the temporal dependencies among ede th
variables — user actions, states and contextudwatts via a
dynamic Bayesian network shown in Figure 5. Assigmin
first order Markov property, the DBN vyields the lling
time-based inference equation for determining tiodability

of user action at a time sli¢gl j M):

P(A1A;1Cu;s)
. P(A 1S ArCuy ) *H i1 & 1Cuy ) <V

S.)*A $i18.1Cus ),

whereA,; is the action performed by userat timet;, S,;is
the state ol at timet;, C, ;.1 is the context of usew at the

previous time slice, the vectofg; ;and C, ; , represent

At Ay, Agjaand Cyg Cyp, ..., Cyjq respectively. We
show how each of the probabilities are estimatedhia
following subsections. First we present how weneste user
context.

4.2 User Context

We discuss the different attributes of the usetexdrthat are
associated with the two latent user states. Ledarote the
contextual attributes at time slide corresponding to the
socially aware state b@',;. The different attributes i€,
are as follows:

1. A user is in the socially aware state would becaéfé by
the actions of her neighborhood, i.e. the set ofi@diate
contacts (Figure 6(a)). Hence the first contexaialbute
is the mean probability of actions over usais
neighborhood in the previous time slice. This isated
as yji-

= p(&

J

2. A useru in the socially aware state would also be
affected by the coupling ,;.; with the seed set of users
Up in the previous time slice (Figure 6(b)). It ivgn by
the ratio of how many times followed v's actions on a
topic in the previous time slice, to the total fueqcy of
u's actions at that time slice.

3. The prior probability ofu's own actionsp(A,j1) in the
previous time slice; and

4. The usew’s intrinsic interest on the particular topic ireth
previous time slice — her probability of communicat
This is estimated via the frequency of commentpfg,;.

1) and replyingp(Ry;.1)-
Seed users

+e

Figure 6: (a) Effect of a user's neighborhood (i.e.
contacts) on her actions, shown by the directed eds.
(b) Coupling of a user’s actions with the seed userThe
degree of coupling is represented using the thickss of
an edge. Note the semantics of the two edges are
different — a seed user in (b) may or may not be a
contact ofu in (a).

The attributes inC%; associated with the socially unaware
state are also determined in a similar manner. Mewsince
the user does not have knowledge about her neigbbdror
the seed users in this state, hengg and ., are assumed
to be equal to zero.

4.3  Estimating User States

We now present our method of estimating the prditaluif
the user states.

Let us assume that the probability of a certairr state at;
given the previous state and the user contett &2(S, | S, j-
1.Cuj1)) is given by a probability density function whose
parameters are unknown to us. To estimate thisgibty
for a specific set of contextual attributesGp;., our goal is
therefore to determine the model parameters optifethat
describes this conditional probability. In this papwe
assume that the user stafggatt; have a multinomial density
[12] over the contextual attributes @, ;.; (with parameter
uj1), along with a conjugate Dirichlet prior [12] ovére
previous stat&, ., (with parameter, ). This is given by,

P(S,1$:0Cur )0 HCuyul S) €515
C

|
u, j- Lik *

~

WhereP(Cu,j»l |5L,j)_ 60 O/ w1 S
u, j- llk ik

<2>

and P(S.I,j |§11) (g )O ?; e

andB( ;) is a Beta function with the parametgy. Based on
eqn. <2>, let, ;, denote the parameters corresponding to the
pdf of P(S,j| S1,Cuj1). Our goal is to maximize the
likelihood of ,;; based on the temporal relationships
between user states and context in the DBN in Eigur

/ _arg maXIOQD(Sl pu; 1 ’% F 1)

Cy, -1
Assuming independence between the user state andstr
context at the same time slice, and using firseoidarkov

<3>



property in our DBN, it is sufficient to maximizehe
corresponding log-likelihood function in eq. <3>:

L(/)=1ogP(C, 1 1S,)*log A $, | §,1)

We compute the above log likelihood using maximum
aposteriori estimation (MAP) to get optimal estigsabf the
parameters ;. Substituting these optimal weights in eq.
<2> along with the actual values §f;; andC,, gives the
conditional probabilityP(S,j| S,;1,Cuj1) for the useru at
time slicet;.

4.4  Estimating User Actions

<4>

Now we discuss the method of computing the second ‘U ‘»aﬁu ‘ b

conditional probability of eq. <1>, that is, theopability of
user action given the user stai@\, IS, ).

To estimate this probability, it is sufficient t@términe the
emission probabilities of actions given the statbst is,
by(A|S learnt for usewm over the training time period of
time slice prior td,. Since the user action distribution during
the training period is known and the states arddridwe can
use a generative model [7] to decode the stateesegquyiven
the observed actions and thereby obtain optimahests of
the emission probabilitiels,. Note, using a straight-forward
Hidden Markov Model in this case to determine thession
probabilities of actions is not suitable because tate
transition probabilities are affected by the usentext.
Finally we compute the conditional probability afen action
given the user statp(A,j|S,;) as follows:

p(A;1S,)=b(A S

To conclude this section, we substitute the prdhigsi from
eg. <2> and <5> into eq. <1> to determine the podita of
actions for each usar in the social network at each time
slicet, where1 j M.

5. THE EVOLUTION FRAMEW ORK

<5>

Synchrony is a temporal phenomenon that persists av
certain time period. Hence online learning methdeg.

incremental SVM Regression) that incrementallyntrand

predict a value at each time slice, are not helipfolur case —
we need estimates of the probability of actionsiggrs in a
social network for a set &l future time slices altogether.

To tackle this problem, we propose an evolutiomgaork.
First, we need to estimate the size of the so@alark for
each of theM future time slices. This is because it is likely
that certain users would leave and some wouldqoer time

in performing the specific action. Second, we neded
determine which user models to use at lheime slices.
Finally we need to determine a measure of the foibtyaof
actions for each of the evolved networks to prediat
emergent synchrony.

5.1 Estimating the Network Size

Synchrony is likely to involve sustained participat from
old users, given by the parameter, sustainabilitgs well as
attract newer users to perform the action, given thgy
parameter called the rate of attractiofsection 2). However
note that the values ofand are not available to us over the

set of M time slices wherein we intend to predict synchrony
Hence we have to learn the values odnd in order to
estimate the size of the social network at eachréutime
slice. We make a simple conjecture thaand in a small
time window in the past (sag,time slices beforé, wheret;
is the time slice of the start of synchrony praditt would
reflect how the size of the user set is changingr dime.
Using the mean rates ofand over the priog time slices,
we predict the number of users @at(1 j M) to be
approximately the sum of the number of continuitdyusers
and the new users:

)

Given the sizes of the evolved networks over théduture
time slices, we discuss the evolution of user n®delthe
next sub-section.

5.2  Evolving User Models

Now we need to determine the specific set of users
{UgU,,...,Uy} corresponding to each of the evolved
networks. Note, the size of network at a time slia@uld be
related to that at., by two relationships —Uj| |U;.4, or
[Uj[>Jj.4|l. We construct the user set for these cases in the
following manner:

1. In the first casel; comprises the subset of users from
U;., who had the maximum mean probability of actions
attj_l.

2. In the second case, we add those usets; twho have
the maximum probability of actions over athertopics
attj_l.

Given the user sets over the time slices, we now predict

their probability of actions at each time slicehattis, evolve

the user models. Note our learning framework disedsn

section 4 gives estimates of the probability oficat of a

user at, given the previous actions and user conf&xt; at

ti.1.. In our set of evolved networks, since the actuadlies of
the contextual attributes are not available fortistices after
to, we project estimates of the user context oveln eatheM
time slices in order to predict a user’s probapibif actions.

From section 4 we know that the contextual attebuor the
socially aware state is given bQZ,lu,,:( wit ujn PAL),

P( uj-2), P(Ryj.1)) at a certain time slice. The attributes ;4
and ;;can be updated based on the predicted action® of th
useru’s contacts and those of the seed users in thegquev
time slice. Similarlyp(A,}.1) can be updated based on the
predicted value ofi's actions. The estimates of the frequency
of comments and that of replies framare not available to
us; hence the two attributgX ,;.;) and p(R,;.,) are held
constant over the period of tiM time slices. Note, for the
contextual attributesC®,; associated with the socially
unaware state, we are only able to upgétg ;).

Based on the predicted actions and the predictéuates of
the user context, we use our learning frameworkeiction 4
to compute measures pfA, ) at each time slicg, 1 j M
and thereby evolve the user models oveiMh&me slices.

<6>




5.3  Predicting Synchrony

Based on the evolved networks sizes and evolved use News'

presence / absence of synchrony over a set of opite
focused on six different topics — ‘US ElectionstVorld
‘Olympics’, ‘Comedy’, ‘Celebrity’ and ‘Tensi to

models that comprise these networks, we now use theyeyonstrate the performance our prediction. Eacthede

predicted probability of actions of the user to mfitatively
predict an emergent synchrony in the setvbfuture time
slices. Our main idea is that if the mean probihdf actions
of all users in U, Uy, ..., Uy} over each of theV future
time slices is very high, it implies (quantitatiyel an
emergent social synchrony in the evolved socialvagts. In
particular, on Digg this implies a large diggingbability.

However, note that social synchrony being a sauédivork
phenomenon, we are only interested in those uskcs ake
engaged in the actions given the socially aware stéence
the quantitative measure of social synchrony foreaain

topic over a set ¥l future time slices is given by the vector

(P1, P2, ---, Pw) Wherep; is the mean probability of actions for
all usersul U (1 j M), givenuis in the socially aware
state.

Now we briefly summarize our computational framekvor
We proposed a two-stage method (learning and égaluto
predict emergent synchrony in social networks. [Hagning
framework yields estimates of user actions givendoatext
and previous actions. In the evolution frameworle mave
developed a framework which can evolve networkssiaeer

the set ofM future time slices as well as evolve user model

to predict the probability of actions of users. Stagredicted
probabilities are then used to predict synchrony.

6. EXPERIMENTAL RESULTS

In this section we present our experimental
comprising a description of the dataset, quantigasinalysis
of synchrony, comparative study of our method andllfy
some open issues.

Dataset. The dataset used for the experiments is crawle

from the social media Digd/Ve seeded our crawling from
the stories in the featured category ‘Popular’ ba Digg
website. We crawled all stories in this list and ickh
submitted over August and September 2008. We ifieahti
the unique users from these set of stories andtreambesd
their degree distribution (i.e. the number of cotdp From
the degree distribution, we picked a set of 500wugéth the
highest degrees. We crawled all the stories, diggsiments,
replies submitted by them over the two months ailkacted

their contacts. We used a snowballing technique, i.

iteratively followed this procedure for a set of 219 users.
In total, this dataset comprises 187,277 storie822,678
diggs, 687,616 comments and 477,320 replies osat af
51 topics in this time range.

6.1  Quantitative Analysis

Now we present a quantitative analysis of our mtéuh
results from two different perspectives — predictiof
synchrony and relationship of certain propertieshaf seed
set to synchrony.

6.1.1 Prediction of periods of synchrony

We discuss an analysis of the effectiveness ofnoanel in
predicting user actions over time, and relationshdp

result

topics has a total number of 14,245, 23,935, 10,8356,
4,735 and 6,774 users respectively. The rationaleiniol
choosing these topics was to test our model onvarsk
range of topics — some of which were current at pleént in
time (e.g. ‘US Elections’), as well as some of wWhigere
consistently discussed topics (e.g. ‘Comedy’).
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Figure 7: Prediction of user actions based on our
framework for six topics: ‘US Elections’, ‘World News’,
‘Olympics’, ‘Comedy’, ‘Celebrity’ and ‘Tennis’. Thr ee
variables — our predicted error, and (normalized) are
shown on the left Y-axis, while the number of userss
shown on the right Y-axis. Note, our model predictshe
user actions with low mean error rate.

Sustainability, o
Error in predicting user actions

Experiments were conducted over the time periodhef
testing data taken to be September 2008, withitrgidata
over the month of August 2008. At each day in #mt set,
we predicted the user actions for futiMedays based on a
time slice duration of; days. Note that choosing reasonable
values oft; andM are extremely important because continual
evolution of network and user models over seveirak t
slices (without retraining) could soon vyield venjgtn
prediction error rates of the probabilities of uaetions. We
therefore chose an empirical threshold of predictesror
equal to 20%, and our goal was to determine a vadiet;,
M such that the error was no more than 20%. Obwouws!
want M to be as high as possible, and error to be stif |
than 20%. To determine such a pair, for each topie,



considered different durations of time slidgs 0.5, 1, 2, 3
and 4 days and predicted the user actions forrdiffevalues
of M= 1-20 days. The optimal durations of time slicerav
found to be 2, 3, 2, 3, 1 and 2 days respectivelyebich of
the six topics. And the corresponding optimal valuwé M
were 6, 18, 8, 9, 7 and 5 days respectively.

The results of prediction based on these valuestzoan in
Figure 7. Four different variables are shown inheplot in
the figure — the actual rate of attractigrsustainability , the
actual number of users and the error on predictisgr
actions. The first four topics indicate the presenaf
synchrony in certain time regions. This can be wstded
from the following observations — the number of rases
high in certain time periods than others and thiee e
attraction and sustainability are also reasonably large
(twice as large as the previous value).
synchrony is observed from Sept 6 to Sept 13 ferttpic
‘US Elections’, while from Sept 8 to Sept 11 foettopic
‘World News'.

We now observe the performance of our framework in

predicting user actions during these periods ofiasoc
synchrony. We notice that our model performs vegl
prediction after the onset of synchrony1%% error),
compared to the beginning and the end (~20% erfidris
can be accounted for by the fact that our modehkahe

values of and based on a short time span in the past. At

the onset of the synchrony, the total number ofsuaed the

values and exhibit rapid increase. Hence their estimates

based on the past do not match well with the actahles,
affecting our prediction performance. Similarly tangs the
end of synchrony our model is trained on the rapidling

values of and and it is not it is not able to account for the

decrease in the two values. In the case of topitisout
synchrony, e.g. ‘Celebrity’ and ‘Tennis’, our framark is
able to predict user actions with sufficiently lewor rates.

To summarize, we observe that our model on average
consistently able to predict user actions with lewor
(15.244.3%) during time periods with and without synchron
over all the 51 topics present in the crawled ddtas

6.1.2 Properties of seed users

We now investigate if network properties of thedsaser set,
including size, degree distribution, clustering flioent and
measure of vulnerability (i.e. the weighted sum tbé
degrees of all individual users in the seed set)carrelated
with the phenomenon of synchrony.

Table 1 shows the measures of the different prigzeof the
seed set for six topics. For the first four topishere

synchrony is present, the mean of the degree ligion is

high, variance is low, clustering coefficient isMand the
vulnerability measure is high. This is due to tlaetfthat
during synchrony, the network size evolves verydigpand

hence the seed set of users does not form a cehssly
network — hence the low clustering coefficient. iHigeasure
of vulnerability indicates high degrees of userkioh further
indicates that the action of digging is observdbla large set
of users (through feeds over their contacts), &g several

new users to mimic the action, leading to an enmwdrge

synchrony. However the topics ‘Celebrity’ and ‘Tesirdo
not exhibit synchrony. In this research hence weeha

For example

preliminary evidence that the properties of thedsgst — high
mean and low variance of degree distribution and lo
clustering coefficient are likely to be correlatedth an
emergent synchrony at a later point in time.

Table 1: Properties of the seed user set for six ftérent

topics. MJo| is the size of seed set,, , are the mean and
variance of the degree distribution of Uy,  is the
clustering coefficient of the seed users’ sub-netwo and

o is the measure of vulnerability.

Topics Mol o 0 0 o  Synchrony
US Elections 334 42 0.13 0.21 0.72 Yes
World News 582 37 0.18 0.11 0.76 Yes
Olympics 121 28 0.21 0.23 0.67 Yes
Comedy 79 27 0.17 0.26 0.60 Yes
Celebrity 42 11 061 053 0.23 No
Tennis 64 14 044 054 0.13 No
6.2 Comparative Study

We now compare the performance of our model, i@ etror
predicting user actions (section 6.1.1) based an iaseline
methods. The techniques consist of two non-so@aiork
based methods and two social network based metfdds.
first is a simple temporal trend learning method uskr
actions. The second is a linear regressor basdubomhethich
uses the coefficients associating a user's adsvitiike
commenting and replying with her actions to predictions
in the future. The third baseline is the SIR (spsibée-
infected-removed) epidemiological model [4] poplylarsed
in determining information cascades in social neksoThe
last baseline is a threshold based model of globatades
[11] based on the idea that a user participatesiaction by
changing her state to ‘active’ only when a certaifficiently
large fraction of her contacts have already doné\ste that
these baseline methods are used in an online fepsatting
to train and predict the probabilities of the acticover the
future. We believe that this constructs a more roge
comparative benchmark instead of extrapolating
probabilities over the set of future time slices.

Table 2: Error in predicting user actions based onour
method against baseline techniques — trend learning
method (B,), user activity regression based framework
(B,), SIR based epidemiological model (£ and a simple
threshold based model of global cascades 4B Our
method performs the best among all baseline technigs.

Topics Our Method B B, Bs By

US Elections 0.19 0.67 052 0.38 0.35
World News 0.11 041 036 0.29 0.28
Olympics 0.19 054 049 044 041
Comedy 0.13 046 04 031 0.27
Celebrity 0.12 049 036 029 0.22
Tennis 0.15 053 041 032 0.27

the



The results of evaluation against the four baset@thods
have been shown in Table 2. The errors in predictioce
shown for the same six different topics and over time
period of the testing data — September 2008. Tladuation
results of our method against baseline technigexsats that
it performs the best among all with a mean improsenin
prediction ranging 18-56% over all the 51 topics tire
dataset. The trend based learning method) @d the
regressor based user activity measurg),(Both perform
worse than the other two social network based hesel
methods. This explains that synchrony is a socévark

phenomenon and simple time series based prediction

methods naturally yield poor results. The perforoesnof the
SIR epistemological model ¢B and the global cascades
model (B) are similar; however the cascades model yields
slightly lower error. This indicates that the loaabtwork
topology, that is, the contacts of a user affectdezision to
perform an action. Our method has two key improvasie
over the baseline techniques — (a) the ability redjgt user
actions for a set of time slices into the futurdikenonline
learning, and (b) ability to take into account th@mamically
changing sizes of the user set via the rate oaaitm and
sustainability. They help boosour prediction paerfance.

6.3 Open Issues

Among the open issues in our approach, note tieahdtion
of synchrony is based on prediction of user actmrer a set
of time slices in the future. However, determinihg exact
size of the time horizon (i.e. the number of tinfiees into
the future we can predict) is challenging. Thisbiecause
typical periods of synchrony could differ for diféat topics
as well as could depend upon contextual factorshviaire
directly not observable in the social network. Maver the
socially aware and unaware states of a user caukffected
by her intrinsic preferences — for example, Alicigygs
political news because her friends blog about thenthe
Blogosphere. These factors are not captured by our
representation of user context.

7. CONCLUSIONS

In this paper, we developed a computational frankvto
predict emergent social synchrony in social media.
Synchrony was defined to have the following chamastics

— a given topic and an agreed upon user actiommat a
seeduser set, and the rate of attracting new usersetisas
sustained participation of earlier users. Our mgithonsisted
of two parts — the learning framework and the etrotu
framework. In the learning framework, we developedBN
based representation to predict the probabilitysar actions
over a set of time slices into the future. In th@lation
framework, we evolved the social network size dmel user
models over a set of future time slices to prediotial
synchrony. We conducted extensive experiments targe
dataset crawled from the popular news sharing kovalia
site Digg. The results showed that our model yieldmy
error (15.24.3%) in predicting user actions (or diggs) during
time periods with and without synchrony. Comparisath
different baseline techniques indicated that ourthoe
showed significant improvement in predicting useraams.

For future work, we intend to develop sophisticated
theoretical models that can identify the condititnggering
social synchrony. The role of social synchrony itaton
networks can be useful to identify time periodgpafadigm
shifts as well. We are also interested to exploog lihe
action ofburyinga news article on Digg (apart from digging)
affects the emergence of a synchrony in the future.
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