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ABSTRACT

Sequential Monte Carlo particle filters (PFs) are useful for es-
timating nonlinear non-Gaussian dynamic system parameters.
As these algorithms are recursive, their real-time implemen-
tation can be computationally complex. In this paper, we ana-
lyze the bottlenecks in existing parallel PF algorithms, and we
propose a new approach that integrates parallel PFs with in-
dependent Metropolis-Hastings (PPF-IMH) algorithms to im-
prove root mean-squared estimation error performance. We
implement the new PPF-IMH algorithm on a Xilinx Virtex-5
field programmable gate array (FPGA) platform. For a one-
dimensional problem and using 1,000 particles, the PPF-IMH
architecture with four processing elements utilizes less than
5% Virtex-5 FPGA resources and takes 5.85 μs for one iter-
ation. The algorithm performance is also demonstrated when
designing the waveform for an agile sensing application.

Index Terms— Particle filter, parallel architecture, FPGA,
independent Metropolis-Hastings algorithm.

1. INTRODUCTION

Sequential Bayesian estimation techniques, such as Kalman
filtering, extended Kalman filtering, and particle filtering, are
widely used to estimate parameters of dynamic state-space
models. Kalman filters (KFs) can provide optimal param-
eter estimates for linear systems in additive Gaussian noise
[1]. When the systems are nonlinear and non-Gaussian, par-
ticle filters (PFs) yield more accurate estimation results than
extended KFs, which use local linearization techniques [2].
However, as sequential Monte Carlo techniques, PFs can be
highly computationally intensive.

Recently, waveform agile sensing, where the waveform is
adaptively configured at each time step, has seen a gain in
popularity. This is because sensing performance has been
shown to increase when the parameters of transmitted wave-
forms (in active sensing) are adaptively designed or the pa-
rameters of observed waveforms (in passive sensing) are opti-
mally selected at each time step [3]. By implementing PFs ef-
ficiently, the estimation performance of parallel PF real-time
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implementation improves, thus making real-time implemen-
tation of adaptive waveform design schemes feasible.

There are three major operations in PF processing: particle
(or sample) generation, weight calculation, and resampling.
As was shown in the PF hardware prototype in [4, 5], the
bottleneck in real-time PF implementation is the resampling
operation. Using the systematic resampling (SR) approach,
resampling cannot be computed unless information on all the
particles is available [2]. In order to eliminate this bottle-
neck, independent Metropolis-Hastings (IMH) sampling can
be used since the sampling computation can start when the
first particle weight is available [6]. Another important issue
in the parallel implementation of the PF algorithm is the com-
munication overhead between parallel processing units and
the central processing unit. In our previous work, we pro-
posed an algorithm which significantly reduced the amount
of data communication. However, this was performed at the
cost of degradation in estimation performance [7].

In this paper, we propose a parallel algorithm for PF im-
plementation by integrating the parallel PF (PPF) algorithm
in [7] with the IMH sampler. Our objective with the new
PPF-IMH algorithm is to introduce an approach that can in-
crease estimation performance without any data communi-
cation time penalty. Next, we implement the proposed al-
gorithm on a Xilinx Virtex-5 FPGA platform. Using sim-
ulations, we demonstrate that the new PPF-IMH algorithm
performs well without experiencing estimation performance
degradations. Furthermore, we apply the PPF-IMH algorithm
to an adaptive waveform parameter design application.

2. PF AND MH ALGORITHMS

A PF uses a set of random samples, or particles, and their
corresponding weights to approximate the posterior proba-
bility density function (PDF). We consider a dynamic system
state estimation problem, where Xk = {x0, x1, . . . , xk} is
the sequence of all states and Zk = {z0, z1, . . . , zk} is the
sequence of all measurements up to time k. If at time k, we
have a set of N particles, X i

k, and corresponding weights,
wi

k, i = 1, . . . , N , then the joint posterior PDF can be ap-
proximated as p(Xk|Zk) ≈

∑N
i=1 wi

k δ(Xk − X i
k).

The PF algorithm has three main steps. First,
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particles xi
k are drawn from an importance density

q(xk|X
i
k−1, Zk). Second, the weights are calculated as

wi
k ∝ wi

k−1p(zk|x
i
k)p(xi

k|x
i
k−1)/q(xi

k|X
i
k−1, Zk), and then

normalized so that
∑N

i=1 wi
k=1. Finally, the particles are

resampled to avoid particle degeneracy [2]. Since there
are no data dependencies during the particle generation and
weight calculation, these steps can be easily parallelized and
pipelined [4]. However, the parallel implementation of the
widely used systematic resampling algorithm is not possible
as it needs to have information on all the particles.

Unlike the systematic resampler, the IMH sampler does
not require information of all the particles. This is be-
cause the Metropolis-Hastings (MH) algorithm can gen-
erate a Markov chain in which each state xk+1 depends
only on the previous state xk [8]. In particular, the MH
algorithm can draw samples from any PDF p(xk) pro-
vided that a proposal PDF, greater or equal to the first
PDF, can be calculated at xk . The MH proposes a new
sample x̃k from the proposal PDF q(x̃k|xk). This sam-
ple is accepted as xk+1=x̃k with probability α(xk, x̃k) =

min
{
(p(x̃k)/p(xk))(q(xk|x̃k))/q(x̃k|xk)), 1

}
. If not, then

xk+1 = xk . Note that the independent MH (IMH) is ob-
tained when q(x̃k|xk) is independent of xk. As the IMH
sampler does not need to normalize the importance weights,
it can start generating new particles once the first weight is
calculated. As there is no need to wait for the entire parti-
cle weight information [6], the IMH algorithm is suitable for
parallel hardware implementation.

3. PARALLEL PF WITH IMH SAMPLER

In this section, we propose a parallel PF algorithm which can
be mapped onto a multiple processing element (PE) architec-
ture, where the PEs are coordinated by a central unit (CU).
The PEs perform the major PF computational workload (par-
ticle generation, weight evaluation and resampling), and the
CU conducts global computations and coordinates the PEs ac-
tivities. If the PF is implemented by computing the system-
atic resampling in the CU, all the important weights have to
be transferred, resulting in a huge communication overhead.
In [7], we developed a method which can significantly reduce
the amount of data communication overhead. However, this
method results in an estimation performance degradation. To
improve estimation performance while keeping the communi-
cation overhead low, we propose to use the IMH resampling
in each PE before communication with the CU. The particles
x̃i

k, i = 1, . . . , N are resampled to obtain xi
k which repre-

sents the posterior PDF more accurately. The information of
resampled particles is sent to the CU. Also, since the IMH
sampler can be easily pipelined, the processing period is not
increased.

The new PPF-IMH algorithm is described next in more de-
tail. We distribute M particles to P PEs, so N = M/P parti-
cles are assigned to each PE. Each PE executes the processing

steps in Table 1 (sampling, weighting and IMH resampling) to
generate the resampled particle set xi

k , i = 1, . . . , N . Then,
we find the lowest value xlm and the highest value xhm of
the new particle set in the mth PE, and we transmit these
values to the CU. The CU uses these values to calculate the
global ranges XL = min

m
xlm and XH = max

m
xhm, and

sends them to each PE. Next, we divide the new particle set
xi

k, i = 1, . . . , N into R = �(XH − XL)/δ� groups, where
δ is the group parameter, and �a� represents the least inte-
ger greater than a [7]. Then, the mth PE computes the aver-
age of each group, and it represents the information in each
group by the average of the particles, μxj,m, j = 1, . . . , R,
and their weights μwj,m. Finally, the mth PE sends μwj,m,
j = 1, . . . , R to the CU that uses the value to compute the
particle replication factor ρj for each μxj,m. It also ensures
that the replication factor is an integer number by simple
rounding-off operations, and that

∑R
j=1 ρj = N .

Table 1: PE sampling, weighting & IMH resampling.

Input: zk and initial set xi
0 ∼ p(x0), i = 1, . . . , N

for time step k = 1 to K ,
Sampling: generate x̃i

k, i = 1, . . . , (N + Nb)
using xi

k−1, i = 1, . . . , N
for i = 1 to (N + Nb),

J(i) ∼ U(1, N) (uniformly distributed)

x̃i
k ∼ p(xi

k|x
J(i)
k−1)

end
Weighting: calculate w̃i

k, i = 1, . . . , (N + Nb)
for i = 1 to (N + Nb),

w̃i
k = p(zk|x̃

i
k)

end
IMH resampling: generate xi

k , i = 1, . . . , N
initialize the chain x̄1

k = x̃1
k

for i = 2 to (N + Nb),
u ∼ U(0, 1)

α(x̄i−1
k , x̃i

k) = min{w̃i
k/w̄i−1

k , 1}

x̄i
k =

{
x̂i

k, u ≤ α(x̄i−1
k , x̃i

k)

x̄i−1
k , u > α(x̄i−1

k , x̃i
k)

{xi
k,i = 1, . . . , N}

= {x̄i
k,i = (Nb + 1), . . . , (N + Nb)}

end

In each PE, the particles xi
k, i = 1, . . . , N are resampled

using the IMH and so the particles with high weights are repli-
cated, and particles with low weights are discarded. Thus, the
remaining particles can represent the posterior PDF more ac-
curately, resulting in improved performance. Our proposed
algorithm also results in reduced communication overhead.
Specifically, in a traditional parallel architecture, M weights
and M index factors have to be shared between the PE and
the CU, and, in the worst case scenario, there could be M/2
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Fig. 1: PPF-IMH architecture with four PEs.

inter-PE communications [4]. For comparison, in the pro-
posed method, only the mth PE range factors xlm, xhm, XL,
and XH, the average weights μwj,m, j = 1, . . . , R, and the
replication factors ρj , j = 1, . . . , R need to be transferred
between the mth PE and the CU. Also, there is no inter-PE
communication. As a result, the communication is reduced to
(2R×P )+(4×P ), where R is the number of groups in each
PE and P is the number of PEs. Also, since the IMH sam-
pler does not need all the normalized weights, resampling can
start once the first weight is computed. The computation time
of the PPF-IMH method does not increase when compared to
the parallel PF algorithm in [7].

4. PPF-IMH FPGA IMPLEMENTATION

The overall block diagram of the proposed PPF-IMH hard-
ware implementation architecture is shown in Fig. 1. It con-
sists of four PEs and one CU. Local PF processing steps,
such as particle generation, weight evaluation and IMH re-
sampling, are executed in each PE. Global processing steps,
such as computing global range and replication factors, are
executed in the CU. Each PE communicates with the CU, but
there is no inter-PE communication. Fig. 1 also shows the
data that is transferred between the PE and CU.

4.1. Processing Element Architecture
The PE block diagram is shown in Fig. 2. The PE reads the in-
put particles and executes the sampling, weighting and IMH
sampling steps. After sampling, the particles are stored in
the particle memory (PMEM), and the replicated particle in-
dex factors are stored in the replicated particle index memory
(RMEM). Using the index from RMEM, each PE reads the
resampled particles from PMEM, computes the local range
factors xlm, xhm and transmits them to the CU. After receiv-
ing the global range factors XL, XH, the resampled particles
are divided into R groups, and the average particles μxj and
average weights μwj for each group are calculated. Next,
the average weights of each group μwj are sent to the CU to
compute the replication factor ρj . The mean particles μxj are
read from the mean particle memory (MPMEM) and sent to
the sampling unit for processing during the next time step.

μ

μ
ρ

+ +

Fig. 2: Block diagram of the PE.

The IMH resampling outlined in Table 1 is very important
as it determines the PPF-IMH algorithm performance. Fig. 3
shows the IMH sampler architecture. When computing the
acceptance probability, we use the modified method in [9] to
avoid division. The method is given by

xi
k =

{
x̃i

k, u wi−1
k ≤ w̃i

k

xi−1
k , u wi−1

k > w̃i
k .

Specifically, the weight of a newly generated particle is first
compared with the product of a uniformly distributed random
variable u and the weight of the last accepted particle in the
chain. If the new particle weight is larger, it remains in the
chain and its index is assigned to replicate index ri; otherwise,
it is replicated once more, and the replicate index ri remains
unchanged.

Fig. 3: Block diagram of the IMH sampler.

The group-and-meanunit is used to divide the particles into
different groups, based on the global ranges, and to calculate
particle and weight averages in each group. The architecture
of this component is shown in Fig. 4. First, using the global
range factors XL, XH, and the number of groups R, we com-
pute the range for each group as σ = (XH − XL)/R. Then,
the thresholds γ of each group are generated based on σ as
γn = XL + (n − 1)σ, n = 1, . . . , R. Each particle is then
compared to the thresholds and placed in the correct group.
The particle values are accumulated, and the number of par-
ticles is counted in each group. Finally, the mean value μxj

is computed for each group. The same method can be used to
compute the mean weight μ wj .
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Fig. 4: Block diagram of the group-and-mean unit.

4.2. Central Unit Architecture
The CU executes global computations such as global range
and replication factor calculations. Its architecture is shown
in Fig. 5. Two comparators and multiplexers (MUXs) are used
to generate XL and XH. If the new local range xl is smaller
than the last accepted global range XL, we assign xl to XL,
or keep the last value of XL; a similar procedure is used to
find XH. We use an accumulator and a multiplier to compute
the replication factor. The accumulator inputs, μwj,m, are
normalized to guarantee that

∑R
j=1 ρj = N . Thus, after

each iteration, the number of PE particles is unchanged.

+

μ
μ

μ

×
ρ

Fig. 5: Block diagram of the CU.

5. ADAPTIVE WAVEFORM DESIGN

The measurement zk in the state-space model in Section
2 could have originated from a passive sensor observing a
waveform of interest or an active sensor transmitting a wave-
form. In either case, the waveform can have a parameter θk

that can be adaptively selected (passive sensing) or adaptively
designed (active sensing). Our proposed PPF-IMF formula-
tion will thus be further modified to draw particles xi

k from
an importance density q(xk|X

i
k−1, Zk, θ0, . . . , θk). More im-

portantly, we will need to use the PPF-IMH algorithm to esti-
mate the posterior PDF that would result in the waveform pa-
rameter θ̂k that optimizes a performance cost function when
estimating xk. For example, the optimization may be the
minimization of the the mean-squared estimation error or the
maximization of the signal-to-noise ratio (SNR) with respect
to all possible waveform parameters θk [3].

The current PF hardware architecture can be extended to in-
clude adaptive waveform design. Instead of reading from the
memory, the CU now has to update the measurement adap-
tively, based on selecting the waveform parameter θk to op-
timize a cost function. The implementation of this step does
not increase the PF computational intensity, and it does not
present a severe bottleneck for hardware architecture.

6. IMPLEMENTATION RESULTS

We demonstrate the performance of our proposed system us-
ing three dynamic state-space models:
Model 1 [10]:
xk+1 = 1 + sin(2π(0.02)k) + 0.5 xk + vk

zk =

{
0.2 x2

k + nk, if k ≤ 30
0.5 xk − 2 + nk, if k > 30

where vk is a random process modeled by a Gamma random
variable with shape 3 and scale 2, and nk is zero-mean, addi-
tive white Gaussian noise with variance 10−5.
Model 2 [11]:
xk+1 = 0.5 xk + 25 xk/(1 + x2

k) + 8 cos(1.2 k) + vk

zk = x2
k/20 + nk

where vk and nk are zero-mean Gaussian random variables
with variances σ2

v = 10 and σ2
n = 1, respectively.

Model 3: Waveform parameter θk selection in Model 2.
xk+1 = 0.5 xk + 25 xk/(1 + x2

k) + 8 cos(1.2 k) + vk

zk+1 = (x2
k+1/20) + (1/[α (xk+1 − θk+1)

2 + β]) + nk+1

where α > 0 and β > 0 are constant numbers. At time k,
we can choose appropriate θk+1 for time (k + 1) to improve
estimation performance. Specifically, at each time k, we use
the PPF-IMH to obtain x̂k|k, which is the estimation of xk

given measurements from z0 to zk. Then, we use x̂k|k to
predict the system state

x̄k+1 = 0.5 x̂k/k + 25 x̂k/k/(1 + x̂2
k/k) + 8 cos(1.2k).

Next, to obtain the optimal parameter θ̂k+1, we maximize the
measurement SNR with respect to θk+1 as

θ̂k+1 =argmax
θk+1

{(x̄2
k+1/20)+(1/[α (x̄k+1−θk+1)

2+β])}2/σ2
n

from which we can obtain θ̂k+1 = x̄k+1. The parameter in
the measurement equation is set to θ̂k+1, and the resulting
measurement zk+1 can be used to estimate xk+1.

6.1. Estimation Performance

We use a 4-PE parallel architecture for numerical simulations,
where each PE processes 250 particles. We apply the paral-
lel algorithm in [7] and also the new PPF-IMH algorithm to
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Model 1 and Model 2 systems. The corresponding estima-
tion results are shown in Fig. 6 and Fig. 7. Table 2 shows the
estimation root mean-squared error (RMSE) for the two mod-
els. As we can see, the RMSE performance of the PPF-IMH
algorithm is significantly better when compared to the paral-
lel algorithm in [7] for both models. In addition, the RMSE
performance of the PPF-IMH is close to the systematic resam-
pling algorithm, which means that the performance degrada-
tion due to parallelization in [7] is overcome by using IMH
resampling. In Fig. 8, we compare the PF RMSE estima-
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Fig. 6: Comparison of estimation performance for Model 1.
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Fig. 7: Comparison of estimation performance for Model 2.

Table 2: Comparison of RMSE performances.
Algorithms Model 1 Model 2
Systematic resampling 0.24 4.06
Parallel algorithm in [7] 0.36 6.19
Proposed PPF-IMH algorithm 0.26 4.34

tion performance with and without parameter adaptation. As
we can see, the estimation performance is improved when the
waveform parameters are adaptively selected. In addition, the
computational complexity is the same as the original model
and does not present a severe bottleneck for implementation.
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Fig. 8: PF performance with/without parameter design.

6.2. Hardware Implementation

The PPF-IMH hardware architecture for the system state es-
timation in Model 1 is implemented using Verilog HDL and
synthesized on Xilinx Virtex-5 device (XC5VSX240T). The
design was verified using Modelsim. Both the 1-PE serial
architecture and the 4-PE parallel architectures were imple-
mented. The RMSE values for the 1-PE and 4-PE archi-
tectures are 0.2686 and 0.3172, respectively. The RMSE is
higher than the MATLAB generated numerical results because
of the fixed point FPGA implementation.

6.3. Hardware Performance Evaluation

Resource utilization: Table 3 summarizes the 1-PE and 4-PE
architecture resource utilization. The sinusoidal and exponen-
tial functions are implemented using CORDIC units, and the
rest of the units are implemented using DSP cores. For the
4-PE architecture, the PE and CU occupied slices utilizations
are 408 (1%) and 420 (1%), respectively. Our resource uti-
lization is fairly low; only about 5% of the total hardware re-
sources are used. Thus, 20 such architectures should be able
to fit onto a single Xilinx Virtex-5 platform.

Table 3: Resource utilization comparison.
Unit Occupied

slices
Slice
Reg.

Slice
LUTs

Block
Ram

DSP48Es

1-PE 398
(1%)

1,292
(1%)

1,363
(1%)

5
(1%)

10
(1%)

4-PE 2,052
(5%)

5,749
(3%)

6,352
(4%)

18
(3%)

46
(4%)

Execution Time: Fig. 9 shows the timing for one iteration
of the proposed method. For our implementation, Ls = 21 is
the sampling step delay, determined by the sinusoid execution
time, Lw = 24 is the weighting latency determined by the
calculation period of the exponential functions, Lr = 2 is the
latency of the global range calculation, Lm = 18 and Lρ =
20 represent the computing time for the average value and the
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replication factor, respectively. Thus, one PPF-IMH iteration
takes Ttotal = (Ls +Lw +N +Lr +N +Lm +Lρ)×Tclk =
585 cycles. For a system clock rate of 100 MHz, the total
processing period for one iteration is Ttotal = 5.85 μs.

ρ

Fig. 9: Execution time of proposed method.

Communication overhead: The communication overhead of
the proposed algorithm is 96 bytes when using N = 1, 000
particles, P = 4 PEs, and R = 10 groups. This is a signif-
icant reduction compared to the traditional algorithm whose
communication overhead is 2,500 bytes.
Scalability: Fig. 10 shows the execution time and communi-
cation overhead for one processing iteration versus the num-
ber P of PEs for the proposed parallel architecture. The
processing period curve saturates when the number of PEs
is large because there is no significant speedup when M/P
approaches the constant latency L, which in this case, is
L = Ls+Lw +Lr +Lm +Lρ = 85 cycles. The communica-
tion overhead curve increases linearly with respect to P , and
the slope is equal to 2R + 4 where R is the number of groups
in each PE. Thus, increasing the number of PEs beyond 4 has
little benefit. However, this number is likely to change, based
on the number of particles and hardware implementation of
the model equations.
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Fig. 10: Scalability of proposed parallel architecture.

7. CONCLUSION

In this paper, we proposed an efficient parallel architecture
for implementing PFs. This architecture can achieve both
high speed and accurate estimation performance by employ-

ing IMH sampling with parallel PF implementation. The pro-
posed method was also implemented on the Xilinx Virtex-5
FPGA platform. While it is difficult to give an apple-to-apple
comparison with other FPGA based implementations because
of the differences in the model and the number of particles,
we can still claim that due to algorithm modification, our
computation time is smaller though our resource utilization
is slightly larger. Furthermore, we discussed the feasibility of
parameter adaptation in the parallel PF algorithm for future
agile sensing estimation problems. Simulations demonstrated
that the estimation performance is significantly improved and
the processing speed is faster due to parallelization.
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