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Abstract—This paper addresses the problem of bad data
detection in the power grid. An online probability density based
technique is presented to identify bad measurements within a
sensor data stream in a decentralized manner using only the
data from the neighboring buses and a one-hop communication
system. Analyzing the spatial and temporal dependency between
the measurements, the proposed algorithm identifies the bad
data. The algorithm was then tested on the IEEE 14-bus test
system where it demonstrated superior performance detecting
critical and multiple bad data compared to the largest normalized
residual test.

Index Terms-- bad data detection, density estimation,
online algorithm, smart grids.

I. INTRODUCTION

Recent advances in measurement technology have resulted
in automatic collection of huge amounts of data with small,
low cost and efficient sensor devices. The data collection
is continuous and often needs to be processed as it arrives.
Outlier or bad data detection is a fundamental step in data
quality, management, and analysis tasks. For example, in the
power grid system, a large amount of measurement data is col-
lected at specific intervals from sensors deployed throughout
the system. The collected data is then processed to provide a
snapshot of the current system status of the grid to the operator.
An outlier in the sensor data could be an indicator of faulty
instruments, line faults, or false data injection attacks [1], [2].
Therefore, it is essential that the data processor be able to
detect and identify outliers in the incoming data as it arrives.
Failure to do so may compromise the grid operator’s ability
to take actions in case of faults or malicious attacks.

In the power system outlier or bad data detection is mostly
studied in the context of the state estimator. Most of these
methods are based on Chi-squared test or normalized residual
test [1]. In more recent research, the binary particle swarm
optimization techniques have been proposed to identify mul-
tiple bad data [3], [4]. Asada, Garcia, and Romero formulate
the bad data identification as an optimization problem in [5]
and present a Tabu search meta-heuristic solution. All of
these solutions are performed offline and require multiple
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runs through the state estimator, thus making them unsuitable
when the data arrive more frequently and real time quality
information of the data are required. In order to deal with the
large amounts of continuously arriving data it is necessary to
be able to identify any bad data in an online fashion before
the next scan of measurements arrive for processing.

In this paper we propose an online outlier detection algo-
rithm which is able to deal with large data streams and suitable
for bad data identification in the power grid. This online
algorithm gives an insight into the quality of the incoming
data before the more computationally expensive state estimator
processes the data. In recent years the online outlier detection
problem has received significant attention in the data mining
community (see [6] and the references therein). The research
done in this area can be extended to power grid applications.
The online outlier detection technique we present in this paper
is based on the probability of the occurrence of the data.
Since an outlier is a deviation from the normal behavior
of the system it has a low probability of occurrence. We
propose an online Kernel Density Estimation (KDE) method
for estimation of the probability distribution of the data. We
also pre-cluster the data using a Shared Nearest Neighbor
(SNN) clustering algorithm to obtain a better estimate of the
bandwidth matrix used in the KDE. The proposed outlier
detection technique is a local algorithm that only requires the
data from a bus and its neighbors to detect outliers at the
bus. Thus, this requires only a one-hop communication system
between the neighboring buses.

The remainder of the paper is organized as follows: Sec-
tion II gives a brief introduction of the kernel density estimator.
SNN clustering used for bandwidth selection is discussed in
Section III. Next, in Section IV we present the new online out-
lier detection algorithm. We evaluate the performance of this
algorithm in the IEEE 14-bus test system [20] by comparing
with the largest normalized residual test in Section V. Finally,
Section VI concludes the paper and suggests possible future
research.

Notation: Upper and lower case letters denote random
variables and their realizations, respectively; underlined letters
stand for vectors; boldface upper case letters denote matrices,
and I denotes the identity matrix; and E(·) denotes the



expectation operator.

II. KERNEL DENSITY ESTIMATION

The probability density function (pdf) is one of the core
concepts of mathematical statistics. For any continuous ran-
dom variable X ∈ Rd its pdf fX(x) describes the likelihood
for X to take on a given realization. However, in a real-world
application scenario the true density fX(x) is usually not
known and needs to be estimated from observed data samples
using a density estimation technique. The Kernel Density
Estimator is one of the most popular and mathematically well
studied density estimation tool used for this purpose. The
kernel density estimator is a non-parametric density estimation
method where the data samples solely determine the probabil-
ity density function fX(x), as opposed to parametric methods
which impose a known parametric family of distribution and
estimate the associated parameters [7].

For a sample set x1, x2, . . . , xn the general multivariate
kernel density estimator is defined as [7], [8]

f̂X(x) =
1

n |H|

n∑
i=1

K(H−1(x− xi)). (1)

Here x = [x1, x2, . . . , xd]
T and xi = [xi1, xi2, . . . , xid]

T for
i = 1, 2, . . . , n; K(w) is the d-dimensional kernel (usually
chosen to be a probability density function); and H is a d×d
non-singular bandwidth matrix. The most common metric used
to evaluate the performance of a density estimator is the Mean
Integrated Squared Error (MISE) defined as [7], [8]

MISE(f̂) = E
∫
Rd

[f̂X(x)− fX(x)]2dx, (2)

where fX(x) is the true pdf. The choice of the kernel function
K(w) has little effect on the density estimate in terms of MISE
as long as K(w) is chosen to be a valid probability density
function itself [7]. In contrast, the choice of the bandwidth
matrix H is of crucial importance [7], [8]. We will use
the multivariate Gaussian kernel function K(w) = N (0, I)
throughout this paper.

A. Online KDE over a data stream

A data stream is an open-ended sequence where large
volume of data is arriving continuously. For example, bank-
ing transactions, web traffic logs continuously collect large
amounts of data. In the power grid the sensors located at
the buses take measurements at specific intervals and these
measurements arrive at the processing center as a data stream.
In these applications processing of the accumulated data in
batches is not practical as data accumulates faster than it can
be processed. Any algorithm processing high volume open-
ended data streams should meet the following criteria [9]:

1) Each sample must be processed only once.
2) Processing time of each element of the data stream must

be small and constant.
3) The algorithm must only use a preallocated amount of

main memory.

4) A valid model must be available at every scan of the data
stream.

5) The algorithm must produce a model that is equivalent
to the one that would be produced by a batch processing
algorithm.

The kernel density estimation provides a comprehensive sta-
tistical model of the data. However, when applied to a stream-
ing model, the computational requirement of KDE collides
with the aforementioned data stream processing requirements.
As data arrives continuously it becomes infeasible to evaluate
the kernel function at every sample of the collected data.
Hence, KDE cannot be applied to data streams in its original
form. A naive approach to deal with the growing sample size
is to maintain a window of data samples. In a simple window
model we only evaluate the KDE algorithm on the most recent
n samples.

B. Selection of the bandwidth matrix

While several methods have been proposed for selecting
suitable bandwidth matrices [8], [10], [11], most of these
methods are computationally expensive making them less
suitable for an online algorithm. For online KDE we use a
simple plug-in bandwidth matrix given by [7], [8]

H = aKΣ̂1/2, (3)

where aK = {4/(2d + 1)}1/(d+4) and Σ̂ is the sample
covariance matrix of the data stream calculated in an online
fashion. However, the sample covariance matrix is not a
very robust statistic as it is sensitive to outliers and fails to
capture the dispersion of datasets with variable spread. To
overcome this, we propose clustering the data stream based on
the spread of the data and computing the sample covariance
matrix for each cluster separately. The notion of clustering
data for density estimation was first proposed by Heinz and
Seeger in [12]. Their motivation for clustering derives from
the system memory constraints which they solve by storing
only the centroids on the clusters. Our motivation comes from
the need to choose a more suitable bandwidth parameter that
can capture the dispersion of the data. Also when the data
is divided into clusters, at every time scan the kernel function
needs to re-evaluated only for the data points within one cluster
rather than all data points within the window.

The intuition behind the idea of clustering the data for online
KDE is rather simple. Clustering the data and then summing
over all the clusters is only a permutation of the terms in (1),
and therefore, has no effect on the final estimate. Let the data
be divide into m clusters S1, S2, . . . , Sm. Then (1) can be
written as

f̂X(x) =
1

n

m∑
j=1

1

|H|j

∑
xi∈Sj

K(H−1j (x− xi)), (4)

where Hj is the estimated bandwidth matrix for cluster Sj . To
cluster the data we utilize the shared nearest neighbor (SNN)
approach which can successfully handle clusters of different
sizes and shapes [13].



III. SHARED NEAREST NEIGHBOR CLUSTERING

Several algorithms have been proposed in the literature to
handle the problem of data clustering based on density. In
particular DBSCAN [14], CURE [15], and Chameleon [16]
clustering algorithms have been shown to perform very well
for low dimensional data. However, all of the above three
algorithms struggle to handle high dimensional data as they
use the Euclidean distance between points to separate the
clusters. While Euclidean distance is useful in low dimensions,
in high dimensional datasets the distance between data points
become more uniform making this type of clustering difficult.

A promising way to solve the clustering problem in high
dimensional data is a shared nearest neighbor (SNN) approach,
first proposed by Jarvis and Patrick in [13], and further
improved by Ertöz, Steinback, and Kumar in [17]. In this
method two data points are classified as “similar” (i.e., belong
to the same cluster) if they share a certain number of nearest
neighbors. Define the similarity between points xi and xj as

SNNsimilarity(xi, xj) = |NN(xi) ∩NN(xj)|, (5)

where NN(xi) and NN(xj) are the k-nearest neighbor lists
of xi and xj , respectively. The pair point similarity measure
has the advantage of automatic scaling depending on the data
density, i.e., the neighborhoods expand where the data points
are widely spread and the neighborhood shrinks where the
data points are dense. Since there is no globally fixed distance
threshold, the algorithm can produce clusters of different sizes,
shapes and densities [13].

We can easily extend this clustering algorithm to cluster
over data streams. When a new data point arrives, there are
three possibilities:

1) It belongs to an existing cluster.
2) It represents the beginning of a new cluster.
3) It is an outlier.

In a data stream it is very difficult to distinguish between
the last two cases. Thus, we keep these types of data points
in the data window rather than discarding them right away
and handle the last two cases the same way, by assigning the
incoming data point to a new cluster.

We can summarize the online SNN algorithm in the follow-
ing steps:

Step 1. Compute the k nearest neighbors of the incoming
data point and if necessary, update the neighbor list
of these k neighbors.

Step 2. Compute the SNNsimilarity between the incom-
ing data point and its k nearest neighbors.

Step 3. Find the number of neighbor points with
SNNsimilarity greater than the threshold Eps.
This is the SNN density of the new data point.

Step 4. There can be three cases:
a. If the new data point has SNN density greater than

the threshold MinPts, then classify the data point
as a core point. If the new core point is within
radius Eps of another core point, then they belong
in the same cluster. Otherwise, the new core point

indicates the beginning of a new cluster. Thus,
a new cluster is formed containing the new core
points and its neighbors within radius Eps.

b. If the new data point has SNN density less than
MinPts but it is within radius Eps of a core point
then the new data point is put in the same cluster
as the core point.

c. Otherwise the new data could be a possible outlier
and is put into a cluster by itself.

As mentioned earlier, for an online clustering algorithm it
is very difficult to distinguish between the beginning of a
new cluster and an outlier. The only way this algorithm can
identify the beginning of a new cluster is after observing at
least MinPts number of data points from the new cluster. Also
after MinPts number of data points have been observed from a
new cluster, it is very likely that the old data points belonging
to the clusters could now be classified as core points as their
neighbor list is updated with the arrival of the new data points.
This could be easily performed by storing the SNN similarity
matrix in the memory and updating the similarity measure of
the neighbors of the new data point in step 2 of the algorithm.
This can also be done by a background process and the online
algorithm can fetch the results at appropriate intervals.

IV. OUTLIER DETECTION OVER DATA STREAMS

An outlier is a a data point that appears different from the
other data points within the sample space. In sensor networks
an outlier may be generated by faulty sensors or an event in
the network. An outlier may also be caused by injections by
network attackers. In the power grid state estimation process
the sensor measurements from different parts of the network
are collected and processed to generate an estimate of the
system states. Since the state estimator is an indispensable tool
in the grid monitoring process it is imperative that any outlier
present in the incoming sensor measurements be detected and
identified before the data is fed into the state estimator.

Since the outliers are observations that have very low prob-
ability of occurrence, the online density estimator can be used
to identify potential outliers based on their probability. We can
classify the outliers in the power system sensor measurements
into two categories – spatial outliers and temporal outliers.

a) Spatial outlier: A spatial outlier is a measurement
observed at a bus that differs significantly given the mea-
surements made in the spatial neighborhood. Spatial neigh-
borhoods are defined based on the adjacency of the buses.
We can model the spatial dependency of the measurements by
estimating a joint density function over a bus and its neighbors.
We can the compute the conditional probability of a new
observation at the bus given the measurements at its neighbors
from the joint density function. If the conditional probability
is below a specified threshold then the new incoming data is
classified as a spatial outlier. Let us consider the simple 4 bus
system shown in fig. 1. Here bus 1 is connected to bus 2 and 4,
thus bus 2 and 4 are in the spatial neighborhood of bus 1. If the
random variables Xi, i = 1, . . . , 4 denote the measurements
at the buses, then we can estimate the joint density function
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Fig. 1. Sample 4 bus system

f̂X(x), X = [X1, X2, X4]
T using the online KDE described

in Section II. Then we can compute the conditional probability
of a new measurements x1 at bus 1 given the measurements
x2 and x4 at bus 2 and 4, respectively, as

Pr
(
X1 ∈[x1 − r, x1 + r]|

|X2 ∈ [x2 − r, x2 + r], X4 ∈ [x4 − r, x4 + r]
)

=

∫ x1+r

x1−r
∫ x2+r

x2−r
∫ x4+r

x4−r f̂X(x)dx∫∞
−∞

∫ x2+r

x2−r
∫ x4+r

x4−r f̂X(x)dx
.

(6)

The new measurement x1 is a spatial outlier if the conditional
probability computed in (6) is less than a threshold γ.

The spatial outliers are a local anomaly as they are only
dependent on the neighbor measurements. This method of
outlier detection requires one hop communication between the
buses.

b) Temporal outlier: A temporal outlier is an observation
at a bus where the deviation of the current observation from the
previous observation differs significantly from the deviations
seen so far in the stored history of the bus. That is, we
assume that there is temporal dependency between consecutive
measurements. This dependency can be modeled as a Markov
process [18] where the current state of the bus is solely
dependent on the previous state in a first order Markov process.

Again we can compute the transition probability in an online
fashion using online KDE. We can estimate the joint density
f̂X(x), X = [X[k], X[k−1]]T , where k is the time index, and
then compute the transition probability using a similar formula
as (6). A measurement is classified as a temporal outlier if it
has a transition probability less than a user defined threshold.

The spatial and temporal dependency of the measurements
can be integrated to provide a spatio-temporal outlier. One way
to accomplish this is to first identify a spatial (or temporal)
outlier and then check whether this outlier was also experi-
enced is the temporal (or spatial) model [19].

Algorithm 1 summarizes the online outlier detection on a
bus. The running time of this algorithm is dominated by the
k nearest neighbor search in the SNN clustering step.

V. SIMULATION RESULTS

To evaluate the performance of the proposed outlier detec-
tion algorithm we implemented the algorithm in the IEEE 14-
bus test system [20]. The network diagram of the test system is
shown in Fig. 2. We compare the performance of our algorithm
with one of the most commonly used bad data identification
method, the largest normalized residual test (the rNmax test).

Algorithm 1. Outlier detection
for every incoming measurement vector:
1. Compute the conditional probability (Pr[x|xneighbor]

for spatial and Pr[x[k]|x[k−1]] for temporal outliers).
If conditional probability < threshold, γ, declare
outlier.

2. Classify the new data into a cluster using SNN
clustering.

3. Update the estimated bandwidth Hj for the cluster.
4. Re-evaluate the kernel function for the data points in

that cluster using the updated bandwidth Hj .
5. Update the joint density estimate f̂(X) using (4).

Fig. 2. IEEE 14 bus system [20]

The limitation of the rNmax test is that it fails to identify bad
data in critical measurements [1]. Also, sometimes it may fail
to identify multiple interacting bad data. As shown below our
method is able to overcome these limitations.

We used the state estimator in the MATPOWER soft-
water [21] as a tool for the rNmax test. The measurement
configuration used for the simulations is given in Table I.

TABLE I
MEASUREMENT CONFIGURATION FOR IEEE 14-BUS TEST SYSTEM

Power injection At buses 1, 2, 3, 8
Power flow At branches 1-2, 1-5, 2-4, 2-5, 4-5, 4-7, 4-9,

5-6, 6-11, 6-13, 9-10, 9-14, 12-13
Voltage magnitude At buses 3, 6, 8, 10, 14

A. Bad data in a critical measurement

Under the measurement configuration described in Table I,
P4−7 is a critical measurement, i.e., the removal of this
measurement makes the system unobservable. The true value
for this flow is P4−7 = 0.2285p.u. The residual for this
measurement will always be zero and therefore, any bad data
in this measurement is not identifiable by the rNmax test. To
apply our online outlier detection technique we create a stream
of 1000 samples by adding Gaussian noise N (0, 0.0004) to



the true value. We then randomly inject five bad data points in
this data stream. For spatial outlier detector we considered the
vector X = [P4−7, P4−2, P4−5, P4−9]

T . Then we computed
the conditional probability Pr{P4−7|P4−2, P4−5, P4−9} and
compared it with the threshold γ = 1%. The same threshold
was used for temporal outlier detector. The values of the bad
measurements at P4−7 and the performance of the different
bad data detection algorithm is shown in Table II. From the
table we see that the proposed online outlier technique was
able to identify every bad measurement before the data was
fed to the state estimator.

TABLE II
DETECTION OF BAD DATA IN A CRITICAL MEASUREMENT P4−7

Bad data in P4−7 rNmax test Spatial outlier Temporal outlier
0.3152p.u. Not detected Detected Detected
0.0660p.u. Not detected Detected Detected
0.3828p.u. Not detected Detected Detected
0.1477p.u. Not detected Detected Detected
0.3315p.u. Not detected Detected Detected

B. Bad data in multiple interacting measurements

Here we consider the occurrence of bad data in two
interacting measurements P1 and P1−2. The actual values
of these measurements are P1 = 1.9433p.u. and P1−2 =
1.2967p.u. For these measurements we construct a vector
X = [P1, P1−2, P2, P1−5, P2−4, P5−4, P5 − 6]T for spatial
outlier detection and randomly inject bad data in a data
stream of 1000 samples. The results of the bad data detection
methods are shown in Table III. The results show that the
rNmax fails sometimes when there are multiple interacting bad
data and even when it is able to detect the outliers it takes two
passes of the state estimator before both bad measurements are
identified. On the other hand our proposed method successfully
detects all the injected bad data without the results from the
state estimator.

TABLE III
BAD DATA IN A INTERACTING MEASUREMENT P1 AND P1−2

Bad data rNmax test Spatial
outlier

Temporal
outlier

P1 = −1.0431p.u.,
P1−2 = −0.0246p.u.

Detected Detected Detected

P1 = −2.2014p.u.,
P1−2 = −2.2022p.u.

Not detected Detected Detected

P1 = −1.9009p.u.,
P1−2 = −1.7306p.u.

Not detected Detected Detected

P1 = 2.9055p.u.,
P1−2 = −1.6076p.u.

Detected Detected Detected

P1 = 0.0896p.u.,
P1−2 = −0.5531p.u.

Not detected Detected Detected

VI. CONCLUSION

This paper proposes the use of an online outlier detection
algorithm for bad data detection in the power grid. The algo-
rithm presented here treats the bad measurements as spatial
and temporal outliers in the network and identifies these in a
decentralized manner without depending on the observability

of the grid. From the simulations performed on the IEEE 14-
bus system we observed that the proposed method outperforms
the largest normalized residual test. The presented work has
much room for future research. One possible direction is
the incorporation of the power balance equations to model
the relationship between the variables into the spatial outlier
detection algorithm. Further testing of the proposed method
for large systems needs to be carried out as well.
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