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Abstract—To better manage the unconventional two-way power
flow, utilities are in urgent need to identify the locations of
residential photovoltaic (PV) systems. With accurate PV location
information, utilities can better maintain sustainable manage-
ment and the safety of power grids. However, historical location
records are unreliable and verification with human efforts is
expensive, which challenges the PV location identification task.
Thanks to the abundant information available from billing meter
data, one can solve the problem via machine learning. As the
labeled data can be very limited, supervised learning will be
ineffective. Therefore, we propose new semi-supervised learning
and one-class classification methods based on autoencoders. The
proposed methods have been tested on a real-world utility data set
and have shown superior detection accuracy in terms of accuracy
and F1 score (≥ 0.95).

Index Terms—solar panels, locations, detection, autoencoder,
semi-supervised learning, one-class classification

I. INTRODUCTION

W ITH the expansion of residential photovoltaic (PV)
installations, it is important for utilities to gain vis-

ibility of solar panels [1], [2]. Unfortunately, one cannot
be certain if a customer has solar panels, as new facilities
will increase and some may be decommissioned over time.
Even worse, some solar panel installations exist without utility
permission [3]. Although a utility company can manually
update historical records of active solar locations, it is ex-
pensive and challenging to ensure that solar location data is
accurate at all times. Without utility visibility of residential
PV electricity generation, the system operation is exposed to
safety issues such as back-feeding which can damage system
equipment. Thus, utilities urgently call for new methods to
provide renewable locations whenever needed to ensure better
planning and operation.

In the past, distributed energy resources (DER) analyses
required manual validation of PV location information [4]. As
manual checks are not scalable, automation of the localization
process is an active area of research. Camera-based methods
[5], [6], satellite-based approach [7], [8], and data-based
algorithms [9] are proposed to solve the problem. However, for
the camera-based methods, it is challenging to send unmanned
aerial vehicles equipped with cameras across different utility
service areas, which can be geographically large. For the
satellite-based approach, the satellite images contain similar
objects to the PVs that can be incorrectly identified as PVs
and such methods cannot distinguish operational from non-
operational PVs. For the data-based algorithms, the change-
point detection proposed by [9] may identify changes that
are not due to solar behaviors. One key drawback of such
a method is due to its unsupervised nature and simplicity of
using any change-point. Therefore, in this paper, we propose
to utilize part of the labels due to the reason that obtaining

and maintaining all labels for customers with solar panels are
costly for utilities. When the utility only has a small sample
of the labeled data from both classes, we recommend semi-
supervised learning (SSL). When the utility only has labels
on one class, e.g., non-solar customers, we propose to use
one-class classification (OCC).

During the implementation, direct application of SSL and
OCC have relatively low accuracy, as the data are high
dimensional. There are three main types of methods for data
dimension reduction. The first type is linear mapping methods,
where the most typical is principal component analysis (PCA)
that only looks for the principal components and may lose the
separability information in overlooked projection directions.
The second type is nonlinear mapping methods, where multidi-
mensional scaling (MDS) and locally linear embedding (LLE)
are representatives. However, MDS has a high computation
cost [10] and assumes an equal contribution of all dimensions
towards the dimension reduction result, which may overlook
some more important dimensions. The LLE method has a low
computation cost, but is sensitive to the selected neighborhood.
The last type is advanced methods based on neural networks
with the autoencoder (AE) as the most well-known. The AE
does not have these limitations as it uses the data itself to
supervise the mapping to lower dimensions. Therefore, we
propose to solve the issue of dimensionality and nonlinear rep-
resentation together by designing new SSL and OCC methods
based on AE.

The proposed methods, namely SSL-OCC Learning with
AE (SOLAE), testing on a utility data set validate the accuracy
and F1 score against common baseline supervised learning
SSL and OCC methods. Such experiments show enhanced so-
lar usage detection when compared to the traditional methods.

The rest of the paper is structured as follows. Section II
shows the feasibility of solar detection via data mining. Section
III formulates the solar panel detection problem with limited
labels. Section IV and Section V show the enhanced SSL
and OCC via AE. Section VI provides numerical results, and
Section VII concludes the paper.

II. DATA MINING FOR SOLAR DATA DETECTION

The problem of determining whether there are solar panels
that are generating power in a residence via utility data is not
widely analyzed. In this section, we start from analyzing the
data from two utilities located on different parts of the US
to motivate the solar detection problem and to illustrate the
challenges. We scale the data to [0,1] for better comparison.
A. Data Mining of a Northwest Utility

The data set consists of the daily usages of 517 customers
where the 15-minute interval data are recorded between May



1st, 2018 to October 30th, 2019 by the billing meters. As this
utility has solar meters installed on their customers’ solar or
solar-battery systems; we are able to verify the customers with
and without solar panels. We examine the daily usages of the
customers and the results given in Fig. 1 show that customers
with and without solar panels share similar usages in some
days while having distinct usages in some other days. The x-
axis is the time and the y-axis is the scaled kWh recordings.

Fig. 1: Daily usages of customers with and without solar
panels as well as their similarities and differences.

Fig. 2 shows the concluded usage patterns of customers
with and without solar panels in this data set. The results
indicate that customers with and without solar panels have
a high potential for separability by merely using the billing
meter data.

Fig. 2: Typical daily usage patterns of customers with and
without solar panels.

B. Data Mining of a Southeast Utility
The one-hour interval usage data recorded between June 1st,

2019 to June 30th, 2019 by the billing meters was used for this
exercise. We examined the label for the solar users by verifying
that the net-metering data of the customers shows power injec-
tion and validating that the database shows that the customer
has passed the solar panel application. Similar procedures
are adapted to examine the label for the customers without
solar panels. From the partial labeled data set, 2,000 usage
data points with labels were sampled indicating functioning
solar panels and 2,000 usage data with labels indicating no
solar panels. As Section II-A indicates, the daily usages from
customers with and without solar panels can be similar, we
therefore extend the usage length examined to be the monthly
usages of customers with and without solar panels. Fig. 3
highlights that the monthly usage patterns from customers with
and without solar panels have more distinct difference than
daily usage patterns. The x-axis is the date and the y-axis is
the scaled kWh recordings. As can be concluded from Fig. 3,
a longer length of data ensures better separability.

Fig. 3: Monthly customer usages with\without solar panels.

III. PROBLEM DEFINITION

The rough visualization in Fig. 1-3 show the feasibility of
solar panel detection. We can therefore formulate the problem
into the following two forms based on the scarcity of labels
in a data set.

A. Semi-Supervised Learning (SSL) Problem
• Problem: Identify the customers who have functioning

solar panels out of a large group of customers using smart
meter data and a small amount of labels.

• Given: 1) Labeled electricity usage data: (Xm,ym) =
{(xi,yi)}m

i=1, where xi is the time series smart meter
data for a customer, yi is the label showing whether the
customer has solar panels or not, and m is the number of
the meter data with labels. 2) Unlabeled electricity usage
data: Xn = {x j}m+n

j=m+1, where x j is the time series smart
meter data for a customer and n is the number of meter
data without labels, usually n ≫ m.

• Goal: Find the optimal mapping rule of fSLL to obtain an
accurate prediction of whether a customer has solar panels
or not by using ŷSLL = f ∗SLL({(xi,yi)}n

i=1,{x j}m+n
j=m+1).

B. One-Class Classification (OCC) Problem
• Problem: Identify the customers who have functioning

solar panels out of a large group of customers using smart
meter data and one type of labels.

• Given: 1) Electricity usage data from a known class:
Xp = {xi}p

i=1, where xi is the time series smart meter
data for a customer. All the meter data in it are assigned
with indicators yp = {yi}p

i=1 =+1, where p is the number
of meter data and 1 is a vector whose elements are all
equal to 1. 2) Electricity usage data from other unknown
classes: Xq = {xi}p+q

i=p+1, where xi is the time series
smart meter data for a customer. All the meter data in it
are assigned with indicators yq = {yi}p+q

i=p+1 =−1, where
q is the number of meter data.

• Goal: Find the optimal mapping rule of fOCC to obtain an
accurate prediction of whether a customer has solar panels
or not by using ŷOCC = f ∗OCC({(xi,yi)}p

i=1,{xi}p+q
i=p+1).

IV. DEEP SEMI-SUPERVISED LEARNING

This section shows how to integrate the autoencoder (AE)
into the proposed deep SSL method.



A. Expectation-Maximization (EM) Algorithm
In SOLAE, labels are assigned binary values (0 or 1),

labels with a value of 0 represent the customers who do
not have solar panels and labels with a value of 1 represent
the customers who have solar panels. The EM algorithm
iteratively fixes the value of Θ and ŷSLL to find a suboptimal
solution of the maximization of the log-likelihood function
over all the data. Specifically, for the t th iteration and in
the expectation (E) step, Θt is fixed and the EM algorithm
optimizes a lower bound given by the expected log-likelihood
Q(Θ|Θt) = EŷSLL|Xm,ym,Xn,Θt [logP(Xm,ym,Xn, ŷSLL|Θ)]. In
the maximization (M) step, the algorithm maximizes Q(Θ|Θt)
with respect to Θ given by Θ(t+1) = argmaxΘ Q(Θ|Θt). Al-
though Θ can be highly correlated, the above procedure faces
high computational cost as Θ has high dimensionalities [11].
B. Integrating AE into Semi-supervised Learning

In order to reduce the data dimension while preserving
the nonlinear relationship of the features, we propose to
use AE, which constitutes an encoder and a decoder. The
encoder and decoder are two neural networks with a symmetric
structure. The encoder can be used to reduce data dimension,
help similarity calculation, and extract the most representative
information. The decoder ensures that the encoder obtains the
correct hidden representations with the supervision of the data
itself.

Fig. 4: An example of AE for power data.
The AE, shown in Fig. 4, attempts to minimize the error

between the input data Xm and the reconstructed input X̂m.
The more Xm and X̂m are alike, the more accurate the hidden
representations. The loss function of the AE is defined as fol-
lows L(Xm,X̂m) = ∥Xm−X̂m∥2 = ∥Xm− fd(WdZm+bd)∥2,
where Zm = fe(WeXm+be), to find the optimal representation
Zm of the input data in the low dimensional space. Note that
We is the weight matrix between the input data Xm and the
latent representation Zm, Wd is the weights matrix between
the hidden representation Zm and output X̂m. fe and fd are
the activation functions, be is the bias vector of the encoder,
and bd is the bias vector of the decoder. The same procedure
is used to obtain the hidden representation Zn of the smart
meter data Xn.

Zm with its associated labels ym is fed into a Gaussian
mixture model for EM. When EM iteratively finds the solution
of maximizing the log-likelihood function, the labels of the
unlabeled data are produced. Fig. 5 is the complete structure.
C. Steps of the Proposed Method

Let the representation Zm = {zi}m
i=1 coming from the AE be

the hidden representations of the labeled data whose labels are
ym = {yi}m

i=1. Let the representation Zn = {zj}m+n
j=m+1 coming

from the AE be the hidden representations of the unlabeled
data whose estimated labels are ŷSSL = {y j}m+n

j=m+1. We will

assume that labels can only take binary values (0 or 1). Based
on this setting, suppose we know the labels ŷSSL, the SOLAE
can compute the likelihood of the whole data set with respect
to the underlying parameters Θ: P(Zm,ym,Zn, ŷSLL|Θ) =

∏
m
i=1 P(zi,yi|Θ)∏

m+n
j=m+1 P(z j,y j|Θ).

Fig. 5: Block diagram of the proposed deep semi-supervised
EM approach.

For the t th iteration and in the E step, Θt is fixed and the
EM algorithm optimizes a lower bound given by the expected
log-likelihood given in Eq. (1). In the M step, the algorithm
maximizes Q(Θ|Θt) with respect to Θ.
Q(Θ|Θt) =EŷSLL|Zm,ym,Zn,Θt [logP(Zm,ym,Zn, ŷSLL|Θ)]

= ∑
ŷSLL

P(ŷSLL|Zm,ym,Zn,Θ
t) logP(Zm,ym,Zn, ŷSLL|Θ)

=
m

∑
i=1

logP(yi,zi|Θ)+
m+n

∑
j=m+1

∑
y j∈{0,1}

P(y j|z j,Θ
t) logP(y j,z j|Θ)

=
m

∑
i=1

logP(yi,zi|Θ)+
m+n

∑
j=m+1

∑
y j∈{0,1}

r j
y j

logP(y j,z j|Θ) (1)

In the last line of the equation, we define r j
0 = P(y j =

0|z j,Θ
t), r j

1 = P(y j = 1|z j,Θ
t), which are the current esti-

mates for the probabilities of each of the labels in the unlabeled
examples. Therefore, the E step computes probabilities r j

0 and
r j

1 for all the unlabeled data based on the current Θt . The M
step maximizes the expected log-likelihood (the last term of
Eq. (1)) for all the data.

V. DEEP ONE-CLASS CLASSIFICATION

This section discusses the situation when the labeled data
are so limited at a utility that only one class of the labels can
be obtained, e.g., only the labels of some non-solar users.
A. One-Class Classification: Support Vector Data Description

One-Class Classification (OCC), popular in supervised
learning and SSL, aims to regularize the descriptive loss with
an additional compactness loss. This method aims to evaluate
the compactness of data with known labels and with nearby
data to form a group while looking for distinct boundaries
that can separate the data into two or more groups. Support
vector data description (SVDD), as a typical OCC method,
attempts to define the compactness of the targeted class by
constructing a hypersphere with center c and radius a > 0,
wrapped in a compactness matrix. The hypersphere gathers as
many observations from one class as possible in the feature
space with the help of the kernel function φk. The primal
problem of SVDD is defined in Eq. (2).

min
r,a,ζi

a2 +
1

νn ∑
i

ξi

s.t. ∥φk(xi)−c∥2 ≤ a2 +ξi, ξi ≥ 0 ∀i,
(2)



where xi is the smart meter data from a known class, the
slack variable ξi is introduced to allow a soft margin, and the
regularization parameter ν controls the relative importance of
the volume of the sphere and the penalties ξi.

The descriptiveness of the data is maintained in the con-
straints. Solving the minimization problem given in Eq. (2) by
using Lagrange multipliers, the center c of the sphere should
be a linear combination of support vectors, which determines
the boundary of the sphere.
B. Integrating Autoencoder (AE) into the OCC

SVDD has poor computational efficiency and scalability due
to the structure and manipulation of the matrices, which makes
it challenging to capture diversified nonlinear user behavior
and remove noise from power data in high dimensions. Thus,
substantial feature engineering is needed [12].

Fig. 6: Illustration comparing PCA reconstruction versus an
autoencoder for non-solar (blue) and solar (orange) data set.

Therefore, we propose to use the hidden layers of AE to
extract the nonlinear features for OCC. For example, Fig. 6
provides a visual representation of AE’s ability to represent
highly nonlinear customer data in a low dimensional space
for the utility data set. The top left figure is the non-solar
data plotted in a 3-D plane, whereas the bottom left figure
is the solar data. The two middle plots, top and bottom, are
the representation of the solar and non-solar data, respectively,
reconstructed using principal component analysis (PCA). The
right top and bottom figures are the data set reconstructed
using an AE and plotted in a 3-D plane. Fig. 6 is to provide
clarity on the ability of the AE to retain the information more
accurately than the PCA. As shown, the PCA is not able to
reconstruct the data as well as the AE, providing evidence
of the high accuracy and advantage of using an AE over a
PCA to reconstruct the high-dimensional data for purposes
of distinguishing solar and non-solar data. The AE can map
the original data to a denser area which helps to construct
the compactness description of the targeted class, which will
enhance the design of the OCC.

Fig. 7: Block diagram of the proposed deep SVDD approach.

The architecture is shown in Fig. 7, where the extracted
learned hidden features Zp for labeled data and Zq for unla-
beled data are fed into the SVDD. Combining the extracted

learned hidden features with their labels, the SVDD is able to
determine the labels of the unlabeled data. The objective of
the problem is to solve Eq. (2) after replacing xi with zi.

VI. NUMERICAL VALIDATION

With the proposed methods, we validate the performance in
this section using utility data sets. To eliminate the influence
of different scales of the data, we use min-max normalization
to scale the data between 0 and 1.

A. Data Preparation
The utility data set used in this study corresponds to a

set of everyday electricity usage readings from approximately
600,000 meters from a U.S. city from June 1st, 2019 to June
30th, 2019 with a one-hour interval between each reading. The
total number of time indices used in the study is 696, corre-
sponding to 29 days. Around 1,973 customers have installed
solar panels. Their smart meter readings come from the net
meters, which record the household electricity consumption
minus the PV generation. We sampled 20,000 customers
without solar panels from the data set to conduct this study.

B. Performance Metrics
To evaluate binary classification, several statistical rates are

available to measure performance (i.e., accuracy, F1, recall, or
precision). For this work, we use the accuracy and F1 score
as our performance measurements. Accuracy is used when
the true positives (T P) and true negatives (T N) are important
and the data set’s class distribution is similar. F1 score is
used when the False Negatives (FN) and False Positives (FP)
are critical and the data set is unbalanced. These metrics are
defined as follows: Accuracy = T P+T N

T P+FN+T N+FP ,Precision =
T P

T P+FP , Recall = T P
T P+FN ,F1 = 2×Precision×Recall

Precision+Recall .

C. Performance Improvements for Deep SSL and Deep OOC
To better visualize the performance benefits of the proposed

methods, we plot all the results together in Fig. 8. These results
include supervised learning (SL), conventional SSL and OCC
methods, and the proposed SSL and OCC methods with AE.
The left graph compares the accuracy of the aforementioned
methods and the right analyzes their F1 score. The dashed
green line shows the performance of the SL method based
on support vector machine with radial basis functional (RBF)
kernel. The dashed orange and navy line are the results of
the classic SSL and OCC methods when using the projected
data based on principal component analysis (PCA). The solid
orange and navy lines are the performance of the proposed
deep SSL and deep OCC methods when using the hidden
representations extracted from the autoencoder (AE). The
projected dimension in Fig. 8 means the number of principal
components used or hidden representations used. For example,
if we compress the original data with 696 dimensions to 2
dimensions, then the projected dimension is 2.

As can be concluded from the three dashed lines in Fig.
8, the accuracy of SL is always higher than that of SSL, and
the accuracy of SSL is always higher than that of OCC if
using the projected data after PCA. We also obtain a similar
conclusion for the F1 score by ignoring the projection to 2



principal components. The results confirm that more learned
information guarantees better performance.

Looking at the orange solid and dashed lines, which show
the performance of the proposed deep SSL method, we observe
that the performance curves first increase and then decrease
as we increase the dimensionality of the projected data,
either from PCA or AE. Therefore, we draw the conclusion
that a relatively low dimension, from 5 to 12 is enough to
summarize the characteristics of electricity usage. Fig. 8 also
shows that the accuracy has a clear improvement and the
F1 score increases by more than 10% with the help of the
AE, representing a significant improvement. In addition, the
result indicates that SL tends to overfit the data when given
limited information and the unlabeled data helps to improve
the performance by providing more complete information on
the distribution of the data.

Fig. 8: Illustration providing the comparison between the
accuracy and F1 score of the study results between the base-
line supervised learning, conventional SSL and OCC methods
utilizing the projected data of the PCA, and the proposed deep
SSL and deep OCC methods using the hidden representation
extracted from the AE.

Finally, the performance of the conventional OCC is com-
pared with the proposed deep OCC, which are shown by the
navy dash line and the navy solid line in Fig. 8. We see that
the AE can stabilize the accuracy and improve the F1 score,
which is also an enhancement. The performance curves first
increase and then decrease as we increase the dimensionality
of the projected data, either from PCA or AE. While the
performance of using the projected principal components has
a sharp decline when the dimensionality of the projected data
increases, the performance of using the hidden representations
from the AE remains stable. This indicates that the nonlinear
transformation of the AE guarantees the OCC method to
find a good hypersphere regardless of the dimensionality. The
performance of the proposed OCC is slightly worse than the
SL in terms of accuracy, which is acceptable as the provided
information is much less.

Overall, the proposed methods based on AE provide greater
accuracy and F1 scores than the supervised learning and
merely using the principal components from PCA.
D. Computational Time

Table I shows the average computation time for each method
on Intel(R) Xeon(R) CPU E5-2687W v4 @ 3.00GHz and
64 GB memory. As is illustrated in Table I, SL is the fastest,

however, such a method is infeasible when accurately labeled
data cannot be accessed or data are highly unbalanced. The
SSL and OCC methods can relieve the above problems with
a sacrifice of computation time. For the SSL, the AE used in
the proposed method can accelerate the speed as the AE maps
the data to [−1,1]. For the OCC methods, the AE used in the
proposed method slows down the speed of the OCC method.
Although the AE maps the data to [−1,1], the proposed
method still has to compute the relative distance between
the data making the computational time barely change. Note
that the solar panel location identification task is offline, so
the requirement of computational time is flexible, making the
performance improvement advantageous.
TABLE I: The average computation time for all the methods.

Method Supervised SSL SSL OCC OCC
learning (PCA) (AE) (PCA) (AE)

Average 0.3 s 354.0 s 215.6 s 716.6 s 878.3 scomputation time

VII. CONCLUSION
Solar panel identification is essential for utilities to better

plan their infrastructures, manage operations and meet the
safety standards. This paper proposes a deep semi-supervised
learning and a deep one-class classification approach to detect
residential PV systems under different availability of labeled
data. The proposed SOLAE has been validated on a utility
data set and has shown their effectiveness and robustness
for solving the solar panel detection problem by significantly
increasing the accuracy and F1 score of the conventional
methods. Future work include developing parallel computing
methods or employing sequential learning to further reduce the
computational time and discussing the performance difference
when using data with higher resolution.
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